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TÉCNICAS DISTRIBUIDAS PARA VERIFICACIÓN ACOTADA EFICIENTE

El análisis formal de artefactos de software suele dividirse en dos clases de enfoques: pesados y livianos.
Los métodos pesados ofrecen plena certeza del resultado obtenido pero requieren usuarios expertos. Los
métodos livianos son más fáciles de aprender y se materializan en herramientas totalmente automáticas,
pero la validez de sus resultados es parcial. Por ejemplo, en las técnicas de verificación exhaustiva
acotada, la validez del resultado devuelto por la herramienta automática siempre está limitada por
alguna noción de alcance o tamaño máximo configurable por el usuario. Para incrementar el grado de
confianza en el resultado, el usuario sólo debe aumentar ese alcance y volver a ejecutar la herramienta.
Sin embargo, el costo computacional del análisis automático es casi siempre exponencial en dicho
alcance.

En esta tesis presentamos una serie de técnicas y herramientas cuyo objetivo es mejorar la escal-
abilidad del análisis exhaustivo acotado de artefactos de software. En particular, nos interesa poder
aprovechar la disponibilidad de hardware de bajo costo (como por ejemplo clusters de PCs, existentes
en muchas empresas e instituciones) para extender la frontera de lo tratable mediante esta clase de
enfoques.

Por una parte presentamos transcoping, un enfoque incremental para explorar problemas de veri-
ficación exhaustiva acotada en tamaños pequeños y extrapolar la información recolectada para asistir
la toma automática de decisiones en tamaños mayores del mismo problema. Mostramos su aplicación
al análisis distribuido de modelos Alloy, aśı como a la toma de decisiones en la generación de casos de
test basada en invariantes h́ıbridos.

También presentamos Ranger, otra técnica distinta para distribuir el análisis de modelos Alloy,
que divide el problema en subproblemas de menor complejidad linealizando el espacio de potenciales
contraejemplos y partiéndolo en intervalos disjuntos.

Por otra parte, construyendo sobre la noción de cotas ajustadas para campos de la técnica TACO,
presentamos MUCHO-TACO, una técnica para distribuir la verificación de programas Java anotados
con contratos JML, basada en la herramienta secuencial TACO.

Por último presentamos BLISS, un conjunto de técnicas para refinar la búsqueda de estructuras
válidas durante la ejecución simbólica, basadas en Symbolic PathFinder.

Palabras clave: Ingenieŕıa de software, Análisis automático de software, Verificación exhaustiva
acotada, Sistemas distribuidos, Ejecución simbólica, Alloy, Java, JML, TACO.
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DISTRIBUTED TECHNIQUES FOR EFFICIENT BOUNDED VERIFICATION

Formal analysis of software artifacts is often divided into two kinds of methods: heavyweight and
lightweight. The former offer complete certainty in the result, but require interaction with highly
trained expert users. The latter are easier to learn and supported by fully automated tools, but the
validity of their results is typically partial. For instance, in bounded exhaustive analysis techniques,
the validity of the result is always limited by some notion of scope or maximum size provided by
the user. To increase the level of confidence of the result, the user can simply increase the scope of
the analysis and run the tool again. However, the computational cost of such automated analyses is
almost always exponential in said scope.

In this thesis we present a series of techniques and tools with the common goal of improving the
scalability of bounded exhaustive analysis of software artifacts. In particular, we are interested in
leveraging the availability of low-cost hardware (such as PC clusters, which are currently available
in many companies and institutions) in order to push the tractability barrier of bounded exhaustive
analysis techniques.

We present transcoping, an incremental approach that explores bounded exhaustive verification
problems at small sizes, gathers information, then extrapolates it in order to make better-informed
decisions at larger sizes of the same problems. We show its application to the distributed analysis of
Alloy models, as well as to the generation of bounded exhaustive test suites using hybrid invariants.

We then present Ranger, another technique to distribute the analysis of Alloy models which splits
the problem into subproblems of lower complexity by linearizing the space of potential counterexamples
and dividing it into disjoint intervals.

Building on the notion of tight field bounds from the TACO technique, we present MUCHO-TACO,
a technique for distributed verification of Java programs annotated with JML contracts, based on the
sequential TACO tool.

We also present BLISS, a set of techniques to improve the search for valid structures during symbolic
execution for non-primitive inputs based on Symbolic PathFinder.

Keywords: Software engineering, Automated software analysis, Bounded exhaustive verification,
Distributed systems, Symbolic execution, Alloy, Java, JML, TACO.
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1. INTRODUCTION

1.1 Bounded Exhaustive Analysis

Our world is progressively being driven by software. Until recently, the use of formal methods was only
associated with mission-critical aspects of a few specific fields such as aerospace or nuclear reactors.
As more and more software permeates our daily life, the quantity and diversity of high-risk software-
related situations is growing steadily. Further adoption of formal methods in a wider variety of software
engineering scenarios is therefore becoming a higher priority.

Formal analysis of software artifacts and abstractions is often divided in two kinds of methods:
the heavyweight and the lightweight [1]. The main advantage of heavyweight formal methods is that
they yield results that are complete, such as proofs. Their main disadvantage is that the associated
tools are usually semi-automatic, thus requiring frequent interaction with highly trained expert users.

Lightweight formal methods are desirable in certain contexts because they are typically more user-
friendly, easier to learn and supported by fully automated tools. The price of full automation is the loss
of completeness: the results yielded by most such tools are partial, limited by one or more artificially
finite dimensions.

Let us consider, for instance, bounded exhaustive techniques. In particular, in this thesis we shall
focus on the following kinds:

• Bounded exhaustive verification of properties over declarative models [2, 3]. A declarative formal
language is used to precisely model some software abstraction or artifact, as well as to express
some assertion (a desirable property) about the model. The goal of the analysis is to prove that
the assertion is valid or to find a counterexample. User-provided bounds are enforced in order to
limit the maximum size of admissible instances, making the space of potential counterexamples
finite and enabling exhaustive search by means of, for instance, some kind of constraint solver.

• Bounded exhaustive verification of Java programs annotated with contracts [4, 5, 6, 7]. In this
context we shall focus on a particular case of the above, obtained via automated translation of
both code and annotations. The desirable property to be checked is the correctness of the code
with respect to the contracts (precondition, postcondition, class invariant).

• Bounded exhaustive test generation [8, 9, 10, 11]. In this context we shall focus on the problem
of generating test suites for methods that operate on complex-structured object types.

In all the above cases, the completeness of the result yielded by state-of-the-art automatic tools is
always limited by some (user-configurable) notion of scope or maximum size – for example, the number
of objects of each type that may be involved, the maximum number of loop iterations to consider, the
maximum length of reference chains in the memory heap, or a combination of several such limits.

To increase the level of confidence in the result, the user may simply increase the scope and re-run
the analysis. However, this can quickly become too onerous: in most fully automatic techniques, the
computational cost of the analysis is exponential in the scope.

The aforementioned implies that the maximum level of confidence that the user can reach is
typically limited to relatively small scopes. What is interesting is that such small scopes are often
capable of exposing numerous bugs. This is known as the small scope hypothesis [2, 12] – that most
bugs can be detected in small-sized examples, or in other words, that most invalid assertions have
small-sized counterexamples.

However, as useful as automatic exhaustive exploration of small scopes may be, some faults will
always require larger scopes to be detected. For instance, in Chapter 2 we show a bug from a binomial
heap implementation that cannot be detected in any heaps containing less than 13 nodes. Hence it is
important to improve bounded exhaustive techniques and make larger scopes attainable to the user.

1
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In this thesis we present a series of techniques and tools with the common goal of pushing the
tractability barrier for the aforementioned kinds of bounded exhaustive analyses. In particular, we
focus on distributed techniques that can leverage the computational power of low-cost hardware, such
as the clusters of commodity PCs that can presently be found in many companies and institutions, in
order to solve problems that are not tractable by state-of-the-art sequential tools.

1.2 Prerequisites

This section contains a summary of other tools and techniques that are used by those presented in this
thesis, and references to the main articles where the reader can obtain further details about them. It
is intended to give the reader a general overview, as illustrated in Fig. 1.1. Each chapter of the thesis
begins by reviewing its own dependencies with the necessary level of detail for that chapter.

Alloy

TACO

JPF

SPF

ParAlloyDynAlloy

Korat

TestEra

MUCHO-TACO BLISS

Transcoping

HyTeKRanger

JML

Fig. 1.1: Prerequisite graph for this thesis. Rectangular nodes represent the main contributions.

Alloy

Alloy [2] is a lightweight formal method that comprises a specification language to describe structures
and a fully automated tool to explore them. The Alloy modeling language is a simple, yet expressive
logic based on relations. Its syntax is reminiscent of object-oriented notation, particularly with respect
to objects, fields and their navigation. The Alloy Analyzer tool [13] is essentially a model finder – a
solver that efficiently finds structures that satisfy all the given constraints. It operates by reduction
to a propositional satisfiability problem, which is made possible by finitizing all domains. Besides the
constraints, the user provides a scope for the analysis, which is a limit on the number of objects of
each atomic type that may be involved in a structure.
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DynAlloy

DynAlloy [14, 15] is an extension of the Alloy specification language that allows the user to describe
and analyze dynamic properties of systems using actions. Actions make it possible to specify dynamic
properties (particularly, properties regarding execution traces) in the style of dynamic logic specifica-
tions. The DynAlloy tool is an extension of the Alloy Analyzer that enables fully automated analysis
of DynAlloy specifications. In [16], a method is presented to translate sequential Java programs to
DynAlloy. This enables the use of DynAlloy as a formal method for automatic analysis of Java code.

Java Modeling Language

JML [17] is a behavioral interface specification language to specify the behavior of Java modules by
adding annotations to Java source files. JML can be used to specify contracts in the form of method
preconditions and postconditions, as well as class invariants. The language is expressive yet easy to use
for Java programmers (expressions, for instance, are written in standard Java syntax). It is supported
by a wide range of tools for type checking, static analysis and verification [18].

TACO

TACO [19, 20, 21] is a tool implementing a fully automated technique for SAT-based analysis of
JML-annotated Java programs that deal with complex heap-allocated data structures. Code analysis
is instrumented with a symmetry-breaking predicate that, on the one hand, reduces the size of the
search space by eliminating certain classes of isomorphic models, and on the other hand, allows for the
parallel, automated computation of tight field bounds (tight relational upper bounds for the semantics
of Java fields), which can then be used to speed up verification. A detailed presentation of TACO is
included as background in Chapter 2.

Java PathFinder

JPF [22] is a model checker for Java bytecode. Dubbed “the Swiss Army knife of Java verification” [23],
it provides an extendable framework that can be used for many kinds of runtime-based Java code
verification techniques, and for experimenting with new ones. At its core, JPF is a Java virtual
machine that, unlike a standard Java VM, is capable of backtracking. In simple terms, the JPF VM
executes a given Java program not merely once, but (theoretically) in all possible ways – including
all possible interleavings in the case of multi-threaded programs – while looking for violations such as
deadlocks or uncaught exceptions.

Symbolic PathFinder

SPF [24, 25] is an extension that adds symbolic execution [26] capabilities to JPF. Programs are exe-
cuted on symbolic inputs that represent many possible concrete inputs. By analyzing the Java code,
constraints are extracted which are combined to build path conditions. These are then solved using
off-the-shelf constraint solvers in order to generate test inputs that are guaranteed to achieve com-
plex coverage criteria. To handle heap-allocated data structures, SPF generalizes symbolic execution
using Lazy Initialization (LI) [27], which builds the heap as program paths are explored, deferring
concretization of symbolic heap object attributes as much as possible. Bounded Lazy Initialization
(BLI) [28] is an optimization of LI that leverages the availability of TACO tight bounds.

ParAlloy

ParAlloy [29] was our first attempt at building a distributed back end for Alloy. It is a distributed
SAT solver targeted at SAT problems arising from the translation of Alloy problems. It operates
by recursive subproblem decomposition and uses Minisat [30] on each processor. Its heuristics, such
as splitting variable selection, are strongly influenced by Alloy-level knowledge (e.g., which Alloy
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relation the variables belong to in the SAT encoding of the problem). Although our Ranger approach
(Chapter 5) was more successful at distributing the analysis of Alloy problems in the general case, the
ParAlloy prototype is used in this thesis as an application of transcoping (Chapter 4).

TestEra

TestEra [11, 8, 31] is a framework for specification-based testing of Java programs. In order to test a
Java method, the user has to provide the Java code for the method, a declarative specification (written
in the Alloy language) of the method’s precondition and postcondition, and a bound that limits the
size of test cases to be considered. TestEra then uses the precondition specification to generate all
non-isomorphic test inputs up to the given size bound, and the postcondition specification as an oracle
to check the correctness of outputs.

Korat

Korat [9] is a technique and a tool for constraint-based generation of structurally complex test inputs
for Java programs. In contrast to approaches based on declarative specifications, such as TestEra,
Korat is based on a user-given imperative version of the class representation invariant. Together with
the code to be tested, Korat requires the user to provide an imperative boolean repOK() method that
checks the structural integrity constraints that constitute the representation invariant, as well as a
finitization that limits the size of test inputs to be generated.

1.3 Research questions

The main research questions of this thesis can be summarized as follows:

RQ1 How can the analysis of Alloy models be distributed among many low-cost computers in order
to push the tractability barrier beyond the scope sizes currently tractable by the state-of-the-art
tool (the sequential Alloy Analyzer), and/or to reduce the wallclock time needed to solve hard
tractable problems?

RQ2 How can TACO-based analysis of Java programs annotated with JML contracts be distributed
among many low-cost computers, with the same purposes stated in RQ1?

RQ3 Can the availability of precomputed tight field bounds be exploited to split hard problems into
simpler subproblems in order to devise distributed techniques?

RQ4 In bounded exhaustive techniques involving a scalar-valued scope or problem size, what can be
learned from a problem instance at small scopes that can be exploited to make better-informed
decisions about the same problem at larger scopes?

RQ5 Considering that there are well-known techniques for bounded exhaustive test suite generation
that are based on either declarative or imperative input specifications, can both approaches be
combined in an effective and efficient way?

RQ6 Can the availability of precomputed tight field bounds and of declarative class invariants be
exploited to improve symbolic execution over non-primitive (object) types?

1.4 Contributions

The main contributions of this thesis can be summarized as follows:

• We present MUCHO-TACO [32], a technique for parallel bug finding based on TACO [19, 20]
which makes it possible to leverage the processing power of many commodity PCs toward fully
automated verification of Java programs annotated with JML contracts/invariants.
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• We present transcoping [33], an approach to exhaustive bounded analysis which intensively ex-
plores a problem at small scopes (where systematic exploration of some parameter is affordable)
in order to gather useful information that can then be extrapolated to larger scopes (where
well-informed decision making is often crucial to keep problems tractable).

• We present range partitioning [34], an approach to dividing an Alloy problem into subproblems
of lesser complexity by defining ranges of candidate solutions, and Ranger, our technique for
effective parallelization of Alloy problems using dynamic work stealing.

• We present HyTeK (Hybrid TestEra-Korat) [35], a technique that uses transcoping to auto-
matically generate bounded exhaustive test suites from hybrid invariants – that is, invariants
that are expressed imperatively, declaratively, or as a combination of declarative and imperative
predicates.

• We present BLISS (Bounded Lazy Initialization with SAT-solver Support) [36], a set of techniques
to refine the search for valid structures during symbolic execution. Building on top of Java
PathFinder [22], Symbolic PathFinder [24, 25] and Bounded Lazy Initialization [28], we add an
optimization called RBLI (Refined Bounded Lazy Initialization) and a SAT-solver-assisted way
to exploit user-provided class representation invariants.

TACO was included in Juan Pablo Galeotti’s doctoral thesis [21], and is not an original contribution
of this thesis. The author of this thesis is a co-author of TACO and contributed to several aspects,
including the design and implementation of the two distributed algorithms for automatic computation
of tight field bounds, as well as the design and execution of large parts of the experimental evaluation.

1.5 Thesis Organization

This thesis is organized as follows:

• In Chapter 2 we describe the TACO technique.
This work was published in IEEE Transactions on Software Engineering, 2013 [20].
It was also part of Juan Pablo Galeotti’s doctoral dissertation [21].

• In Chapter 3 we describe the MUCHO-TACO technique.
This work was published in the Proceedings of ISSTA 2013 [32].

• In Chapter 4 we describe the Transcoping technique.
This work was published in the Proceedings of VSTTE 2013 [33].

• In Chapter 5 we describe the Ranger technique.
This work was published in the Proceedings of ASE 2013 [34].

• In Chapter 6 we describe the HyTeK technique.
This work was published in the Proceedings of OOPSLA 2014 [35].

• In Chapter 7 we describe the BLISS techniques.
This work was published in IEEE Transactions on Software Engineering, 2015 [36].

• In Chapter 8 we discuss conclusions, limitations and future work.
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Overloaded Terms

The reader should be aware that the following two terms are overloaded in this document:

• bound

– In bounded verification, the term bound refers to a user-provided scalar quantity that limits
some dimension of the analysis. Examples of this are the maximum number of objects of
each type, the maximum number of loop unrolls, etc.

– In the context of TACO and other derived techniques, by tight field bounds (sometimes
called tight bounds, field bounds or TACO bounds) we mean something completely different.
As will be explained in Chapter 2, tight field bounds are precomputed overapproximations
for the interpretation of Java class fields. These bounds are not scalar, but relational. See
Section 3.2.4 for further details.

• hybrid

– In Chapter 6, hybrid invariant refers to an invariant that may be expressed partially in an
imperative language, and partially in a declarative one.

– In Chapter 7, hybrid repOK() refers to an imperative invariant that can handle structures
which are partially concrete and partially symbolic.

1.6 Resumen

El mundo está siendo controlado por software cada vez en mayor grado. Hasta hace algunos años, el uso
de métodos formales se asociaba únicamente con aspectos cŕıticos de ciertos campos, como reactores
nucleares o aeroespacio. A medida que más aspectos cotidianos de nuestra vida son controlados por
el software, la cantidad y diversidad de situaciones de alto riesgo relacionadas con el software crece a
pasos agigantados. En consecuencia, promover la adopción de métodos formales en una variedad más
amplia de escenarios de ingenieŕıa de software está volviéndose un objetivo cada vez más prioritario.

El análisis formal de artefactos y abstracciones de software suele dividirse en dos grandes categoŕıas:
los métodos pesados y los livianos. La principal ventaja de los métodos pesados es que sus resultados
son completos (como por ejemplo teoremas). Su principal desventaja es que las herramientas asociadas
son por lo general semiautomáticas, lo cual requiere que sean operados interactivamente por expertos
altamente entrenados. Los métodos formales livianos son deseables en ciertos contextos porque suelen
ser más fáciles de aprender y de utilizar, e ir acompañados de herramientas plenamente automáticas.
Pero el precio de esta automatización es que los resultados ya no son completos: por lo general son
parciales, limitados por una o más dimensiones finitas.

Consideremos, por ejemplo, las técnicas de análisis exhaustivo acotado. En particular, en esta
tesis nos enfocaremos en los siguientes: la verificación exhaustiva acotada de propiedades sobre
modelos declarativos, la verificación exhaustiva acotada de programas Java anotados con contratos, y
la generación exhaustiva acotada de suites de casos de test donde los inputs son tipos no-primitivos.

En todos estos casos, el resultado obtenido por medio de las herramientas que hoy representan el
estado del arte está casi siempre limitado por alguna noción (configurable por el usuario) de scope,
es decir alcance o tamaño máximo. Por ejemplo: la cantidad de objetos de cada tipo que pueden
estar involucrados, la máxima cantidad de iteraciones de ciclos, la longitud de la cadena más larga de
referencias en el heap de la memoria, o alguna combinación de tales ĺımites.

Para incrementar el nivel de confianza en el resultado obtenido, el usuario puede simplemente
incrementar estos ĺımites y volver a ejecutar la herramienta de análisis. Sin embargo, esto rápidamente
puede tornarse demasiado oneroso: en la gran mayoŕıa de las técnicas automáticas actuales, el costo
computacional del análisis es exponencial en el scope.
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Lo antedicho implica que el máximo nivel de confianza que el usuario puede alcanzar suele estar
limitado por tamaños relativamente pequeños. Lo interesante es que incluso tamaños tan pequeños
a menudo permiten exponer numerosos bugs. Esto se conoce como la small scope hypothesis: que la
mayor parte de los errores pueden detectarse en ejemplos de tamaño pequeño, o en otras palabras,
que para la mayoŕıa de las aserciones inválidas existen contraejemplos pequeños [2, 12].

Sin embargo, por útil que pueda resultar la exploración exhaustiva automática de alcances pequeños,
algunas fallas siempre requerirán alcances mayores para ser detectadas. En forma artificial, intencional-
mente, pueden construirse casos arbitrariamente grandes. Además, por ejemplo, en el Caṕıtulo 2
mostramos un error de una implementación real de binomial heaps que no puede ser detectado en
estructuras que no contengan al menos 13 nodos. Esto motiva la importancia de mejorar las técnicas
de verificación exhaustiva acotada y ponerlas al alcance del usuario para su aplicación a tamaños
mayores que los actualmente tratables.

En esta tesis presentamos una serie de técnicas y herramientas cuyo objetivo común es el de
empujar la barrera de lo tratable por las clases mencionadas de técnicas de análisis exhaustivo acotado.
Ponemos particular énfasis en las técnicas distribuidas que puedan aprovechar el poder computacional
de hardware de bajo costo, como por ejemplo los clusters de PCs ordinarias que actualmente pueden
hallarse en muchas instituciones y empresas, para resolver problemas que hoy no resultan tratables
mediante el estado del arte en herramientas secuenciales.



2. BACKGROUND: TACO

Summary

SAT-based bounded verification of annotated code consists of translating the code and annotations to
a propositional formula, and analyzing the formula for specification violations using a SAT-solver. If
a violation is found, an execution trace exposing the failure is exhibited. Code involving linked data
structures with intricate invariants is particularly hard to analyze using these techniques.

In this chapter we describe TACO, a prototype tool implementing a novel, general and fully auto-
mated technique for the SAT-based analysis of JML-annotated Java sequential programs dealing with
complex linked data structures. We instrument code analysis with a symmetry-breaking predicate
which, on the one hand, reduces the size of the search space by ignoring certain classes of isomorphic
models, and on the other hand, allows for the parallel, automated computation of tight bounds for
Java fields. Experiments show that the translations to propositional formulas require significantly
less propositional variables, improving analysis time by orders of magnitude compared to the non-
instrumented SAT-based analysis. We also show that, in some cases, our tool can uncover bugs that
cannot be detected by state-of-the-art tools based on SAT-solving, model checking or SMT-solving.

2.1 Introduction

SAT-based analysis of code allows us to statically find failures in software. This requires appropriately
translating the original piece of software, as well as some assertion to be verified, to a propositional
formula. The use of a SAT-solver then allows one to find a valuation for the propositional variables
that encodes a failure: a valid execution trace of the system that violates the given assertion. With
variations, this is the approach followed by CBMC [37], Saturn [38] and F-Soft [39] for the analysis of
C code, and by Miniatur [5] and JForge [6] for the analysis of Java code.

In the presence of contracts for invoked methods, modular SAT-based analysis can be done by
first replacing the calls in a method by the corresponding contracts and then analyzing the resulting
code. This is the approach followed for instance in [6]. One important limitation remains at the
intraprocedural level, where the code for a single method (already including the contracts or the
inlined code for called methods) has to be analyzed. Code involving linked data structures with rich
invariants (such as circular lists, red-black trees, AVL trees or binomial heaps) is hard to analyze using
these techniques.

SAT-based analysis of code has been perceived as an intrinsically non-scalable technique. The
reason is that the translation of a complete system to a propositional formula, and the analysis of
such a formula using a SAT-solver, are very likely not to scale. We believe this is mostly true unless
some careful decisions are made. For instance, it is worth accepting that SAT-based analysis (as
described) is not meant to be a monolithic process to be applied to large pieces of software. Also,
it is important to understand the reasons for the non-scalability of SAT-solving, and act in order to
minimize their impact during analysis. Finally, it is essential to fully understand what are the benefits
of SAT-based analysis when compared to other analysis techniques.

The contribution of this chapter is twofold. From the methodological point of view we make a case
for a responsible adoption of SAT-based analysis of code. From the technical point of view, we present
a novel, general and fully automated technique for the intra-procedural analysis of JML-annotated
Java code, in a way consistent with the methodology hereby presented. Both the methodology and
the technique presented in this chapter are supported by our prototype tool, TACO (Translation of
Annotated COde).

It is well known that the SAT problem is NP-complete [40]. Thus, the time required for solving an
instance of this problem is (provided P 6= NP) exponential on the amount of propositional variables

8
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of the formula resulting from the translation of source code. In order to improve the analysis time we
can then proceed in two ways:

• Reducing the number of propositional variables in the propositional formula result of the trans-
lation.

• Reducing the number of valuations to be considered by the SAT-solver by removing valuations
whose analysis we know in advance will not lead to a fault.

The TACO technique actually combines both approaches in a synergic and fully automated way.
First, it forces a canonical representation of the Java memory heap by removing permutations (also
called symmetries) of object references. This greatly reduces the number of meaningful valuations
of the initial state to be considered by the SAT-solver. Second, and as a consequence of the heap
canonicalization, a simple preprocessing makes it possible to determine in advance the truth value
of a substantial proportion of the propositional variables. These variables can be replaced by their
predetermined truth value, yielding a simpler SAT problem.

As a hint of the power of these techniques, symmetry reduction by itself allows us to reduce the
analysis time of a method for inserting an element in an AVL tree from over 10 hours to approximately
17 minutes. After removing propositional variables that TACO deemed unnecessary, the analysis time
reduced to 5 minutes. The overall cluster computing time required by TACO to rule out those
unnecessary propositional variables was only 1 minute 55 seconds.

Contributions

The main contributions of the work presented in this chapter are summarized as follows:

1. We present a novel and fully automated technique for canonicalization of the memory heap in
the context of SAT-solving, which assigns identifiers to heap objects in a well-defined manner
(to be made precise in Sec. 2.3).

2. Using this ordering, we present a fully automated and parallel technique for determining which
variables can be removed. The technique consists of computing bounds for Java fields (to be
defined in Sec. 2.4.1). The algorithm only depends on the invariant of the class under analysis.
Therefore, the computed bounds can be reused across all the analyses in a class, and the cost of
computing the bounds can be amortized.

3. We present several case studies with complex data structures that show that the technique
improves the analysis by reducing analysis times by several orders of magnitude in the cases
where correct code is analyzed. We also show that the technique can efficiently discover faults
seeded using mutant generation [41]. Finally, we report on a previously unknown [42] fault found
in a benchmark presented in [43]. This fault was not detected by several state-of-the-art tools
based on SAT-solving, model checking or SMT-solving.

Organization

This chapter is organized as follows. In Sec. 2.2 we describe the translation of JML-annotated sequen-
tial Java code to a SAT problem. In Secs. 2.3 and 2.4 we present the TACO technique for program
analysis. In Sec. 2.5 we present the experimental results. In Sec. 2.6 we discuss related work. Finally,
in Sec. 2.7 we draw conclusions about the results and discuss lines for further work.

2.2 Translating JML to Alloy

In this section we present an outline of our translation of JML [44] annotated Java code to a SAT
problem. In intention, the translation is not very different from translations previously presented by
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Fig. 2.1: Translating annotated code to SAT.
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other authors [7] or by some of the authors of this chapter [16]. A schematic description of TACO’s
architecture that shows the different stages in the translation process is provided in Fig. 2.1. In order
to simplify writing properties of linked structures in this chapter we use an extension of JML with a
construct \reach(l, T, [f1,...,fk]) denoting the set of objects of type T reachable from a location
l using fields f1,...,fk.

Our translation uses Alloy [2] as an intermediate language. This is an appropriate decision because
Alloy is close to JML, and the Alloy Analyzer [2] provides a simple interface to several SAT-solvers.
Also, Java code can be translated to DynAlloy programs [16]. DynAlloy [14] is an extension of Alloy
that allows us to specify actions that modify the state in much the same way as Java statements do.
Action behavior is specified by pre and post conditions given as Alloy formulas. From these atomic
actions we build complex DynAlloy programs that model sequential Java code.

DynAlloy is based on first-order dynamic logic [45]. The aim of this specification language is
to provide a formal characterization of imperative sequential programs. Fig. 2.2 shows a relevant
fragment of DynAlloy’s grammar. It is worth noticing that more complex programming structures
can be described using these basic logical constructs. For example, if B then P else Q fi can be
written as the following DynAlloy program B?;P + (¬B)?;Q. Similarly, while B do P od can be
expressed as (B?;P )∗; (¬B)?.

As shown in Fig. 2.1 the analysis receives as input an annotated method, a scope bounding the sizes
of object domains, and a bound LU for the number of loop iterations. JML annotations allow us to
define a method contract (using constructs such as requires, ensures, assignable, signals, etc.),
and invariants. A contract may include normal behavior (how the system behaves when no exception
is thrown) and exceptional behavior (what is the expected behavior when an exception is thrown).
The scope constrains the size of data domains during analysis. For example, if we are analyzing a
model for singly linked lists linking nodes of type LNode containing objects of type Data, the scope
constrains the number of List objects, LNode objects and Data objects to be used during analysis (for
instance 1 List, 10 LNode, 10 Data is a plausible scope). This is a restriction on the precision of the
analysis. Failures could be detected by repeating the analysis using larger scopes; if an analysis does
not find a failure, it means no failure exists within the provided scope for data domains. Therefore,
only a portion of the program domain is actually analyzed. Fortunately, using bounded scopes is
sufficient to expose many failures, since they can often be reproduced with few data [12].

The annotations are then translated to Alloy formulas using JMLtoAlloyTranslation [16], and
the method under analysis is translated to a DynAlloy program using JavaToDynAlloyTranslation

[16]. The resulting translations are joined into a single DynAlloy model that includes a partial correct-
ness assertion. The assertion states that every terminating execution of the code starting in a state
satisfying the precondition and the class invariant leads to a final state that satisfies the postcondition
and preserves the invariant.

In order to handle loops we constrain the number of iterations by performing a user-provided
number of loop unrolls LU . Therefore, the (static1) analysis will only expose failures that could occur
performing up to LU iterations at runtime. Notice that an interaction occurs between the scope and
LU . This is a natural situation under these constraints, and similar interactions occur in other tools
such as Miniatur [5] and JForge [6].

As shown in Fig. 2.1, DynAlloyToAlloyTranslator translates DynAlloy models to Alloy models.
We will not focus on this translation, which has already been extensively discussed in [15], but rather
emphasize the way Java classes are modeled in Alloy as a result of applying the translations. This
will allow us to show how the technique we will present in Sec. 2.4 fits in the code analysis process.

To describe the translation at a high level of abstraction let us consider the following Java classes
for implementing singly-linked structures:

public class List {

LNode head;

}

1 The use of the term static refers to the fact that code is not executed during analysis.
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public class LNode {

LNode next;

Integer key;

}

For the above Java classes, the resulting Alloy model includes the signature definitions:

one sig null {}

sig List {

head : LNode + null

}

sig LNode {

next : LNode + null,

key : Integer + null

}

sig Integer {}

According to Alloy’s semantics, signatures define sets of atoms. The modifier one in signature null
constrains the signature to have a single datum. Signature List defines list atoms and also includes a
signature field head. Field head denotes a total function from List atoms to LNode atoms or null (in
Alloy notation, head : List -> one (LNode+null)). Similarly, we have next : LNode -> one

(LNode+null).
The Alloy language has a relational semantics. This means that in order to translate an Alloy

specification to a SAT problem, the technique focuses on the translation of fields as relations. Given
scopes s for signature S and t for signature T, one can determine the number of propositional variables
required in order to represent a field f : S -> one (T+null) in the SAT model. Notice that S and
T will contain atoms S1, . . . , Ss and T1, . . . , Tt, respectively. Alloy uses a matrix Mf holding s× (t+1)
propositional variables to represent the field f (see Fig. 2.3).

Intuitively, a variable pSi,Tj
(1 ≤ i ≤ s, 1 ≤ j ≤ t) models whether the pair of atoms/identifiers

〈Si, Tj〉 belongs to f or, equivalently, whether Si.f = Tj . A variable pSi,null models whether Si.f =
null. Actually, as shown in Fig. 2.1, Alloy models are not directly translated to a SAT problem, but
to the intermediate language Kodkod [46].

Notice that the translation from Java code to a SAT problem could be implemented as a one-step
transformation. In this sense, the translation just described does not depend on Alloy, DynAlloy or
Kodkod and can be used in more general settings. Yet these languages and their supporting tools
offer useful infrastructures to prototype the translation. Furthermore, we believe these languages
better characterize the several semantic gaps when translating JML-annotated Java programs to a
SAT problem.

2.3 A New Predicate for Symmetry Breaking

The process of SAT-based analysis relies on an implicit traversal of the space of plausible models (i.e.,
those that satisfy the specification) while looking for a model that does not satisfy the property being
checked. As mentioned before, if this procedure finds one such model we know that a counterexample
of the property exists. A model in this context is a valuation of the propositional variables. Thus, the
size of the search space is exponential in the number of propositional variables, and we should strive
to reduce its size.

Permutations of signature atoms (also called symmetries) do not alter the truth value of Alloy
formulas. Therefore, once a valuation µ is considered, those valuations originated from µ by permuting
atoms should be avoided. One way to do this is by introducing symmetry breaking predicates that rule
out certain models. For instance, Alloy includes general-purpose symmetry breaking predicates [46].

In this section we present symmetry breaking predicates tailored to avoid permutations in the
Alloy representation of the Java memory heap.
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2.3.1 SAT-Based Symmetry Breaking

In order to describe predicates concisely we will use Alloy notation, which is thoroughly described
in [2]. Alloy is a relational language. Terms are built from signature names (which stand for unary
relations – sets), from signature fields (binary relations in the case of fields coming from Java code),
and from typed variables denoting atoms from the corresponding signature. There are three constants
in the language: univ (which denotes the set of all atoms in the universe), none (which denotes the
empty set), and iden (which denotes the binary identity relation over the atoms in univ). If T is a
term that denotes a binary relation, then ∼T , ∗T and ∧T denote transposition, reflexive-transitive
closure and transitive closure of the relation denoted by T , respectively. Union of relations is noted as
+, intersection as &, difference as −, and sequential composition as “.”. For instance, the expression
head.*next relates each input list to the nodes in the list or the value null if the list is acyclic.
From terms we build atomic formulas “T1 in T2” or “T1 = T2” stating that relation T1 is contained
in relation T2, and that T1 and T2 are the same relation, respectively. From atomic formulas we
build complex formulas using the connectives ! (negation), && (conjunction), || (disjunction) and =>
(implication). Existentially quantified formulas have the form “some x : S | α”, where x ranges over
the elements in signature S, and α is a formula. Similarly, universally quantified formulas have the
form “all x : S | α”. For a term T , formula “no T” states that the relation denoted by T is empty.

The following Alloy predicate

pred acyclic non null[l : List] {
all n : LNode |

n in l.head.*next

implies n !in n.∧next and n.key!=null

}

describes acyclic lists that do not store null values. Running the predicate in the Alloy Analyzer using
the command

run acyclic for exactly 1 List,

exactly 4 LNode,

exactly 1 Integer

yields (among others) the instances shown in Fig. 2.4. Notice that the list instance in the right-hand
side is a permutation (on signature LNode) of the other one. This shows that while the symmetry
breaking predicates included in Alloy remove many symmetries, some still remain. Actually, any
permutation of LNode that stores data in the same order as any of these lists, is also a model.
The ability to reduce the state space is central to scalability. Pruning the state space by removing
permutations on signature LNode contributes to improving the analysis time by orders of magnitude.

Revisiting the singly linked lists example previously shown in Sec. 2.2, it is easy to see that a
predicate forcing nodes to be traversed in the order LNode0 → LNode1 → LNode2 → . . . removes all
symmetries.

The idea of canonicalizing the heap in order to reduce symmetries is not new. In the context of
explicit state model checking, the articles [47, 48] present different ways of canonicalizing the heap
([47] uses a depth-first search traversal, while [48] uses a breadth-first search traversal of the heap).
The canonicalizations require modifying the state exploration algorithms, and involve computing hash
functions in order to determine the new location for heap objects in the canonicalized heap. Notice
that:

• The canonicalizations are given algorithmically (which is not feasible in a SAT-solving context).

• Computing a hash function requires operating on integer values, which is appropriate in an
algorithmic computation of the hash values, but is not amenable to a SAT-solver.

In the context of SAT-based analysis, [49] proposes to canonicalize the heap, but the canonical-
izations have to be provided by the user as ad-hoc predicates depending on the invariants satisfied by
the heap. JForge [50] reduces some symmetries by allocating fresh heap memory objects following a
predefined total ordering of the atoms in the domain.
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formula ::= . . . | {formula} program {formula} “partial correctness”

program ::= 〈formula, formula〉(x) “atomic action”
| formula? “test”
| program + program “non-deterministic choice”
| program; program “sequential composition”
| program∗ “iteration”
| 〈program〉(x) “invoke program”

Fig. 2.2: DynAlloy grammar

Mf T1 T2 . . . Tt null

S1 pS1,T1 pS1,T2 . . . pS1,Tt pS1,null

S2 pS2,T1 pS2,T2 . . . pS2,Tt pS2,null

...
...

...
...

...
...

Ss pSs,T1 pSs,T2 . . . pSs,Tt pSs,null

Fig. 2.3: Matrix representation of an Alloy field.

List0

LNode0

LNode1

LNode3

LNode2

null
Integer

head

next

next

next

next

List0

LNode1

LNode0

LNode2

LNode3

null
Integer

head

next

next

next

next

Fig. 2.4: Two isomorphic list instances found by Alloy Analyzer
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for each type T do
k ← scope(T )
“one sig T1,. . . ,Tk extends T {}”

end for

for each recursive r : T 7→ (one T + null) do
Add new field fr : T 7→ lone(T + null)
Add new field br : T 7→ lone(T )
Replace each “r” usage with expression “fr + br”
Remove field r
Add new axiom:
“fact {

no ( fr.univ & br.univ ) and
T = fr.univ + br.univ
}”

end for

Fig. 2.5: The instrument Alloy() procedure

2.3.2 An Algorithm for Generating Symmetry Breaking Predicates

In this section we present a novel family of predicates that canonicalize arbitrary heaps.
Our model of Java memory heaps consists of graphs 〈N,E,L,R〉 where N (the set of heap nodes),

is a set comprising elements from signature Object and appropriate value signatures (int, String, etc.).
E is the set of arcs, and contains pairs 〈n1, n2〉 ∈ N×N . L is the arc labeling function. It assigns Java
field names to arcs. An edge between nodes n1 and n2 labelled fi means that n1.fi = n2. The typing
of fields must be respected. R is the root nodes labelling function, mapping the receiver variable this,
method arguments and static class fields to nodes. For example, a node n labelled this means that in
the heap representation, the receiver object is node n.

The algorithm depends on defining an enumeration function for types, fields and heap root ele-
ments. For the remainder of this section we will refer to {Ti}i∈types, {fi}i∈fields and {gi}i∈roots as the
ordered sets for types, fields and root nodes, respectively.

Instrumenting the Alloy Model

In order to include the predicates we will instrument the Alloy model obtained by the translation from
the annotated source code.

Besides the sets of ordered types, fields and root nodes, it is required to provide the finite scope
of analysis for each type in order to instantiate the axioms and their auxiliary functions.

Let us consider scope(T ), the function that returns for each type T the scope of analysis being
used. The procedure instrument Alloy() (shown in Fig. 2.5) starts by introducing a singleton atom
denoting each element of type T within the scope of analysis.

Once the singletons have been introduced, the procedure continues by splitting every recursive
field. A field is considered recursive if domain and codomain (minus the null value) match. For
instance, field next: LNode 7→ LNode+null is considered a recursive field.

Each recursive field r from signature T is split into two partial functions (thus the lone modifier
in Fig. 2.5): fr (the forward part of the field), mapping nodes to strictly greater nodes or null, and br
(the backward part of the field), mapping nodes to lesser nodes. Non-recursive fields are not modified.
As Java fields must be total functions, the procedure also adds new facts stating that for each recursive
field r, the domains of fr and br form a partition of r’s domain, making fr + br a well–defined total
function.

The new fields obtained (that substitute the original ones) are meant to split the set of the original
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edges between “forward” arcs and “backward” arcs. Forward arcs may only map nodes to greater
nodes (in terms of the element index) or null, while backward arcs go to nodes that are smaller or
equal in the ordering (and cannot go to null). Notice that forward arcs cannot lead to a cycle.

Because of the presented instrumentation, the set of original Alloy fields is partitioned into forward
fields, backward fields, and non-recursive fields.

The instrumentation also modifies the facts, functions, predicates and assertions of the original
model by replacing each occurrence of a recursive field ri with the expression fr i + br i.

In the presence of subtypes, a transformation takes place before procedure instrument Alloy()
is executed. Subtypes are modeled using the atomization technique from [51]. Basically, an Alloy
signature T does not represent the set of all objects whose Java static type is T, but only those
objects of type T that do not belong to any subtype of T. The transformation decomposes each Alloy
field into partial fields. Each new partial field maps atoms from a single Alloy signature to another
(possibly equal) Alloy signature plus null. As with procedure instrument Alloy(), this instrumentation
also replaces each occurrence of a split field with the union of the associated partial fields. It also adds
facts that enforce the union of the partial fields obtained from a split field to be a total function.

The Auxiliary Functions

The procedures shown in this subsection allow us to introduce the necessary auxiliary functions prior
to introducing the symmetry breaking axioms.

Procedure local ordering() (shown in Fig. 2.7) generates auxiliary functions for:

• establishing a linear order between elements of type T (function next T ).

• returning the least object (according to the ordering next T ) in an input subset (functionmin T ).

• returning the nodes in signature T smaller than the input parameter (function prevs T ).

Notice that all these functions are constrained to operations among the elements of type T . We
will consider them as “local” ordering auxiliary functions.

On the other hand, procedure global ordering() (shown in Fig. 2.8) is intended to provide functions
which operate on all heap elements. This procedure defines Alloy functions for:

• establishing a linear order between elements of all types (function globalNext)

• returning the least object (according to the ordering globalNext) in an input subset (function
globalMin).

Notice that function globalNext induces an ordering between types. In order to effectively remove
all symmetries a sufficient condition on the ordering between types is the following:

the ordering is such that whenever a heap may contain an object o of class T1 pointing
to an object o′ of type T2 (the latter being part of an heterogeneous cycle), type T1 is less
that type T2.

In the previous paragraph, by heterogeneous we mean that the cycle must involve objects from at
least two different classes. Such orderings are most times easy to find, and algorithm type ordering

(see Fig. 2.6) produces appropriate orderings for all the classes in the benchmark we will use in Sec. 2.5.
We will consider a node n′ to be a parent of n if there exists a non-recursive field or a forward

field f such that n′.f = n. A node may have no parents (in case it is a root node), or have several
parent nodes. In the latter case, among the parents we will distinguish the minimal one (according
to a global ordering) by calling it the min-parent of n. The procedure define min parent() (shown in
Fig. 2.9) defines a min-parent function for each type T . If n belongs to type T , minPT [n] returns the
min-parent of n (if any).

Notice that in the definition of function minPT we are only considering forward fields and non-
recursive fields with target type T .
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Procedure type ordering
Input: IL = [ this, arg1, arg2, ... , argk ]
//Input list respects the parameter ordering
//of the method under analysis.
Output: list of types OL
//Output list OL shows the type ordering.
OL = emptyList
F = list of fields in class under analysis
while nonEmpty(IL) do
l = head(IL)
t = type(l)
if t !in OL then
OL = OL concat BFS(t, F )

end if
IL = tail(IL)

end while

Procedure BFS
Inputs:
t (type),
F = [field1, field2,..., fieldn]

//F is a list of fields from the class under analysis,
//in the order they were defined in the class.
Output: list of types TL
TL = [t]
i = 0
while i < length(TL) do
for each field f in F do
if type(domain(f)) = TL(i) then
t′ = type(range(f))
if t′ !in TL then
TL = TL concat [t′]

end if
end if

end for
i = i+ 1

end while

Fig. 2.6: An algorithm for type ordering.
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for each type T do
k ← scope(T )
”fun nextT [] : T → lone T {
〈T1, T2〉 + 〈T2, T3〉 +...+ 〈Tk−1, Tk〉

}
fun minT [os: set T ] : lone T {

os - os.∧nextT []
}
fun prevsT [o: T ] : set T {

o.∧(∼ nextT [])
}”

end for

Fig. 2.7: The local ordering() procedure

“fun globalNext[] : Object → lone Object {”
for each type Ti do
if i > 0 then
”+”

end if
“〈Ti1 , Ti2〉 + 〈Ti2 , Ti3〉 +...+ 〈Tik−1

, Tik〉”
if Ti+1 exists then

maxTi
← maximum singleton from Ti

minTi+1 ← minimum singleton from Ti+1

“+ 〈maxTi
,minTi+1〉 ”

end if
end for
“}
fun globalMin[s: set Object] : lone Object {
s - s.∧globalNext[]
}”

Fig. 2.8: The global ordering() procedure

Key to the symmetry breaking predicates we are introducing is the notion of reachable objects. We
consider a heap node to be reachable if it may be accessed during the program execution by traversing
the memory heap.

Procedure define freach() (presented in Fig. 2.10) defines a function FReach denoting all objects
that may be reachable by accessing either non-recursive fields or forward fields. This definition is
a more economic (regarding the translation to a propositional formula) description of the reachable
heap objects since no mention to the backward fields is needed.

The Symmetry Breaking Predicates

The rest of the algorithm outputs axioms that canonicalize the order in which heap nodes are traversed.
Intuitively, we will canonicalize heaps by ordering nodes according to their parents in the heap. We
will explain the rest of the algorithm by considering the possibilities depicted in Fig. 2.11. Given two
nodes of type T , we distinguish the following cases :
(a) Both nodes are root nodes.
(b) One node is a root node and the other is a non-root node.
(c) Both nodes are non-root nodes with the same min-parent.
(d) Both nodes are non-root nodes with different min-parents of the same type T ′.
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for each type T do
Let f1,. . . ,fi be the non-recursive fields targeting T
Let fr1,. . . ,frj be the forward fields targeting T
Let g1,. . . ,gk be the root nodes of type T
“fun minPT [o : T ] : Object {

o !in (g1 + · · ·+ gk)
=> globalMin[(f1 + . . . + fi + fr1 + . . . + frj).o]
else none }”

end for

Fig. 2.9: The define min parent() procedure

Let f1,. . . ,fi be the non-recursive fields
Let fr1,. . . ,frj be the forward fields
Let g1,. . . ,gk be the root nodes
“fun FReach[] : set Object {
(g1+. . .+gk).*(f1+...+fk+fr1+...+frn) - null

}”

Fig. 2.10: The define freach() procedure

N1 : T N2 : T

(a)

N1 : T N3 : T'

N2 : T

(b)

N : T'

N1 : T Ni : T

f1 fi

(c)

N4 : T'

N2 : T

N3 : T'

N1 : T

(d)

N4 : T''

N2 : T

N3 : T'

N1 : T

(e)

...

Fig. 2.11: Comparing nodes using their min-parents.

(e) Both nodes are non-root nodes with min-parents of different types.
Notice that any pair of nodes of type T is included in one (and only one) of these cases.
Procedure order root nodes() (presented in Fig. 2.12) outputs an axiom that sorts two root nodes

of type T . The axiom forces every pair of root nodes to obey the ordering in which formal parameters
and static fields (namely, the root nodes) were declared in the source Java file.

Procedure root is minimum() (presented in Fig. 2.13) creates an axiom that constrains the first
non-null root node of type T to store the minimum element. The conjunction of this axiom and the
one generated by procedure order root nodes() (Fig. 2.12) forces root nodes to always be smaller than
non-root nodes.

Procedure order same min parent() (shown in Fig. 2.14) creates an axiom that sorts nodesN1, . . . , Ni

of the same type such that minP[N1] = . . . = minP[Ni] = N . Notice that since Java fields are func-
tions, there must be i different fields f1, . . . , fi such that N.f1 = N1, N.f2 = N2, etc. We then use the
ordering in which the fields were declared in the source Java file to sort N1, . . . , Ni.

Procedure order same min parent type() (presented in Fig. 2.15) creates an axiom that sorts nodes
with different min-parents belonging to the same type T ′. Let N1 (with min parent N3) and N2 (with
min parent N4) be nodes of the same type. If N3 and N4 are distinct and have the same type, then
the axiom sorts N1 and N2 following the order between N3 and N4.

Finally, the procedure order diff min parent types() shown in Fig. 2.16 sorts nodes N1 and N2 of
type T whose min parents have different types. Notice that the axiom orders the nodes following the
order in which the classes of the parent nodes were defined in the source Java file.

In order to avoid “holes” in the ordering, procedure avoid holes() (presented in Fig. 2.17), adds in
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for each type T do
“fact {”
Let g1, . . . , gk be the root nodes of type T
for i = 1 to k do

for j = i+ 1 to k do
“( gi 6=null ”
for w = i+ 1 to j − 1 do
“ and ( gw=null ”
for v = 0 to i do
“ or gw = gv”

end for
“ ) ”

end for
“ and gj 6=null ”
for h = 1 to i− 1 do

“ and gh 6= gj”
“ and gh 6= gi”

end for
“) implies 〈gi, gj〉 ∈ nextT []”

end for
end for
“}”

end for

Fig. 2.12: The order root nodes() procedure

for each type T do
“fact {”
Let g1, . . . , gk be the root nodes of type T
for i = 1 to k do

“( (”
for j = 1 to i− 1 do

“gj=null and ”
end for
minT ← minimum singleton from T
“gi 6=null ) implies gi = minT )”
if i < k then

“ and ”
end if

end for
“}”

end for

Fig. 2.13: The root is minimum() procedure
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for each T, T ′ types do
Let f1, . . . , fk be the non-recursive and forward fields of type T ′ → T
if k > 1 then

“fact {
all disj o1,o2: T |
let p1=minPT [o1] |
let p2=minPT [o2] |

( o1+o2 in FReach[] and
some p1 and some p2 and
p1=p2 and p1 in T ′ ) implies (”

for i = 1 to k − 1 do
for j = i+ 1 to k do
if i > 1 then

“and”
end if
“( ( p1.fi=o1 ”
for l = i+ 1 to j − 1 do
“and minPT [p1.fl] 6= p1”

end for
“and p1.fj=o2 ) implies o2 = o1.nextT[] )”

end for
end for
“)}”

end if
end for

Fig. 2.14: The order same min parent() procedure

for each T, T ′ types do
if exists a field f :T ′ 7→ T then
“fact {

all disj o1,o2: T |
let p1=minPT [o1] |
let p2=minPT [o2] |
( o1+o2 in FReach[] and
some p1 and some p2 and
p1!=p2 and p1+p2 in T ′ and p1 in prevsT ′[p2] )

implies o1 in prevsT [o2]
}”

end if
end for

Fig. 2.15: The order same min parent type() procedure
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for each T type do
Let {T ′

i} be the ordered subset of types
s.t. exist fields f : T ′

j 7→ T , g : T ′
k 7→ T , j < k.

“fact {
all disj o1,o2: T |
let p1=minPT [o1] |
let p2=minPT [o2] |
( o1+o2 in FReach[] and
some p1 and some p2 and
p1 in T ′

j and p2 in T ′
k )

implies o1 in prevsT [o2] )
}”

end for

Fig. 2.16: The order diff min parent types() procedure

for each T type do
“fact {
all o: T |

o in FReach[] implies
prevsT [o] in FReach[]

}”
end for

Fig. 2.17: The avoid holes() procedure

class RBTNode extends Object {

RBTNode left;

RBTNode right;

Integer value;

boolean is_black;

}

class RBTree extends Object {

RBTNode root;

}

Fig. 2.18: A red-black trees class hierarchy

each signature T a fact stating that whenever a node of type T is reachable in the heap all the smaller
ones in the ordering are also reachable.

Symmetry Breaking Predicates: An Example

In order to make the introduction of the symmetry breaking predicates more accessible to the reader,
we now present an example. Let us consider the class for red-black trees presented in Fig. 2.18.

The scopes for analysis will be:

• 1 RBTree atom,

• 5 RBTNode atoms, and

• 5 Integer atoms.
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Following procedure instrument Alloy() (Fig. 2.5), fields left and right are replaced with fields
fleft (the forward part of field left), bleft (the backward part of left), fright (the forward part
of right) and bright (the backward part of right), respectively. Only these two fields are split
because these are the only fields that match the definition of recursive field.

The procedure introduces the following axiom to force fleft+bleft to be a well–defined total
function:

fact {

no (fleft.univ & bleft.univ) and

RBTNode = fleft.univ + bleft.univ

}

A similar Alloy fact is appended in order to make fright+bright a total function.
Our model of Java heaps consists of graphs 〈N,E,L,R〉. In the present example nodes are the

objects from signatures RBTree, RBTNode and Integer, or the value null. Labels correspond to field
names, and R is the receiver variable this, of type RBTree.

Algorithm type ordering (see Fig. 2.6) produces the following order:

1. RBTree

2. RBTNode

3. Integer

Also, assume that field declarations appear in the following order:

1. root : RBTree 7→ one (RBTNode+null)

2. fleft : RBTNode 7→ lone (RBTNode+null)

3. bleft : RBTNode 7→ lone (RBTNode+null)

4. fright: RBTNode 7→ lone (RBTNode+null)

5. bright: RBTNode 7→ lone (RBTNode+null)

6. value : RBTNode 7→ one (Integer+null)

7. is black : RBTNode 7→ one boolean

Executing procedure local ordering() introduces new auxiliary functions. For the example (only
for signature RBTNode), the procedure outputs:

fun next RBTNode[] : RBTNode -> lone RBTNode {
RBTNode0->RBTNode1

+ RBTNode1->RBTNode2

+ RBTNode2->RBTNode3

+ RBTNode3->RBTNode4 }

fun min RBTNode [os: set RBTNode] : lone RBTNode {
os - os.∧next RBTNode[] }

fun prevs RBTNode[o : RBTNode] : set RBTNode {
o.∧(∼next RBTNode[]) }

Similarly, the procedure outputs function definitions for types RBTree and Integer.
Procedure global ordering() (Fig. 2.8) outputs the declaration of function globalNext. This func-

tion provides an ordering on all objects in the heap. As the reader may notice, each next T is subsumed
in globalNext.
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fun globalNext[]: Object -> Object {

RBTree0->RBTNode0

+ RBTNode0->RBTNode1 + ... + RBTNode3->RBTNode4

+ RBTNode4->Integer0

+ Integer0->Integer1 + ... + Integer3->Integer4

}

The following min-parent functions are defined by procedure define min parent() (Fig. 2.9). Notice
that since there are no fields having objects of type RBTree in their range, no minP RBTree function
is defined.

fun minP_RBTNode[o: RBTNode]: Object {

globalMin[(fleft+fright+root).o]

}

fun minP_Integer[o: Integer]: Object {

globalMin[(value).o]

}

Procedure define freach() (Fig. 2.10) yields the definition of a function that characterizes the
reachable heap objects:

fun FReach[]: set Object {

this.*(root + value + fleft + fright)

}

Notice that field is black is excluded because boolean values are not heap objects and the FReach
function returns a set of heap objects. So far no axioms were introduced other than those constraining
the additions of forward and backward fields to be total functions.

Procedure order root nodes() (Fig. 2.12) does not output any axioms because there is only one
root node, namely, this, of type RBTree. Procedure root is minimum() (Fig. 2.13) outputs:

fact { this != null implies this = RBTree_0 }

Regarding procedure order same min parent() (Fig. 2.14), since there is only one field from type
RBTree to type RBTNode, there are no two objects with type RBTNode with the same min-parent in
signature RBTree. The same reasoning applies to RBTNode and Integer. Notice instead that there
are two forward fields from type RBTNode to type RBTNode (namely, fleft and fright). The axiom
produced by order same min parent() (described below) orders objects of type RBTNode with the same
min-parent of type RBTNode:

fact {

all disj o1, o2 : RBTNode |

let p1 = minP_RBTNode[o1] |

let p2 = minP_RBTNode[o2] |

( o1+o2 in FReach[] and

some p1 and some p2 and

p1 = p2 and p1 in RBTNode

) implies

( ( o1 = p1.fleft and o2 = p1.fright) implies

o2 = o1.next_RBTNode[]

)

}

Procedure order same min parent type() (Fig. 2.14) yields three axioms. The first one, included
below, orders objects of type RBTNode with different min-parents of type RBTNode. The other two
axioms are similar and sort objects of type Integer with different RBTNode min-parents, and objects
of type RBTNode with different RBTree min-parents. Notice that since scope(RBTree) = 1, the last
axiom is identically true and can be automatically removed.
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fact {

all disj o1, o2 : RBTNode |

let p1 = minP_RBTNode[o1] |

let p2 = minP_RBTNode[o2] |

(o1+o2 in FReach[] and

some p1 and some p2 and

p1!=p2 and p1+p2 in RBTNode and

p1 in prevs_RBTNode[p2])

implies o1 in prevs_RBTNode[o2]

}

Only one type (RBTNode) satisfies the conditions required by procedure order diff min parent types()
(Fig. 2.16). In effect, RBTNode is the only type for which there are fields pointing to it coming from two
different types (for instance, fields fleft and root have the right typing). The procedure generates
the following axiom, which orders objects of type RBTNode whose min-parents are one of type RBTree,
and the other of type RBTNode:

fact {

all disj o1, o2 : RBTNode |

let p1 = minP_RBTNode[o1] |

let p2 = minP_RBTNode[o2] |

(o1+o2 in FReach[] and

some p1 and some p2 and

p1 in RBTNode and p2 in RBTree)

implies o1 in prevs_RBTNode[o2]

}

Procedure avoid holes() (Fig. 2.17) outputs the following axiom for signature RBTNode:

fact { all o : RBTNode |

o in FReach[] implies prevs_RBTNode[o] in FReach[]

}

This procedure also generates similar axioms for signatures RBTree and Integer. Notice that since
scope(RBTree) = 1, the resulting fact is identically true and is automatically removed.

2.3.3 A Correctness Proof

Theorem 1 below shows that the instrumentation does not miss any bugs during code analysis. If a
counterexample for a partial correctness assertion exists, then there is another counterexample that
also satisfies the instrumentation. The proof proceeds by renaming nodes following the conditions
from Fig. 2.11, in a way that induces an isomorphism.

Theorem 1. Given a heap H for a model, there exists a heap H ′ isomorphic to H and whose ordering
between nodes respects the instrumentation. Moreover, if an edge 〈n1, n2〉 is labeled r (with r a recursive
field), then: if n1 is smaller (according to the ordering) than n2 (or n2 is null), then 〈n1, n2〉 is labeled
in H ′ fr . Otherwise, it is labeled br.

Proof: For each signature T , let nroot ,T be the number of root objects from T . For each pair of
signatures T, T ′, let nT,T ′ be the number of objects from T whose min-parent has type T ′ (notice that
although min-parent is not fully defined, we can determine its type due to the linear ordering imposed
on signature names). Assign the first nroot ,T elements from T to root elements. Notice that this
satisfies the condition depicted in Fig. 2.11(a). Use the linear ordering between types and assign, for
each signature T ′, nT,T ′ objects from T for nodes with min-parent in T ′. When doing so, assign smaller
objects (w.r.t. the linear ordering nextT) to smaller (w.r.t. the linear ordering on signature names) T ′

signature names. Notice that this satisfies the conditions depicted in Fig. 2.11(b) and 2.11(e). It only
remains to determine the order between nodes in the same type and whose min-parents have the same
type. Follow the directions given in Figs. 2.11(c) and 2.11(d). This defines a bijection b between nodes
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in H and nodes in H ′. We still have to label heap arcs. Let n1, n2 be nodes in H connected via an
edge labeled r. Notice that b(n1) and b(n2) have the same type as n1 and n2, respectively. Therefore,
if r is not recursive, use r as the label for the edge between b(n1) and b(n2). If r is recursive, then n1

and n2 have the same type or n2 = null, and the same is true for b(n1) and b(n2). Thus, since there
is a total order on each type, if b(n1) < b(n2) or n2 = null set the label of the edge between b(n1)
and b(n2) to fr . Otherwise, set it to br .

Definition 1. Given a heap H = 〈N,E,L,R〉 for an instrumented model, its Java-source BFS listing
(JBFS listing for short) is a breadth-first search listing of N that satisfies:

• Root nodes are listed first, following the order they were declared in the Java source file.

• Given an already listed node n, its children are listed according to the order in which the fields
pointing to them were declared in the Java source file.

Notice that Def. 1 defines the BFS listing uniquely, and therefore, two heaps H, H ′ are different
iff their JBFS listings are different.

Definition 2. Given a heap H = 〈N,E,L,R〉 for an instrumented model, its min-parent sub-heap
(denoted by SH) is the restriction of H obtained by only keeping those arcs satisfying n1 → n2 iff
n1 = minP [n2].

Lemma 1. Let H be a heap for an instrumented model. Then, SH is a forest.

Proof: Notice that all nodes have at most one incoming arc. Only the root nodes do not
have incoming arcs. Let us show that SH is a forest (set of trees) by showing that there are no
cycles. First, homogeneous cycles (those whose nodes all have the same type) cannot exist because
forward recursive fields relate nodes with greater nodes. Second, heterogeneous cycles (those involving
nodes from at least two different types) cannot exist because (see the paragraph after the definition
of function globalMin) heterogeneous cycles in H must have an input arc a → b in which a’s type is
smaller than b’s type. Therefore, minP [b] = a, which is outside the cycle.

Lemma 2. Let H and H ′ be isomorphic heaps for an instrumented model. Then, SH and SH ′ are
also isomorphic.

Proof: Let i : H → H ′ be an isomorphism. Let us prove that i is an isomorphism from SH
to SH ′. Let n1, . . . , ni, . . . and m1, . . . ,mi, . . . be the JBFS listings of SH and SH ′, respectively. If
SH and SH ′ are not isomorphic, there must exist a minimum index j such that i(nj) 6= mj . But, by
definition of JBFS listing, one of the following conflictive situations must occur:

1. nj is a root node, (and then i(nj) = mj), or

2. since by Lemma 1 SH and SH ′ are forests, there is a unique node nk (with k < j) and a field
f such that nk.f = nj . But then, by j’s minimality, it must be i(nk) = mk. Since i is an
isomorphism, it must be i(nj) = i(nk.f) = mk.f = mj .

Lemma 3. Let H and H ′ be isomorphic heaps for an instrumented model. Let n1, . . . , ni, . . . , nj , . . .
and m1, . . . ,mi, . . . ,mj , . . . be the JBFS listings of SH and SH ′, respectively. Then,

ni < nj iff mi < mj .

Proof: Let us assume the property is false and let us arrive at a contradiction. Since the
property is false, there must exist a minimum i0 such that ni0 < nj and mi0 > mj . Similarly, let j0
be such that it is minimum among the values of j. Thus, ni0 < nj0 and mi0 > mj0 . We will consider
the following cases:
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1. ni0 and nj0 are root nodes: The contradiction is immediate because root nodes are explicitly
ordered by axiom order root nodes (Fig. 2.12).

2. ni0 is a root node and nj0 is not: Due to the isomorphism between SH and SH ′ (Lemma 2),
mi0 must be a root node and mj0 must not be a root node. Axiom root is minimum (Fig. 2.13)
explicitly establishes that mi0 < mj0 .

3. ni0 and nj0 have the same min-parent nk, and the field pointing to ni0 is declared before the
field pointing to nj0 : Due to the isomorphism between SH and SH ′ (Lemma 2), it must be
i(ni0) = mi0 and i(nj0) = mj0 . Similarly, it must be i(nk) = mk. Axiom order same min parent
(Fig. 2.14) explicitly establishes that mi0 < mj0 .

4. ni0 and nj0 have min-parents of different types, and minP [ni0 ]’s type is less than minP [nj0 ]’s
type: Due to the isomorphism between SH and SH ′ (Lemma 2), it must be minP [mi0 ]’s type
less than minP [mj0 ]’s type. Thus, by axiom order diff min parent types (Fig. 2.16), mi0 < mj0 .

5. ni0 and nj0 have different min-parents of the same type: By axiom order same min parent type
(see Fig. 2.15), it must be minP [ni0 ] < minP [nj0 ] and minP [mi0 ] > minP [mj0 ]. Since the
index of minP [ni0 ] is less than i0, the minimality of i0 is violated.

Theorem 2 below shows that the instrumentation indeed yields a canonicalization of the heap. The
intuition behind the proof is that the heap is characterized by its min-parent sub-heap. Therefore,
canonicity follows from proving that isomorphic heaps have the same JBFS listings of their min-parent
sub-heaps.

Theorem 2. Let H,H ′ be heaps for an instrumented model. If H is isomorphic to H ′, then H = H ′.

Proof: Since H and H ′ are isomorphic it suffices to show that the JBFS listings of SH and SH ′

are the same. If this is not the case, there must be a minimum position i0 where the listings differ.
Let n1, n2, . . . , ni0 , . . . , ni, . . . be the listing of SH, and m1,m2, . . . ,mi0 , . . . ,mi, . . . be the listing of
SH ′. Since i0 is minimal, it must be n1 = m1, n2 = m2, . . ., ni0−1 = mi0−1. Moreover, let us assume
without loss of generality that ni0 > mi0 . Let j > i0 such that

ni0 > nj and mi0 < mj .

Such j exists because by axiom avoid holes (Fig. 2.17) there are no holes in the listings. This contradicts
Lemma 3.

Notice that class fields may induce cycles in the heap, and even induce indirect cycles (think for
instance of fields f1 : T1 → T2, f2 : T2 → T1). In Fig. 2.19 we present two cyclic heaps. In the following
paragraphs we will explain how symmetries are broken in these examples.

First, let us analyze the heap depicted in Fig. 2.19.a). This configuration corresponds to a circular
doubly-linked list from the Apache package commons.collections (one of the benchmark classes
we will use in Sec. 2.5). Node Li is the receiver object this, whose type is AbstractLinkedList.
NodesNj , Nk, Nm andNn have type LinkedNode. Algorithm type-ordering sets CyclicList < LinkedNode.
Since there is exactly one node with type CyclicList, by axiom avoid holes it has to be node
L0. Notice that for all nodes of type LinkedNode but Nj , their min parent has type LinkedNode.
Since Nj

′s min parent has type CyclicList, by axiom order diff min parent types must be j < k,
j < m and j < n. Then, minP[Nk] = minP[Nn] = Nj . Assuming that field next was declared
before field previous, by axiom order same min parent must be k < n. Let us compare now in-
dices n and m. minP[Nn] = Nj and (since k < n) minP[Nm] = Nk. Since j < k, by axiom
order same min parent type, must be n < m. We then have j < k < n < m. By axiom avoid holes
must be j = 0, k = 1, n = 2 and m = 3.
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a) A circular doubly-linked list with the TACO instrumentation.
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Fig. 2.19: Breaking symmetries in two cyclic heaps.
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Let us analyze the heap depicted in Fig. 2.19.b). Node Ni is the receiver object this. Ni, Nk and
Nn have type T1. Nodes Mj , Mm and Mp have type T2. Algorithm type-ordering sets T1 < T2.
Since this is always a root, by axiom root is minimum is i < k and i < n. Since minP[Mj ] = Ni,
minP[Mm] = Nk and minP[Mp] = Nn, by axiom order same min parent type is j < m and j < p.
Let us compare now nodes Nk and Nn. minP[Nk] = Mj and minP[Nn] = Mm. Since j < m, by
axiom order same min parent type, must be k < n. Thus, i < k < n, and by axiom avoid holes is
i = 0, k = 1 and n = 2. A similar reasoning allows us to conclude that j = 0, m = 1 and p = 2.

2.4 Computing Tight Bounds

A distinguishing feature of Alloy’s backend, Kodkod, is that it enables the prescription of partial
instances in models. Indeed, each Alloy 4 field f is translated to a matrix of propositional variables
as described in Fig. 2.3, together with two bounds (relation instances) Lf (the lower bound) and Uf

(the upper bound). As we will see, these bounds provide useful information. Consider for instance
relation next from the singly-linked list model presented in Sec. 2.2. If a tuple 〈Ni, Nj〉 /∈ Unext, then
no instance of field next can contain 〈Ni, Nj〉, allowing us to replace pNi,Nj

in Mnext (the matrix of
propositional variables associated with relation next) by the truth value false. Similarly, if 〈Ni, Nj〉 ∈
Lnext, pair 〈Ni, Nj〉 must be part of any instance of field next (allowing us to replace variable pNi,Nj

with the truth value true). Thus, the presence of bounds allows us to determine the value of some
entries in the Kodkod representation of a given Java field.

Assume that the class invariant for representing a singly linked list requires lists to be acyclic.
Assume also that nodes have identifiers N0, N1, N2, . . .. Thus, a list instance will have the shape

ddL
head next

N0

next
d

N1 N2

0 1 2

Notice that since lists are assumed to be acyclic, it is easy to see that some tuples are deemed
to never be contained in any next relation instance. Since no node may refer to itself, there is no
instance such that any of tuples 〈N0, N0〉, 〈N1, N1〉 and 〈N2, N2〉 are contained in relation next. If we
could determine this before translating to a propositional formula, then these tuples could be safely
removed from the Unext upper bound. By doing so, propositional variables representing membership
of these tuples (namely, pN0,N0 , pN1,N1 and pN2,N2) could be replaced with value false, leading to a
formula with fewer variables. Since, in the worst case, the SAT-solving process grows exponentially
with respect to the number of propositional variables, getting rid of variables often improves (as we
will show in Sec. 2.5) the analysis time significantly. In our example, determining that a pair of atoms
〈Ni, Nj〉 can be removed from the bound Unext allows us to remove a propositional variable in the
translation process. When a tuple is removed from an upper bound, the resulting bound is said to be
tighter than before. In this section we concentrate on how to determine if a given pair can be removed
from an upper bound relation, therefore improving the analysis performance.

Up to this point in this chapter we have made reference to three different kinds of bounds, namely:

• The bounds on the size of data domains used by the Alloy Analyzer. Generally, these are referred
to as scopes and should not be confused with the intended use of the word bounds in this section.

• In DynAlloy, besides imposing scopes on data domains as in Alloy, we bound the number of loop
unrolls. Again, this bound is not to be confused with the notion of bound that we will use in
this section.

• In this section we made reference to the lower and upper bounds (Lf and Uf) attached to an
Alloy field f during its translation to a Kodkod model. For the rest of this section, we use the
term bound to refer to the upper bound Uf.
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Complex linked data structures usually have complex invariants that impose constraints on the
topology of data and on the values that can be stored. For instance the class invariant for the red-black
tree structure we introduced in Sec. 2.3 states that:

1. For each node n in the tree, the keys stored in nodes in the left subtree of n are always smaller
than the key stored in n. Similarly, keys stored in nodes in the right subtree are always greater
than the key stored in n.

2. Nodes are colored red or black, and the tree root is always black.

3. In any path starting from the root node there are no two consecutive red nodes.

4. Every path from the root to a leaf node has the same number of black nodes.

In the Alloy model result of the translation, Java fields are mapped to total functional relations.
For instance, field left is mapped to a total functional relation. Suppose that we are interested in
enumerating instances of red black trees that satisfy a particular predicate. This predicate could be
the above representation invariant, or a method precondition involving red black trees. Let us assume
it is the above invariant. Furthermore, let us assume that:

1. nodes come from a linearly ordered set, and

2. trees have their node identifiers chosen in a canonical way (for instance, a breadth-first order
traversal of the tree yields an ordered listing of the node identifiers).

In particular, these assumptions may be fulfilled by using the symmetry breaking predicates in-
troduced in Sec. 2.3. Following the breadth-first order heap canonization, given a tree composed of
nodes N0, N1, . . . , Nk, node N0 is the tree root, N0.left = N1, N0.right = N2, etc. Observe that the
breadth-first ordering allows us to impose more constraints on the structure. For instance, it is no
longer possible that N0.left = N2. Moreover, if there is a node to the left of node N0, it has to be
node N1 (otherwise the breadth-first listing of nodes would be broken). At the Alloy level, this means
that 〈N0, N2〉 ∈ left is infeasible, and the same is true for N3, . . . , Nk instead of N2. Recalling the
discussion at the beginning of this section, this means that we can get rid of several propositional
variables in the translation of the Alloy encoding of the invariant to a propositional SAT problem.
Actually, as we will show in Sec. 2.5, for a scope of 10 red-black tree nodes, this analysis allows us to
reduce the number of propositional variables from 650 to 200.

The usefulness of the previous reasonings strongly depends on the following two requirements:

1. being able to guarantee, fully automatically, that nodes are placed in the heap in a canonical
way, and

2. being able to automatically determine, for each class field f, what are the infeasible pairs of
values that can be removed from the bound Uf.

To cope with requirement 1 we will rely on the symmetry breaking predicates we introduced in
Sec. 2.3. With respect to requirement 2, in Sec. 2.4.1 we will present a fully automatic and effective
technique for checking feasibility.

2.4.1 Symmetry Breaking and Tight Bounds

In the previous section we discussed the representation of red-black trees. While in the original Alloy
model functions left and right are each encoded using n× (n+ 1) propositional variables, due to the
canonical ordering of nodes and to the class invariant we can remove arcs from relations. In order to
determine whether edges Ni → Nj can be part of field F or can be removed from UF, TACO proceeds
as follows:



2. Background: TACO 31

1. Synthesizes the instrumented model following the procedure shown in Sec. 2.3.

2. Adds to the model the class invariant as an axiom.

3. For each pair of object identifiers Ni, Nj , it performs the following analysis:

pred NiToNjInF[] {

Ni+Nj in FReach[] and Ni->Nj in F

}

run NiToNjInF for scopes

In the example, for field fleft we must check, for instance,

pred TNode0ToTNode1Infleft[] {

TNode0 + TNode1 in FReach[] and

TNode0->TNode1 in fleft

}

run TNode0ToTNode1Infleft for exactly 1 Tree,

exactly 5 TNode,

exactly 5 Data

If a “run” produces no instance, then there is no memory heap in which Ni->Nj in F satisfying
the class invariant. Therefore, the edge is infeasible within the provided scope. It is then removed
from UF, the upper bound relation associated with field F in the Kodkod model. This produces tighter
Kodkod bounds which, when the Kodkod model is translated to a propositional formula, yield a SAT
problem involving fewer variables.

All these analyses are independent. A naive algorithm to determine feasibility consists of perform-
ing all the checks in parallel. Unfortunately, the time required for each one of these analyses is highly
irregular. Some of the checks take milliseconds, and others may exhaust available resources while
searching for the complex instances that have to be produced.

The algorithm for bound refinement we used in [19] (whose pseudocode is given in Fig. 2.20), is an
iterative procedure that receives a collection of Alloy models to be analyzed, one for each edge whose
feasibility must be checked. It also receives as input a threshold time T to be used as a time bound for
the analyses. All the models are analyzed in parallel using the available resources. Those individual
checks that exceed the time bound T are stopped and left for the next iteration. Each analysis that
finishes as unsatisfiable tells us that an edge may be removed from the current bound. Satisfiable
checks tell us that the edge cannot be removed. After all the models have been analyzed, we are
left with a partition of the current set of edge models into three sets: unsatisfiable checks, satisfiable
checks, and stopped checks for which we do not have a conclusive answer. We then refine the bounds
(using the information from the unsatisfiable models) for the models whose checks were stopped. The
formerly stopped models are sent again for analysis, giving rise to the next iteration. This process,
after a number of iterations, converges to a (possibly empty) set of models that cannot be checked
(even using the refined bounds) within the threshold T . Then, the bounds refinement process finishes.
Notice that in TACO’s algorithm the most complex analyses (those reaching the timeout) get to use
tighter bounds in each iteration.

The following theorem shows that the bound refinement process is safe, i.e., it does not miss faults.

Theorem 3. Let H be a memory heap exposing a fault. Then there exists a memory heap H ′ exposing
the bug that satisfies the instrumentation and such that for each field g, the set of edges with label g
(or bg or fg in case g is recursive) is contained in the refined Ug.

Proof sketch: Let H ′ be the heap from Theorem 1. It satisfies the instrumentation and, since H ′ is
isomorphic to H, it also exposes the fault. Assume there is in H ′ an edge Ni → Nj labeled g, such
that Ni → Nj /∈ Ug. Since during code analysis TACO includes the class invariant as part of the
precondition, heap H ′ must satisfy the invariant. But since Ni → Nj /∈ Ug, the Alloy analysis
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pred NiToNjInF[] {

Ni in FReach[] and

Ni->Nj in F

}

run NiToNjInF for scopes

must have returned UNSAT. Then, there is no memory heap that satisfies the invariant and contains
the edge Ni → Nj , leading to a contradiction.

global TIMEOUT

function fill queue(upper bounds, spec) : int
int task count = 0

for each edge A
f
-> B in upper bounds do

M := create Alloy model(A
f
-> B, upper bounds, spec)

task count++

ENQUEUE(< A
f
-> B,M >,workQ)

end for
return task count

function ITERATIVE MASTER(scope, spec) : upper bounds
workQ := CREATE QUEUE()
upper bounds := initial upper bounds(spec, scope)
repeat

task count := fill queue(upper bounds, spec)
result count := 0
timeout count := 0
unsat count := 0
while result count != tasks count do

< A
f
-> B, analysis result > := RECV ()

result count++
if analysis result == UNSAT then

upper bounds := upper bounds −A
f
-> B

else if analysis result == TIMEOUT then
timeout count++

end if
end while
if unsat count == 0 then

return upper bounds
end if

until timeout count == 0
return upper bounds

function ITERATIVE SLAVE()
while size(workQ) > 0 do

< A
f
-> B,M > := DEQUEUE(workQ)

analysis result := run stoppable Alloy(M,TIMEOUT )

SEND(master , < A
f
-> B, analysis result >)

end while

Fig. 2.20: TACO’s algorithm for generational bound refinement.

For most of the case studies we report in Sec. 2.5 it was possible to check all edges using this
algorithm. Since bounds only depend on the class invariant, the signatures scopes and the typing
of the method under analysis, the same bound is used (as will be seen in Sec. 2.5) to improve the
analysis of different methods. By extending TACO’s architecture, a bound, once computed, is stored
in a bounds repository as shown in Fig. 2.21.

It is generally the case that the number of processors is significantly smaller than the number
of analyses that can be run in parallel. As we have already mentioned, analysis time for feasibility
checks is highly irregular. Thus, by the time an analysis is allocated to a given processor, verdicts
from previous edges may have been already reported. In the TACO algorithm presented in Fig. 2.20
a generational approach is taken. This means that although an UNSAT verdict is known for a given
edge, this information has no effect before the current iteration is finished.
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Fig. 2.21: TACO architecture extended with a bounds repository.

An alternative approach for computing bounds is to make use of UNSAT information as soon as it
is available. This leads to a third algorithm, shown in Fig. 2.22. For the rest of this chapter, we will
refer to this alternative algorithm as the eager algorithm. The main characteristic of this algorithm is
that upper bounds are updated as soon as an UNSAT certificate is obtained. Therefore, Alloy models
being allocated for analysis make use of the most recent upper bound information. Also, since the
Alloy Analyzer outputs a model whenever a feasibility check returns SAT, the algorithm marks as
satisfiable all variables corresponding to edges that are reachable in that model from the root nodes.
This improves the efficiency of the tool by avoiding the analysis of those edges.

2.5 Experimental Results

In this section we report the results obtained from conducting several experiments. We analyze seven
collection classes with increasingly complex class invariants. Using these classes we will study the
performance of TACO in several ways. We will denote by TACO− the translation implemented in
TACO, but without the symmetry reduction axioms or the tight bounds. In Sec. 2.5.1 we study the
effect that the inclusion of the symmetry breaking predicates has on the analysis time. This is achieved
by comparing TACO− with TACO. In Sec. 2.5.2, we compare the parallel algorithms for computing
bounds presented in Figs. 2.20 and 2.22. Section 2.5.3 reports on the impact of using tighter bounds.
Finally, in Secs. 2.5.4 and 2.5.5, we compare TACO with several tools in two settings. The first one
is a comparison with JForge [7] (a state-of-the-art SAT-based analysis tool developed at MIT). Since
the classes we analyze are correct2, this allows us to compare the tools in a situation where the state
space must be exhausted. The second one is when we study the error-finding capabilities of TACO
against several state-of-the-art tools based on SAT-solving, model checking and SMT-solving.

2 Actually, as we will show in Sec. 2.5.5, there is a fault in one implementation that has not been reported before.
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global TIMEOUT , upper bounds, edgeQ

function DYNAMIC MASTER() :
edgeQ := CREATE QUEUE()
upper bounds := initial upper bounds(spec, scope)

for A
f
-> B in upper bounds do

ENQUEUE(edgeQ , A
f
-> B)

end for

function DYNAMIC SLAVE() :
while size(edgeQ) > 0 do

< A
f
-> B,M > := DEQUEUE(edgeQ)

M := create Alloy Model(A
f
-> B, upper bounds, spec)

< analysis result , I > := run stoppable Alloy(M,TIMEOUT )
if analysis result == UNSAT then

upper bounds := upper bounds −A
f
-> B

else if analysis result == SAT then

for A′
f′
-> B′ in I do

remove(edgeQ , A′
f′
-> B′)

end for
else

ENQUEUE(A
f
-> B, edgeQ)

end if
end while

Fig. 2.22: TACO’s algorithm for dynamic bound refinement.

Experimental Setup

In this section we analyze methods from collection classes with increasingly rich invariants. We will
consider the following classes:

• LList: An implementation of sequences based on singly linked lists.

• AList: The implementation AbstractLinkedList of interface List from the Apache package
commons.collections, based on circular doubly-linked lists.

• CList: A caching circular double linked list implementation of interface List from the Apache
package commons.collections.

• BSTree: A binary search tree implementation from [43]

• TreeSet: The implementation of class TreeSet from package java.util, based on red-black
trees.

• AVL: An implementation of AVL trees obtained from the case study used in [52].

• BHeap: An implementation of binomial heaps used as part of a benchmark in [43].

In all cases we are checking that the invariants are preserved. Also, for classes LList, AList and
CList, we show that methods indeed implement the sequence operations. Similarly, in classes TreeSet,
AVL and BSTree we also show that methods correctly implement the corresponding set operations.
For class BHeap we also show that methods correctly implement the corresponding priority queue
operations. We also analyze a method for extracting the minimum element from a binomial heap,
that contains a previously unknown fault (we discus it extensively in Sec. 2.5.5).

Loops are unrolled up to 10 times, and no contracts for called methods are used (we inline their
code). We set the scope for signature Data equal to the scope for nodes. We have set a timeout (TO)
of 10 hours for each one of the analyses. Entries “OofM” mean “out of memory error”.
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The parallel algorithms for computing bounds were run in a cluster of 16 identical quad-core PCs
(64 cores total), each featuring two Intel Dual Core Xeon processors running at 2.67 GHz, with 2
MB (per core) of L2 cache and 2 GB (per machine) of main memory. Non-parallel analyses, such as
those performed with TACO after the bounds were computed, or when using other tools, were run
on a single node. The cluster OS was Debian’s “etch” flavor of GNU/Linux (kernel 2.6.18-6). The
message-passing middleware was version 1.1.1 of MPICH2, Argonne National Laboratory’s portable,
open-source implementation of the MPI-2 Standard. All times are reported in mm:ss format. Those
experiments for which there exists a non-deterministic component in the behavior of the algorithm
were run ten times and the value reported corresponds to the average of all execution times.

2.5.1 Analysis Using Symmetry Breaking Predicates

As mentioned before, none of the main contributions of this chapter were implemented in TACO−. In
this sense, the analysis time of TACO− can be used as a reference value for measuring the improvement
produced by the inclusion of symmetry breaking predicates as well as by the use of tight bounds.

In Table 2.1 we compare the analysis time of TACO− against a version of TACO that only adds
the symmetry breaking predicates (we will call this intermediate version TACOsym). In other words,
bounds are neither computed nor used by TACOsym. The cell highlighting denotes which tool needed
the smaller amount of computing time. If both tools required the same amount of computing time or
both tools reached the time limit, no cell was highlighted.

Table 2.2 shows the improvement of using the symmetry breaking predicates discussed in Section
2.3. All methods under analysis are correct with respect to their specification. The first column shows
the maximum scope for which TACO−achieves the analysis within the time threshold of 10 hours.
Similarly, the second column shows the same information for TACOsym.

Let s be the maximum scope for which both TACO−and TACOsym completed the analysis within
the time limit. The third and fourth columns show the analysis times for both tools in that particular
scope. Finally, the last column shows the ratio between the time required by TACOsym and TACO−at
scope s. As in Table 2.1, we distinguish the tool that reached the larger scope of analysis as well as
the one that required less analysis time by highlighting the corresponding cells.

Observe that in most cases TACOsym outperforms TACO− both in maximum scope for which the
analysis ends within the time limit and in the amount of time spent in analysis for the maximum scope
for which both tools finish. This can be seen in the fifth column corresponding to the analysis times
ratio. To summarize the information of the table, 96% of cases show an increase of the maximum scope
of analysis, while only for 1 case (4%) this value decreases. This was calculated on the basis of those
cases where at least one of the tools reached the timeout limit. Considering all the experiments in the
benchmark, TACOsym increases the scope of analysis in 6.57 nodes on average. When comparing the
largest common scope for which both tools finish the analysis within the time limit, over 80% of the
experiments show a dramatic decrease in the analysis time. When calculating over these cases, the
time required by TACOsym to accomplish the analysis is, on average, only 1.85% of the time consumed
by TACO−.

2.5.2 Computing Tight Bounds

In Sec. 2.4 we emphasized the fact that our technique allowed us to remove variables in the translation
to a propositional formula. Each of the reported classes includes some field definitions. For each field
f in a given class, during the translation from Alloy to Kodkod an upper bound Uf is readily built.
We will call the union of the upper bounds over all fields, the upper bound. In Table 2.3 we report,
for each class, the following:

1. The number of variables used by TACO− in the upper bound (#UB). That is, the size of the
upper bound without using the techniques described in this chapter.
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#Nodes 5 7 10 12 15 17 20
Class Method T− Ts T− Ts T− Ts T− Ts T− Ts T− Ts T− Ts

LList contains 00:03 00:00 00:05 00:01 00:08 00:05 00:11 00:09 00:13 00:25 00:22 00:46 00:34 00:50
insert 00:05 00:01 00:27 00:01 TO 00:06 TO 00:10 TO 00:29 TO 00:39 TO 01:46
remove 00:04 00:01 00:09 00:01 01:14 00:02 00:33 00:03 04:26 00:07 01:25 00:22 02:57 00:38

AList contains 00:05 00:01 00:11 00:04 00:29 00:32 00:38 00:45 00:42 02:22 01:37 07:46 01:21 243:54
insert 00:06 00:01 00:14 00:03 11:25 00:16 347:39 00:38 TO 03:21 TO 15:08 TO TO
remove 00:04 00:01 00:05 00:01 01:02 00:02 26:22 00:05 TO 01:00 TO 04:49 TO 258:21

CList contains 00:46 00:01 03:51 00:06 00:22 00:25 01:01 01:48 01:30 04:50 06:39 18:18 01:09 TO
insert 02:43 00:06 TO 00:29 TO 02:29 TO 06:52 TO 31:48 TO 112:25 TO TO
remove 00:11 00:01 22:22 00:01 TO 00:04 TO 00:18 TO 03:06 TO 12:17 TO TO

BSTree contains 16:30 00:03 320:39 00:50 TO 136:15 TO TO TO TO TO TO TO TO
insert TO 09:26 TO 128:52 TO TO TO TO TO TO TO TO TO TO
remove 02:07 00:02 TO 00:35 TO 54:42 TO TO TO TO TO TO TO TO

TreeSet find 02:13 00:02 276:49 00:16 TO 05:35 TO 22:00 TO 186:17 TO TO TO TO
insert 21:38 01:05 TO 10:48 TO TO TO TO TO TO TO TO TO TO
remove 33:18 00:56 TO 07:26 TO 216:56 TO TO TO TO TO TO TO TO

AVL find 00:14 00:01 27:06 00:01 TO 00:14 TO 01:27 TO 06:24 TO 74:58 TO TO
findMax 00:02 00:02 00:04 00:17 46:12 03:30 TO 11:25 TO 177:17 TO TO TO TO
insert 01:20 00:11 335:51 01:05 TO 16:51 TO 64:01 TO TO TO TO TO TO
remove 60:53 01:09 TO 05:07 TO 80:04 TO 225:50 TO TO TO TO TO TO

BHeap findMin 00:12 00:01 11:41 00:04 TO 00:20 TO 00:52 TO 05:15 TO 14:32 TO 45:47
decKey 05:36 00:11 TO 01:30 TO 34:36 TO 120:39 TO TO TO TO TO TO
insert 22:46 00:40 391:10 02:23 TO 31:15 TO 91:07 TO 250:09 TO TO TO TO

Tab. 2.1: Comparison of code analysis times for 10 loop unrolls using TACO−(T−) and TACOsym (Ts).
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Fig. 2.23: Analysis time (logarithmic scale) to compute tight bounds for TreeSet using the iterative and the
eager algorithms

2. The size of the tight upper bound (#TUB) used by TACO. The tight upper bound is obtained
by applying the bound refinement algorithm from Section 2.4.1 starting from the initial upper
bound. Given a field f , the instance of Uf that contains all tuples is called initial upper bound.
The time required to build the initial upper bound is negligible.

3. The time required by the iterative algorithm in Fig. 2.20 to build the tight upper bound.

4. The time required by the eager algorithm in Fig. 2.22 to build the same tight upper bound.

Again, we distinguish the algorithm that consumed the smaller amount of time by highlighting the
corresponding cell. For both algorithms, the initial timeout used during bound refinement for the
individual analyses was set to 2’.

Table 2.3 shows that, on average, over 70% of the variables in the bounds can be removed. Let us
now compare the performance of computing a tight bound by using the iterative algorithm (Fig. 2.20)
and the eager algorithm (Fig. 2.22). Observe that, on average, a speedup of approximately 1.95x is
achieved by using the eager algorithm instead of the iterative algorithm for computing bounds. Both
iterative and eager algorithms exceeded the 10 hour barrier for only one experiment (cyclic linked list
and cache linked list respectively, both for a scope of 20).

Although the aforementioned savings are indeed significant, it is worth mentioning that they fail
to achieve a major improvement in asymptotic terms. Figs. 2.23 and 2.24 are introduced as two
representative cases of the comparison of both algorithms. As these figures illustrate, projections of
the same data on a logarithmic scale on the y-axis reveal some interesting offset shifts, yet there is
hardly any impact on the slopes.

Both techniques suffer from a high number of aborted partial analysis. We are currently developing
strategies to mitigate this problem. We hope that this will help us in devising a more scalable algorithm
for computing tight bounds.
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max T−max Ts T− Ts Ts time
scope scope time time T− time

LList contains 20 20 00:34 00:51 150%
insert 8 20 07:24 07:34 102.25%
remove 20 20 02:17 00:38 21.47%

AList contains 20 20 01:20 243:54 18292%
insert 13 19 283:08 00:38 0.22%
remove 13 20 150:57 00:08 0.09%

CList contains 20 19 00:39 116:40 17948%
insert 7 18 148:20 00:26 0.29%
remove 9 19 123:07 00:04 0.05%

BSTree contains 7 11 320:39 00:49 0.25%
insert 3 7 02:38 00:08 5.06%
remove 6 11 325:12 00:06 0.03%

TreeSet contains 7 16 127:09 00:16 0.21%
insert 6 7 412:11 04:51 1.19%
remove 6 10 236:32 02:32 1.07%

AVL find 11 18 472:33 00:33 0.12%
findMax 7 15 21:00 00:16 0.127%
insert 7 14 245:35 01:05 0.44%
remove 6 12 107:23 02:13 2.07%

BHeap findMin 8 20 202:54 00:05 0.04%
decKey 7 12 560:34 01:29 0.26%
insert 7 15 70:53 02:23 0.36%

Tab. 2.2: Improvement produced by using the symmetry breaking predicates.

#Node 5 7 10 12 15 17 20

LList #UB 30 56 110 156 240 306 420
#TUB 9 13 19 23 29 33 39
Time I 00:11 00:14 00:23 00:36 01:01 01:23 02:25
Time E 00:11 00:11 00:15 00:24 00:47 01:04 01:37

AList #UB 76 128 252 344 512 676 904
#TUB 33 47 68 82 103 117 138
Time I 00:16 00:25 00:51 01:26 02:47 09:28 TO
Time E 00:11 00:14 00:51 00:33 00:55 03:15 300:20

CList #UB 328 384 498 594 768 904 1138
#TUB 97 127 172 210 240 277 322
Time I 00:57 01:13 01:45 02:25 05:27 21:31 575:00
Time E 00:35 00:46 01:11 01:38 01:46 05:16 TO

BSTree #UB 90 168 330 468 720 918 1260
#TUB 54 97 184 257 389 492 669
Time I 00:22 00:34 01:04 01:46 03:19 05:32 25:10
Time E 00:11 00:11 00:16 00:38 01:56 04:05 21:19

TreeSet #UB 170 280 650 852 1200 2006 2540
#TUB 59 107 200 279 424 533 720
Time I 00:49 01:13 03:03 05:11 11:30 44:23 97:04
Time E 00:16 00:30 01:44 02:51 05:19 16:42 40:37

AVL #UB 150 280 650 852 1200 2006 2540
#TUB 55 98 177 251 389 491 669
Time I 00:33 00:57 03:26 09:53 22:03 101:31 579:40
Time E 00:17 00:32 01:55 03:46 10:36 47:25 168:23

BHeap #UB 222 360 803 1053 1488 2394 2540
#TUB 75 123 218 293 423 481 669
Time I 00:44 01:12 04:00 06:48 20:13 62:50 211:20
Time E 00:22 01:12 02:46 04:41 10:32 34:50 117:20

Tab. 2.3: Analysis time in mmm:ss for discovering tighter upper bounds using each algorithm.
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Fig. 2.24: Analysis time (logarithmic scale) to compute tight bounds for BinomialHeap using the iterative and
the eager algorithms.

2.5.3 Analyzing the Impact of Using Bounds

In this section we will show the results of systematically tightening the bounds to determine the effects
of such change in the SAT-solver behavior. Our hypothesis is that most times a tighter bound leads
to a smaller analysis time.

In order to study the effect of tightening the bound, we ran the same analyses varying only this
parameter. Up to this point, we have referred to two kinds of bounds: the initial bound (all tuples)
and the tightest bound (computed by the distributed algorithms). To evaluate the impact of using
bounds we built several approximations ranging from the initial bound to the tightest bound. We
produce a bound Bn% by keeping those edges whose feasibility check was reported as UNSAT, and
fall within the n% of the less expensive checks in terms of analysis time. Given two edges e1 and e2,
we say that e1 is less expensive than e2 if the time needed for obtaining a verdict for the feasibility
of e1 is less than that of e2. Notice that, using this definition, the B100% bound corresponds to the
tightest bound, while the B0% bound corresponds to the initial bound.

By using the stored logging information from running the distributed algorithm we built the
following bounds: B10%, B20%, B30%, B40%, B50%, B60%, B70%, B80%, and B90%.

The reader may notice that computing bounds of different precisions only makes sense when the
iterative algorithm for computing bounds (Fig. 2.20) is used. This is because in the dynamic algorithm
of Fig. 2.22 the analysis time for a given check is strongly influenced by the initial scheduling.

Once the bounds were defined for each collection class, we re-ran each experiment varying the
bound. The timeout was set again to 10 hours. We fixed the scope of each method under analysis
to be the maximum value such that TACO (using any incremental bound) successfully completed
the analysis within the time limit. The rationale behind this decision is to examine the effect on the
hardest problems.

Due to the small analysis times, the case studies corresponding to class LList were explicitly
excluded from this assessment. For the remaining 19 methods under analysis, 8 exhibited an almost
strictly monotonic decrease in the analysis time required as the bound got tighter. The improvement
is shown in logarithmic scale in Fig. 2.25.

For the 8 methods under analysis shown in Fig. 2.26, a dramatic decrease in analysis time is also
exhibited. Although some oscillations do occur for a couple of cases, the gain obtained from tightening
the bound is clear.
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TreeSet.find−s18
AList.remove−s19

Fig. 2.25: Analysis time as bound precision is increased.
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BHeap.decKey−s14
BSTree.contains−s11
BSTree.insert−s08
AList.contains−s19
AList.insert−s19
TreeSet.remove−s10

Fig. 2.26: Analysis time as bound precision is increased.

Finally, for the 3 methods shown in Fig. 2.27 no improvement appears to be obtained by increasing
the bound precision. These cases represent the 13% of all methods under analysis. On the contrary,
the remaining 87% do exhibit an exponential improvement. Therefore, we conclude that the analysis
of the selected benchmark is sensitive to tightening the bounds.

It is worth mentioning that, for those methods that do exhibit an improvement in the analysis
as the bound precision grows, this improvement also occurs in smaller scopes. To illustrate these
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Fig. 2.27: Analysis time as bound precision is increased.

improvements to the reader, we also report the results of the analysis times for the method insert for
the AVL tree and for the cached cyclic linked list. Figs. 2.28 and 2.29 show, as a grayscale gradient,
the analysis time for both methods as the scope grows.

Figs. 2.28 and 2.29 show the relation between a tighter bound and the analysis time. It is easy to
see that tightening the bound contributes in allowing the analysis to finish within the time limit for
larger scopes.

2.5.4 Analysis of Bug-Free Code

In this section we present the results of comparing TACO with tight bounds with JForge, another
SAT-based tool for Java code analysis. The results are shown in Table 2.4.

Table 2.4 shows that as the scope grows, in most cases (as the cell highlighting shows) TACO
requires a smaller amount of time than JForge. While we will not present a detailed analysis of memory
consumption, it is our experience that TACO uses less memory than JForge, both during translation to
a propositional formula and during SAT-solving. The analysis time using TACO reported in Table 2.4
does not include the cost of computing bounds (the time spent in discovering tighter bounds was given
in Table 2.3). Still, adding these times does not yield a TO for any of the analyses that did not exceed
10 hours.

2.5.5 Bug Detection Using TACO

In this section we report on our experiments using TACO in order to detect faults, and will compare
TACO to other tools. We will analyze method Remove from classes LList and CList, and method
ExtractMin from class BHeap. Due to the similarities in the analysis techniques, we will first compare
TACO with TACO− and JForge, and later in the section we will also compare TACO with ESC/Java2
[53], JavaPathFinder [22], and Sireum/Kiasan [54].
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Fig. 2.28: Analysis time for method insert of AVL as scope and bound tightness grows.

Fig. 2.29: Analysis time for method insert of CList as scope and bound tightness grows.
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#Nodes 5 7 10 12 15 17 20
Class Method JF T JF T JF T JF T JF T JF T JF T

LList contains 00:01 00:03 02:00 00:04 TO 00:05 TO 00:06 TO 00:07 TO 00:09 TO 00:15
insert 00:02 00:04 04:56 00:05 TO 00:07 TO 00:08 TO 00:13 TO 00:26 TO 00:40
remove 00:04 00:04 21:51 00:06 TO 00:11 TO 00:12 TO 00:17 TO 00:33 TO 00:42

AList contains 00:02 00:04 05:01 00:06 TO 00:16 TO 00:22 TO 00:27 TO 00:58 TO 02:49
insert 00:03 00:04 11:52 00:05 TO 00:07 TO 00:08 TO 00:12 TO 00:16 TO 00:25
remove 00:18 00:05 73:27 00:06 TO 00:17 TO 00:31 TO 01:08 TO 03:13 TO 08:24

CList contains 00:05 00:11 10:23 00:19 TO 01:23 TO 01:56 TO 05:51 TO 07:25 TO 06:54
insert 00:20 00:09 201:54 00:12 TO 00:16 TO 00:28 TO 01:07 TO 02:01 TO 04:57
remove 02:28 00:27 TO 00:59 TO 03:26 TO 03:43 TO 28:18 TO 57:23 TO 89:17

BSTree contains 09:41 00:01 TO 00:25 TO 114:06 TO TO TO TO TO TO TO TO
insert 03:46 00:01 TO 00:26 TO 32:58 TO TO TO TO TO TO TO TO
remove OofM 08:19 OofM 102:46 OofM TO OofM TO OofM TO OofM TO OofM TO

TreeSet find 00:42 00:04 117:49 00:10 TO 01:56 TO 12:43 TO 58:54 TO 305:06 TO TO
insert OofM 00:43 OofM 08:44 OofM TO OofM TO OofM TO OofM TO OofM TO
remove OofM 00:53 OofM 06:25 OofM 196:58 OofM TO OofM TO OofM TO OofM TO

AVL find 00:26 00:03 190:10 00:06 TO 00:36 TO 01:41 TO 08:20 TO 33:06 TO 179:53
findMax 00:06 00:01 49:49 00:01 TO 00:03 TO 00:04 TO 00:09 TO 00:13 TO 01:09
insert OofM 00:07 OofM 00:34 OofM 04:47 OofM 21:53 OofM 173:57 OofM TO OofM TO
remove OofM 00:10 OofM 01:25 OofM 06:36 OofM 60:17 OofM 128:47 OofM TO OofM TO

BHeap findMin 00:22 00:05 83:07 00:08 TO 00:14 TO 00:17 TO 01:31 TO 02:51 TO 07:26
decKey 01:48 00:16 TO 01:13 TO 30:26 TO TO TO TO TO TO TO TO
insert 73:47 01:54 TO 08:08 TO 37:30 TO 218:13 TO TO TO TO TO TO

Tab. 2.4: Comparison of code analysis times for 10 loop unrolls using JForge (JF) and TACO (T).



2. Background: TACO 44

Fig. 2.30: Efficacy of JForge, TACO− and TACO for mutants killing.

Detecting Mutants

In order to compare JForge, TACO− and TACO we will generate mutants for the chosen methods
using the muJava [55] mutant generator tool. After manually removing from the mutants set those
mutants that either were equivalent to the original methods or that only admitted infinite behaviors
(the latter cannot be killed using these tools), we were left with 31 mutants for method Remove from
class LList, 81 mutants for method Remove from class CList and 50 mutants for method ExtractMin

from class BHeap.
For all the examples in this section we have set the analysis timeout to 1 hour.
In Fig. 2.30 we report, for each method, the percentage of mutants that can be killed as the scope

for the Node signature increases. We have set the scope for signature Data equal to the number of
nodes. Notice that while the 3 tools behave well in class LList, TACO can strictly kill more mutants
than TACO− and JForge in the CList example. We can also see that as the scope grows, TACO−

and JForge can kill fewer mutants. This is because some mutants that were killed in smaller scopes
cannot be killed within 1 hour in a larger scope.

In order to report analysis times, we will carry out the following procedure, which we consider the
most appropriate for these tools:

1. Try to kill each mutant using scope 1. Let T1 be the sum of the analysis times using scope 1 for
all mutants. Some mutants will be killed, while others will survive. For the latter, the analysis
will either return UNSAT (no bug was found in that scope), or the 1 hour analysis timeout will
be reached.

2. Take the mutants that survived in step 1, and try to kill them using scope 2. Let T2 be the sum
of the analysis times.

3. Since we know the minimum scope k for which all mutants can be killed (because TACO reached
a 100% killing rate without any timeouts in scope k), repeat the process in step 2 until scope k
is reached. Finally, let T =

∑

1≤i≤k Ti.

Notice first that the previous procedure favors TACO− and JForge. In effect, if a tool is used in
isolation we cannot set an accurate scope limit beforehand (it is the user’s responsibility to set the
limit). If a scope smaller than the necessary one is chosen, then killable mutants will survive. If a
scope larger than the appropriate one is set, then we will be adding 1 hour timeouts that will impact
negatively on the reported times. Notice also that an analysis that reached the timeout for scope
i < k will be run again in scope i+ 1. This is because we cannot anticipate if the timeout was due to
a performance problem (the bug can be found using scope i but the tool failed to find the bug within
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1 hour), or because the bug cannot be found using scope i. In the latter case it may happen that the
mutant can be found in scope i+ 1 before reaching the timeout.

It is essential to notice that the same tight bound is used by TACO for killing all the mutants
for a method within a given scope. Thus, when reporting analysis times for TACO in Table 2.5, we
also add the time required to compute the bounds for scopes 1, . . . , k. In general we tried to use 10
loop unrolls in all cases. Unfortunately, JForge runs out of memory for more than 3 loop unrolls in
the ExtractMin experiment. Therefore, for this experiment, we are considering only 3 loop unrolls for
JForge, TACO− and TACO.

JForge TACO− TACO
LList.Remove 01:49 06:56 08:36 + 00:40
CList.Remove 891:50 245:12 34:51 + 06:35
BHeap.ExtractMin 04:34 19:35 16:06 + 01:09

Tab. 2.5: Analysis times for mutant killing. TACO times reflect analysis time plus bounds computation time.

In order to compare with tools based on model checking and SMT-solving, we will carry out the
following experiments. We will choose the most complex mutants for each method. For class LList
we chose mutant AOIU 1, the only mutant of method Remove that cannot be killed using scope 2
(it requires scope 3). For class CList we chose mutants AOIS 31 and AOIS 37, the only ones that
require scope 7 to be killed. Finally, for class BHeap there are 31 mutants that require scope 3 to be
killed (all the others can be killed in scope 2). These can be grouped into seven classes, according
to the mutation operator that was applied. We chose a member from each class. In Table 2.6 we
present analysis times using all the tools. Table 2.6 shows that TACO, Java PathFinder and Kiasan
were the only tools that succeeded in killing all the mutants. Since the fragment of JML supported by
ESC/Java2 is not expressive enough to model the BHeap invariant, we did not run that experiment.

JForge TACO− ESCJ Kiasan JPF TACO

LList.AOIU 1 00:01 00:09 00:06 00:05 00:02 00:18

CList.AOIS 31 TO TO TO 00:13 02:55 01:00
CList.AOIS 37 TO TO TO 00:14 02:18 01:02

BHeap.AOIS 41 00:08 00:13 – 00:32 00:03 00:13
BHeap.AOIU 8 00:02 00:14 – 00:26 00:04 00:12
BHeap.AORB 10 00:04 00:14 – 00:26 00:24 00:12
BHeap.COI 22 00:01 00:11 – 01:05 00:03 00:10
BHeap.COR 5 00:01 00:08 – 00:15 00:25 00:10
BHeap.LOI 15 00:02 00:11 – 00:26 00:29 00:15
BHeap.ROR 23 00:01 00:11 – 00:16 00:04 00:09

Tab. 2.6: Comparison of analysis behavior for some selected mutants. Analysis time for TACO includes the
time required to compute the tight bound amortized among the mutants in each class.

Detecting a Seeded Non-Trivial Bug

Notice that in the previous section, although we chose the supposedly most complex mutants, these
are still simple in the sense that they can be killed using small scopes. In this section we are interested
in studying the performance of these tools in a context where a larger amount of nodes are needed
to find a violation of the specification. In this sense, we focus on the linked data structure for class
CList. This data structure is composed by the actual (circular) list, and a singly linked list (the
cache). The cache list has a maximum size, “maximumCacheSize” (maxCS), set in the actual code to
a default value of 20 nodes. When a node is removed from the circular list, it is added to the cache
(unless the cache is full). Let us consider the code snippet from remove presented in Fig. 2.31.(a).
Fig. 2.31.(b) gives us a bug-seeded version. A failure occurs in the bug-seeded code when a node is
removed and the cache is full. In effect, if the maximum cache size is set to the default of 20, a 21st
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public Object remove(int index) {
  Node node = getNode(index, false);
  Object oldValue = node.getValue();
  super.removeNode(node);
  if (cacheSize > maximumCacheSize){
     return;
  }
  Node nextCacheNode = firstCacheNode;
  node.previous = null;
  node.next = nextCacheNode;
  firstCacheNode = node;  

  return oldValue;
}

(a) (b)

public Object remove(int index) {
  Node node = getNode(index, false);
  Object oldValue = node.getValue();
  super.removeNode(node);
  if (cacheSize >= maximumCacheSize){
     return;
  }
  Node nextCacheNode = firstCacheNode;
  node.previous = null;
  node.next = nextCacheNode;
  firstCacheNode = node;  

  return oldValue;
}

Fig. 2.31: Code snippets from CList.remove (a), and a bug-seeded version (b).

element can be added to the cache. This leads to a violation of the invariant that constrains the cache
size to be at most the value of the maximum cache size field.

In Table 2.7 we report analysis information after looking for the bug in the bug-seeded code (BS),
for varying numbers of loop unrolls (LU) in method super.removeNode. We have tailored the bug-
seeded code (and its contract) to be analyzed using the same tool set we have applied in the previous
section for analyzing the more complex mutants.

We computed a bound for TACO in 27:04 using one iteration of the iterative algorithm of Fig. 2.20.
Table 2.7 shows that many times it is not necessary to compute the tightest bound, but rather thin
the initial bound with a few iterations of the algorithm in order to achieve a significant speedup in
analysis time. The debugging process consists of running a tool (such as TACO, JForge, etc.) and, if
a bug is found, correcting the error and starting over to look for further bugs. Unlike JForge (where
each analysis is independent of the previous ones), the same bound can be used by TACO for looking
for all the bugs in the code. Therefore, the time required for computing the bound can be amortized
among these bugs. Since the bound does not depend on the number of unrolls, in Table 2.7 we have
divided 27:04 among the seven experiments, adding 03:52 to each experiment. Time is reported as
“bound computation time” + “SAT-solving time.”

LU JForge ESC/Java2 JPF Kiasan TACO

4 OofM(227) OofM(206) TO OofM(4) 03:52 + 03:56
6 TO OofM(207) TO OofM(4) 03:52 + 31:14
8 OofM(287) OofM(213) TO OofM(4) 03:52 + 33:23

10 05:40:22 OofM(215) TO OofM(4) 03:52 + 00:11
12 06:53:04 OofM(219) TO OofM(4) 03:52 + 03:30
15 24:08 OofM(219) TO OofM(4) 03:52 + 15:00
20 TO OofM(218) TO OofM(4) 03:52 + 00:06

Tab. 2.7: Outcome of the analysis maxCS = 20. Timeout = 10 hours.

We also compared with Boogie [56] using Z3 [57] as the back-end SMT solver. In order to produce
Boogie code we used Dafny [58] as the high-level programming and specification language. When ran
on the bug-seeded code with 10 loop unrolls, Boogie produced in the order of 50 warning messages
signaling potential bugs. A careful inspection allowed us to conclude that all warnings produced by
Boogie were false warnings.

Since most tools failed to find the bug with maxCS = 20, we also considered a version of the code
with up to 2 loop unrolls and varying values for maxCS; in this way the bug can be found in smaller
heaps. Table 2.8 reports the corresponding analysis times. In TACO we have restricted the algorithm
that computes the bound for each scope to run for 30 minutes at most.

The code has a fault that requires building a non-trivial heap to expose it. The technique intro-
duced in this chapter made TACO the only tool capable of finding the bug in all cases reported in
Tables 2.7 and 2.8. When the size of the code is small (2 loop unrolls in Table 2.8), tools based on
model checking were able to find the bug. They failed on larger code, which shows that in the example
TACO scales better. Tools based on SMT solving systematically failed to expose the seeded bug.
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mCS JForge ESC/Java2 JPF Kiasan TACO

5 00:13 OofM(187) 00:07 00:18 01:21 + 00:01
10 05:13 OofM(212) 00:20 00:43 02:25 + 00:11
13 OofM(529) OofM(221) 00:38 OofM(3) 05:27 + 00:32
15 OofM(334) OofM(214) 00:53 OofM(3) 21:31 + 00:15
18 14:04 OofM(200) 01:27 OofM(4) 30:00 + 02:27
20 OofM(494) OofM(556) 02:17 OofM(4) 30:00 + 02:11

Tab. 2.8: Up to 2 unrolls and varying maxCS. Timeout = 10 hours.
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Fig. 2.32: A 13-node heap that exhibits the failure in method ExtractMin.

Detecting a Previously Unknown Fault

As we mentioned in [19], TACO found a previously unreported bug in method ExtractMin of class
BHeap. A distinguishing characteristic of this fault is that it cannot be reproduced using mutation
because the smallest input that produces a failure has 13 nodes, and as we showed before in Sec. 2.5.5,
all mutants were killed with only 3 nodes. Another interesting attribute of this defect is that it is
not easily identified as a bug introduced by a programmer typo. Moreover, the fault is not trivially
discovered by inspection.

The input datum leading to the failure is presented in Fig. 2.32. Notice that at least 4 loop unrolls
were required in TACO in order to exhibit the failure. In Table 2.9 we report analysis times when
attempting to discover the bug using all the tools. TACO is the only tool that succeeded in discovering
the error. The analysis time for TACO reports the time for computing the bound, plus the analysis
time using 4 loop unrolls.

JForge TACO− Kiasan JPF TACO

BHeap. TO TO OofM TO 20:13 + 00:53
ExtractMin

Tab. 2.9: Analysis of a non-trivial bug.

2.5.6 Threats to Validity

We begin by discussing how representative the selected case studies are. As discussed in [43], con-
tainer classes have become ubiquitous. Therefore, providing confidence about their correctness is an
important task in itself. But, as argued in [59], these structures (which combine list-like and tree-like
structures) are representatives of a wider class of structures including, for instance, XML documents,
parse trees, etc. Moreover, these structures have become accepted benchmarks for comparison of
analysis tools in the program analysis community (see for instance [9, 6, 4, 43]).
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Despite the proof of correctness presented in Sect. 2.3.3, one might be concerned about the way in
which the generation of the symmetry breaking predicates was implemented. In order to validate our
prototype we checked the number of non-isomorphic instances explored by TACO, against Korat [9].
For each class in the benchmark the number of valid instances (up to 10 nodes in the heap) matched.
Table 2.10 contains the number of generated instances by both tools for instances having from 3 to
10 nodes. In all cases a timeout of 2 hours was set.

#Nodes 3 4 5 6 7 8 9 10

LList #instances 4 5 6 7 8 9 10 11
Korat (secs) 0.13 0.13 0.13 0.13 0.14 0.13 0.13 0.13
TACO (secs) 0.35 0.36 0.42 0.45 0.49 0.55 0.62 0.8

AList #instances 3 4 5 6 7 8 9 10
Korat (secs) 0.14 0.13 0.14 0.14 0.14 0.15 0.14 0.15
TACO (secs) 0.53 0.59 0.61 0.73 0.88 0.94 1.11 1.56

CList #instances 6 10 15 21 28 36 45 55
Korat (secs) 0.15 0.16 0.15 0.16 0.16 0.17 0.18 0.19
TACO (secs) 0.64 0.81 0.98 1.12 1.35 1.63 2.13 2.7

BSTree #instances 9 23 65 197 626 2056 6918 23714
Korat (secs) 0.14 0.15 0.18 0.25 0.33 0.39 0.58 1.14
TACO (secs) 0.4 0.52 0.64 0.97 2.2 2.88 5.79 16.04

TreeSet #instances 6 10 18 34 67 123 213 377
Korat (secs) 0.20 0.26 0.28 0.38 0.52 0.70 1.55 5.76
TACO (secs) 0.55 0.61 0.78 1.07 1.73 2.08 2.66 3.47

AVL #instances 5 9 15 16 36 68 112 172
Korat (secs) 0.18 0.27 0.37 1.61 29.26 795.67 TO TO
TACO (secs) 0.49 0.59 0.64 0.77 0.93 1.46 1.86 2.19

BHeap #instances 4 5 6 7 8 9 10 11
Korat (secs) 0.23 0.26 0.36 0.43 0.55 0.96 2.84 11.56
TACO (secs) 0.63 0.67 0.93 1.16 1.47 1.70 2.19 2.85

Tab. 2.10: Number of instances generated and time consumed by TACO and Korat, considering 3 to 10 nodes.

In all experiments we are considering the performance of TACO− as a control variable that allows
us to guarantee that TACO’s performance improvement is due to the presented techniques.

In Section 2.5.4 we analyzed bug-free code. Since the process of bug finding ends when no more
bugs are found, this situation, where bug-free code is analyzed, is not artificial. It is a stress test that
necessarily arises during actual bug finding.

In Section 2.5.5 we compare several tools. It is not realistic to claim that every tool has been
used to the best of its possibilities. Yet, we have made our best efforts in this direction. In the
case of JForge, since it is very close to TACO, we are certain we have made a fair comparison. For
Java PathFinder and Kiasan we were careful to write repOK invariant methods in a way that would
return false as soon as an invariant violation could be detected. For ESC/Java2, since it does not
support any constructs to express reachability, we used weaker specifications that would still allow the
identification of bugs. For Jahob we used Jahob’s integrated proof language, and received assistance
from Karen Zee in order to write the models. More tools could have been compared in this section.
Miniatur and FSoft are not available for download even for academic use, and therefore were not used
in the comparison. Other tools such as CBMC and Saturn (designed for analysis of C code) departed
too much from our intention to compare tools for the analysis of Java code.

Analysis using TACO requires using a cluster of computers to compute tight bounds. Is it fair to
compare with tools that run on a single computer? While we do not have a conclusive answer, for the
bug in method ExtractMin (even considering the time required to compute the bounds sequentially),
TACO seems to outperform the sequential tools. This is especially clear in those cases where the
sequential tools run out of memory before finding the bug (as is the case for Kiasan and JForge).
More experiments are required in order to provide a conclusive answer.
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2.6 Related Work

In Sec. 2.3 we analyzed related work on heap canonicalization. In Sec. 2.5 we compared our tool with
several other state-of-the-art tools for program analysis. In this section we review related (but difficult
to compare experimentally) work.

The Alloy Annotation Language (AAL) was introduced in [60]. It allows the annotation of Java-
like code using Alloy as the annotation language. The translation proposed in [60] does not differ in
major ways from the one we implement. Analysis using AAL does not include any computation of
bounds for fields.

In [61] the authors present a set of rules to be applied along the translation to a SAT-formula
in order to profit from properties of functional relations. The article presents a case-study where
insertion in a red-black tree is analyzed. The part of the red-black tree invariant that constrains trees
to not have two consecutive red nodes is shown to be preserved. In our experiment we verify that the
complete (significantly more complex) invariant is preserved. Actually, for 8 loop unrolls and scope
7 for nodes and data, the analysis time decreases from 08:53 (for the property we analyze) to 0.153
seconds using the weakened property.

Thesis [11] presents the foundations of TestEra [8], and shows an attempt at automatically elimi-
nating symmetries from a Java heap. Only heaps with a singly-rooted acyclic backbone are considered,
which requires the user to actually identify the (acyclic) backbone. For instance, class AList in the
benchmark, describing circular, doubly-linked lists, does not possess an acyclic backbone and TestEra
(unlike TACO) will require the user to provide symmetry breaking predicates. Although no technical
details are given, the mention of the use of the total-ordering module provided by Alloy makes the
approach unsuitable in the context of TACO.

Saturn [38] is also a SAT-based static analysis tool for C. It uses as its main techniques a slicing
algorithm and function summaries. As in our case, sequential code is faithfully modeled at the
intraprocedural level (no abstractions are used). Unlike TACO, summaries of called functions may
produce spurious counterexamples. Saturn can check assertions written as C “assert” statements. Its
assertion language is not as declarative as our extension of JML.

VCC [62] targets concurrent C code, and uses SMT solving as the underlying technology.
F-Soft [39] also analyzes C code. It computes ranges for values of integer valued variables and for

pointers under the hypothesis that runs have bounded length. It is based on the framework presented
in [63]. Our technique produces tighter upper bounds because it does not compute feasible intervals
for variables, but instead checks each individual value.

Calysto [64] performs an inter procedural analysis based on symbolic execution. TACO is evaluated
on single methods as a means to assess its scalability at the intraprocedural level.

Jahob [65] allows the unbounded verification of complex properties over linked data structures
(such as binary trees, red black trees, etc). As Jahob’s language was designed as a proof language, it
provides language constructs for identifying lemmas, witnesses of existential quantifications, patterns
for instantiating universal quantifiers, proofs by induction, etc. Although the expressiveness of this
proof language allows the user to write very useful annotations for the underlying decision procedures
(which allows the verification of very complex properties), it is easy to see that the annotation process
goes far beyond the specification of a program’s behavior.

jStar [66] is an automatic tool for modular verification of sequential Java programs. It is based
on the abstraction techniques for shape analysis developed in [67]. The user provides specifications
in the form of pre/post conditions, while loop invariants are automatically synthesized. Since jStar
over-approximates the program behavior, the given verdict does not depend on a user-provided scope
of analysis. Like in the case of Jahob, a jStar user must add additional annotations beyond those
specifying program behavior. In particular, she or he must provide:

• a logical theory (used by the theorem prover for deciding entailment and other kinds of impli-
cations), and
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• an abstraction function (used to ensure convergence in the fixed-point computation of loop
invariants).

In our experience, by solely providing the program’s behavior specification, neither Jahob nor jStar
succeeded in verifying the provided specifications, nor provided understandable counterexamples.

Unlike Jahob or jStar, TACO does not require user-provided rules apart from the JML annotations.

2.7 Conclusions and Further Work

This chapter shows that a methodology based on (1) adding appropriate constraints to SAT prob-
lems, and (2) using the constraints to remove unnecessary variables, makes SAT-solving a method for
program analysis as effective as model checking or SMT-solving.

The experimental results presented in this chapter show that bounds can be computed effectively,
and that once bounds have been computed, the analysis time improves considerably. This allowed us
to analyze real code using domain scopes beyond the capabilities of current similar techniques, and
find bugs that cannot be detected using state-of-the-art tools for bug finding. Still, while this chapter
presents an approach to bound computation newer than the one presented in [19], we are working
further, more efficient methods for distributed bound computation.

None of the container classes presented in Sect. 2.5 possess a complex class hierarchy. More
experiments are required to assess the performance of our approach under such circumstances.

The techniques presented in this chapter are quite general. We plan to test the effect of these
techniques on related tools. Explicit state model checkers (such as Java PathFinder) can use tight
bounds in order to prune the state space when a state contains edges that lay outside the bound.
Korat [9] can avoid evaluating the repOk method whenever the state is not contained in the bounds.
Running a simple membership test will often be less expensive than running a repOk method. Tools
that are similar to TACO (such as Miniatur and JForge) can make direct use of the presented tech-
niques. Similarly, Squander [68], a tool for execution of Alloy-like Java specifications, could profit
from applying both the specialized symmetry breaking and the reduction in propositional variables.

2.8 Resumen

La verificación exhaustiva acotada (basada en SAT-solving) de código Java anotado con anotaciones
JML consiste en traducir tanto el código a verificar como las anotaciones asociadas (precondición,
postcondición, invariante de clase) a una fórmula proposicional, para luego analizar dicha fórmula
utilizando un SAT-solver y procediendo a la búsqueda de valuaciones que la satisfagan (que, de existir,
se correspondeŕıan con violaciones de la especificación).

Si se encuentra alguna violación de la especificación, a partir de la valuación proposicional hallada
puede construirse una traza de ejecución que exhiba la falla.

El código que involucra estructuras de datos complejas con invariantes de representación no triviales
resulta particularmente dif́ıcil de analizar utilizando estas técnicas.

En este caṕıtulo describimos TACO, una herramienta que implementa una técnica plenamente au-
tomática para el tipo de análisis arriba mencionado. Describimos cómo instrumentar el análisis de
código con un predicado de ruptura de simetŕıas que, por una parte, reduce el tamaño del espacio
de búsqueda al ignorar ciertos modelos isomorfos, y por otra parte posibilita el cómputo (en forma
automática y en paralelo) de cotas ajustadas para los campos de las clases Java involucradas. Estas
cotas relacionales se llaman ajustadas porque contienen todas aquellas tuplas que podŕıan estar pre-
sentes en algún estado inicial válido (de acuerdo con la especificación), y ninguna otra tupla. En otras
palabras, el proceso de cómputo de cotas es un ajuste progresivo que comienza con todas las tuplas
posibles en cada relación, y va descartando aquellas tuplas que nunca podŕıan aparecer en ninguna
estructura que satisfaga tanto el invariante de clase como la precondición del método a verificar.

La evaluación experimental sobre una variedad de problemas provenientes de clases contenedo-
ras (listas, árboles, conjuntos, etcétera) muestra que las traducciones a fórmulas proposicionales
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obtenidas tras la instrumentación antedicha requieren una cantidad significativamente menor de vari-
ables proposicionales, y aśı permiten obtener mejoras de múltiples órdenes de magnitud en los tiempos
de análisis, en comparación con el análisis equivalente (también basado en SAT-solving) de las ver-
siones originales, no instrumentadas, de los mismos problemas. También mostramos que en algunos
casos la herramienta TACO es capaz de descubrir bugs que no hab́ıan podido ser detectados por otras
herramientas que al momento conformaban el estado del arte, ya sea basadas en SAT-solving, model
checking o SMT-solving.



3. MUCHO-TACO

Summary

In this chapter we present a novel technique for distributed, fully automated bug finding based on the
sequential TACO tool. As explained in Chapter 2, TACO is a tool based on SAT-solving for efficient bug
finding in Java code with rich class invariants. It prunes the SAT-solver’s search space by introducing
precise symmetry-breaking predicates and bounding the relational semantics of Java class fields.

The tight relational bounds that are automatically computed by TACO typically include a sub-
stantial amount of nondeterminism. Reducing said nondeterminism allows us to split the original
analysis into disjoint subproblems. We discuss the soundness and completeness of the decomposition.
Furthermore, we present experimental results showing that MUCHO-TACO, our tool implementing the
homonymous technique, yields significant speedups over TACO on commodity cluster hardware.

3.1 Introduction

Finding bugs is a key activity in software development. Even well-engineered systems are likely to
contain faults. Many can be detected by testing the system, but since testing only exercises a finite,
usually small number of executions, many faults can go undetected.

Bounded Exhaustive Analysis (BEA) techniques and tools complement traditional testing. BEA
approaches consist of testing a system using every possible input among those that satisfy certain
imposed bounds.

Various kinds of bounds and combinations thereof can be considered. Kiasan [54], a tool for test
input generation, bounds the maximum length of reference chains in the memory heap (called the
k-bound). Korat [9], a tool aimed at generating non-isomorphic test inputs, bounds the number of
object references per class. JForge [6], Miniatur [5] and TACO [19, 20], bug-finding tools based on
SAT-solving, bound the number of object references as well as the number of loop iterations that the
system under test may perform.

A tool capable of handling sufficiently large bounds would render testing obsolete. Although we
are not there yet, current BEA tools can, for instance, achieve optimal mutant-killing in complex
container classes [19].

TACO (Translation of Annotated COde) is a BEA tool that pushed the barriers of the field by
allowing roughly twice the size of the data domains that state-of-the-art tools like JForge can handle
– a significant improvement considering that analysis times generally grow exponentially as bounds
are increased.

Classes that are constrained by rich class invariants often give rise to deceptively simple-looking
methods. Such methods frequently prove to be harder than expected to get right because the code
must preserve the complex constraints induced by the invariants. Typical examples of such classes are
pointer-based generic data structures like the ones studied in this chapter.

Analysis at the system level boils down to analysis at the method level through the use of mod-
ular analysis techniques as presented, for instance, in [6]. The real bottleneck, then, is analysis at
the intraprocedural level. Assuming adequately modularized systems, complexity rarely remains pro-
portional to the number of lines of code. Instead, it seems to reflect something inherently complex
about the code itself. We claim that this kind of complexity is usually captured by the richness of the
class invariants and method contracts. Consequently, the techniques and optimizations we present are
primarily aimed at improving analyzability of methods with nontrivial contracts within classes with
nontrivial invariants.

Building upon our previous work on TACO, we introduce a novel technique for its parallelization
and present experimental results showing significant speedups. The MUCHO-TACO tool allows users

52
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to leverage existing idle hardware for fast verification of correct code whose sequential analysis with
TACO would potentially require hundreds of hours. Even more extreme speedups are commonplace
when analyzing faulty code.

To the best of our knowledge, at the time of this writing no other tools for scope-bounded exhaustive
analysis are able to handle comparable scope magnitudes for equivalent problems. We elaborate on
this in Section 3.5.

Organization

This chapter is organized as follows. In Section 3.2 we review the basic aspects of the TACO technique
as needed for this chapter (for a more thorough explanation, see Chapter 2). In Section 3.3 we present
theMUCHO-TACO technique as well as 3 optimizations. In Section 3.4 we present experiments showing
that MUCHO-TACO can achieve significant speedups during analysis. In Section 3.5 we discuss related
work. Finally, in Section 3.6 we present our conclusions and some proposals for further work.

3.2 TACO

TACO is a state-of-the-art BEA tool for finding faults in Java programs. In Chapter 2 we showed that,
for classes with rich class invariants, TACO outperforms the bug-finding abilities of JForge [6], Kiasan
[54], ESC/Java2 [53], Java PathFinder [22] and Jahob [65]. This section is an overview of TACO. See
Chapter 2 and [19, 20] for a detailed presentation.

3.2.1 Symmetry Breaking + Tight Bounds

User input to TACO consists of Java code annotated with JML [44] requires/ensures contracts and
possibly with class invariants. The TACO tool produces a propositional formula, and uses a SAT-solver
to search for a valuation that satisfies it. If one is found, a Java execution trace violating the contract
is extracted from it.

Although a very similar approach is followed by tools like JForge, at least two important differences
are worth noting. First, during the translation process TACO adds automatically generated symmetry-
breaking predicates that canonicalize the Java memory heap representation. This alone already yields
significant improvements in analysis time. We provide more details in Section 3.2.3. Second, using
these predicates TACO pre-computes tight upper bounds for the relational semantics of Java fields,
which allow for the elimination of numerous primary variables during translation to a propositional
formula, resulting in considerable additional savings in analysis time. We provide more details about
this in Section 3.2.4.

3.2.2 Brief Introduction to Alloy and Kodkod

TACO uses Alloy [2] and its back-end Kodkod [46] as intermediate languages during the translation
of annotated code to a propositional formula. In this section we present an overview of the relevant
features.

sig Object {}

one sig null {}

sig List extends Object {

head : one (Node + null)

}

sig Node extends Object {

next : one (Node + null)

}

Fig. 3.1: Type hierarchy for singly-linked lists in Alloy.
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Alloy specifications are called models. From a Java class for singly-linked lists, TACO produces an
Alloy model containing the Alloy signature hierarchy shown in Fig. 3.1.

Signatures (identified by the keyword sig in Alloy) denote sets of objects. Signatures whose
declaration is preceded by the keyword one (as is the case with null in Fig. 3.1) denote singleton
sets. Signatures are akin to Java classes, and may contain fields, which denote binary relations. For
example, according to Fig. 3.1,

head ⊆ List × (Node + null), next ⊆ Node × (Node + null).

The keyword one preceding the codomain definitions forces the binary relations to be total func-
tions. Thus,

head : List → (Node + null),

next : Node → (Node + null).

Signature extension, denoted by the extends keyword, constrains objects from the extending
signature to be part of the extended signature.

Axioms are added in Alloy using the fact construct. For instance, the following fact constrains all
lists to be acyclic. (The Alloy operators * and ^ stand for reflexive-transitive closure and for transitive
closure, respectively.)

fact Acyclic { all l : List, n : Node |

n in List.head.*next implies n !in n.^next }

Alloy models may include assertions, which are properties to be checked by the Alloy Analyzer
[2]. The following (false) assertion claims that all lists are nonempty:

assert NoEmptyLists {all l:List | l.head != null}

Before checking an assertion, the user needs to provide signature size bounds (called the scope of
the analysis in Alloy jargon). For instance, we may write

check NoEmptyLists for 5

to check whether the property holds over all possible configurations where up to 5 lists and nodes are
allowed.

Kodkod is used by the Alloy Analyzer during the translation of an Alloy model to a propositional
formula. One of its distinguishing features is support for partial instances: for each Alloy signature
field f , Kodkod also accepts two relations Lf (the lower bound for field f) and Uf (the upper bound
for field f). The presence of nontrivial lower and/or upper bounds constrains Alloy models to satisfy
the restriction Lf ⊆ f ⊆ Uf . We will make use of this inclusion in Section 3.2.4, when explaining how
TACO tight bounds are computed and exploited.

3.2.3 Symmetry Breaking in Java Heaps

It is shown in Chapter 2 that adding appropriate symmetry-breaking predicates can improve analysis
times by several orders of magnitude. In this section we present a brief introduction to the symmetry-
breaking predicates employed by our technique.

Let us consider a memory heap containing the singly-linked list depicted in Fig. 3.2(a). Solid
arrows link nodes to nodes referenced through field next, whereas dotted ones link nodes to the values
that they store. In Fig. 3.2(b) we show the same heap, except for the fact that labels (i.e. memory
locations) have been permuted via {N0 7→ N4, N1 7→ N3, N2 7→ N2, N3 7→ N1, N4 7→ N0}. The nodes
of list (b) are located at different places in memory than those of (a). Other than that, both should
be considered essentially the same list, since they contain the same elements in the same order. This
becomes evident once we compare Fig. 3.2(a) with Fig. 3.2(c). Such permutations over domains are
called symmetries, and it is well known [13] that removing them generally improves the performance
of SAT-solvers.
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If the code under analysis with TACO contains a bug, TACO retrieves an execution trace exposing
the failure. As part of such a trace, TACO provides an initial state. Therefore, the SAT-solver must
be able to find this initial state (as well as the rest of the trace).

As explained in Section 3.2.2, Alloy performs analyses within given scopes. Let us assume a scope of
5 for the Node domain; hence, all initial states considered by the SAT-solver will involve at most 5 Node.
Among the states that will need to be considered by the solver are those illustrated by Figs. 3.2(a) and
(b). But, as we have already argued, these represent essentially the same list. In [19] we introduced
symmetry-breaking axioms that remove symmetries from the memory heap representation in Alloy.
These predicates complement the lower-level symmetry-breaking axioms already included by the Alloy
Analyzer [13], and remove all symmetries from the Alloy models generated by TACO from Java classes.
For instance, of the lists shown in Fig. 3.2 and all other similar isomorphisms, only (a) is considered
by TACO.

The predicates are introduced by instrumenting the intermediate Alloy model. As part of the
instrumentation, constants are introduced in the model. For the singly-linked lists example, assuming
a scope of 5 Node:

one sig N0, N1, N2, N3, N4 extends Node {}

These constants will be used to compute tight bounds in the manner described in the following section.
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Fig. 3.2: Isomorphic lists: (a) Original list. (b) A permutation over the nodes. (c) A redrawing of list (b).

3.2.4 Computing Tight Bounds

In the context of BEA tools and techniques, the term bound tends to acquire different (and often
conflicting) meanings. Since TACO uses Alloy as an intermediate language, Alloy scopes, which bound
the size of each data domain as seen in the previous section, become just as essential for TACO
parametrization. Users of the TACO tool need to decide on appropriate scope values prior to analysis.
Another relevant bound in TACO is the loop unrolling bound – a parameter that limits the maximum
number of loop iterations allowed in the code under analysis. TACO users are expected to choose this
value beforehand, according to their needs.

By TACO bounds or tight bounds, however, we mean neither of the above. TACO bounds are
automatically computed (as opposed to user-specified) and relational (as opposed to scalar-valued)
bounds, largely based on the Kodkod inclusion described at the end of Section 3.2.2.

To clarify what we do mean by TACO tight bounds we will now provide some further insight on how
TACO models Java class fields in Alloy and Kodkod. We adopt the modeling of Java fields originally
introduced in [4].
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Let us consider the simplistic Java classes for binary trees presented in Fig. 3.3. (We will only
show how to model class fields; translation of code is explained in [19].) From the classes shown in
Fig. 3.3, TACO produces the Alloy signatures presented in Fig. 3.4. According to Alloy semantics,

public class BinTree {

TreeNode root; }

public class TreeNode {

TreeNode left;

int key;

TreeNode right; }

Fig. 3.3: Sample Java classes representing binary trees.

abstract sig Object {}

one sig null {}

sig BinTree extends Object {

root : TreeNode + null }

sig TreeNode extends Object {

left : TreeNode + null,

key : Int,

right : TreeNode + null }

Fig. 3.4: Alloy signature hierarchy for binary trees.

the abstract signature Object only contains objects from its extending signatures. Signature fields,
such as root or left are modeled as total functions (more precisely, due to the relational nature of
Alloy, as total functional relations). Recalling that in denotes set inclusion and -> denotes Cartesian
product, the typing of fields lets us infer that

root in BinTree -> (TreeNode + null),

left in TreeNode -> (TreeNode + null),

key in TreeNode -> Int,

right in TreeNode -> (TreeNode + null).

Note that, as a result, Alloy fields become bounded in a relational sense – each field must be fully
contained within some concrete set of pairs.

As explained at the end of Section 3.2.3, if we analyze a BinTree method with a scope of 5
TreeNode, the following signatures are added to the instrumented model:

one sig TN0, TN1, TN2, TN3, TN4 extends TreeNode {}

Using the trivial upper bounds derived from typing as a starting point, TACO automatically
computes tight bounds by removing pairs that could never be part of a field due to violations of the
class invariants. The implementation of the bound-tightening procedure is explained in [19, 20].

In terms of our running example, several spurious pairs can be identified as such, and thus auto-
matically removed from the upper bound by the TACO tool. For instance, since the class invariant
forces binary trees to be acyclic, pairs like TN0->TN0, . . . , TN4->TN4 can never be present in left or
right, and are therefore deleted.

Similarly, the symmetry-breaking predicates impose an ordering in the way TreeNode objects relate
to each other. In our example, the symmetry-breaking axioms force all nodes to be labeled as per
a breadth-first search traversal, with TN0 as the root node. Hence, the pair TN0->TN2 can never be
contained in field left: if any node is to be the left child of TN0, it must be TN1. Similarly, all pairs
TN0->TNi (for i > 1) are automatically removed as well.
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For red-black trees (a variant of binary trees) with scope 5 in signature TreeNode, TACO reduces
the total number of pairs bounding fields root, left and right from 66 to 22.

Bound tightening heavily profits from the constraints introduced by the class invariant: the richer
the class invariant, the more effective the technique will be. We consider this a strength rather than
a limitation of the technique: the savings tend to favor more intricate code.

In essence, what we mean by TACO tight bound is a set of pairs that bounds the possible interpre-
tations of signature fields and does not contain any spurious pair.

Our interest in tightening field bounds is because during translation to a propositional formula
each feasible pair is mapped to a fresh propositional variable. The tighter the bounds, the fewer
propositional variables will need to be allocated to represent the resulting formula. Since the worst-
case time complexity of the SAT problem is exponential in the number of variables, this reduction is
beneficial [19].

3.3 MUCHO-TACO

MUCHO-TACO is the novel technique that we introduce in this chapter. It is a simple yet very effective
technique to parallelize bug finding. It profits from the existence of TACO tight bounds, and allows
us to split a given problem into a number of independent subproblems.

We describe the technique in Section 3.3.1. In Sections 3.3.2–3.3.4 we present optimizations that
allow for significant reductions in the number of generated subproblems. In Section 3.3.5 we discuss
some of the most relevant implementation details. Finally, in Section 3.3.6 we prove the soundness
and completeness of the technique.

3.3.1 The MUCHO-TACO Technique

The hypothesis behind the TACO technique is that

the fewer propositional variables required to represent the initial state of a system, the
better the performance of the SAT-solver during analysis.

This conjecture has already been tested in the context of TACO, and the results were reported in
[19]. The MUCHO-TACO technique takes another step in the same direction by attempting to further
reduce the number of propositional variables present in the initial state.

In Section 3.2.4 we described TACO tight bounds. As a running example, we show in Fig. 3.5 the
bounds for fields left and right for red-black trees with up to 5 Node.

left in right in

N0->N1 + N0->null N0->N1 + N0->N2 + N0->null

+ N1->N3 + N1->null + N1->N3 + N1->N4 + N1->null

+ N2->N3 + N2->N4 + N2->null + N2->N3 + N2->N4 + N2->null

+ N3->null + N3->null

+ N4->null + N4->null

Fig. 3.5: TACO tight bound for fields left and right from red-black trees. Scope 5.

Let us concentrate on field left; the same reasoning will apply to field right. The field is contained
in a binary relation on signature Node which, due to the bound tightening procedure implemented in
TACO, is substantially smaller than Node × (Node + null). This is the upper bound relation Uleft

we will use in Kodkod. Notice that Uleft is nondeterministic: for instance, node N0 is related both
to node N1 and to the value null. At the same time, signature fields modeling Java fields have to be
total functions. Thus, each instance considered by the SAT-solver contains total functional instances
of field left. Due to the TACO bounds, these functional instances must be contained in Uleft.

The MUCHO-TACO technique splits the original model by reducing the nondeterminism in each
field’s bounds. In our example, this could mean removing some of the nondeterminism from Uleft and
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Uright. In practice, this is carried out by choosing a number n of nodes (let us choose n = 2 for our
example) and ensuring the removal of any nondeterministic choices for nodes N0 through Nn−1. Before
further details, let us introduce some notation.

Notation 1. Given a node Ni and a field f, we denote by Ran(Ni, f) the set {x | Ni→ x ∈ Uf}.

Once the number n is chosen, we proceed as follows: For each 0 ≤ i < n we select a single
ei ∈ Ran(Ni, f) and remove all pairs with domain Ni, with the sole exception of pair Ni → ei. We
thus generate a set of upper bounds, each tighter than Uf. The tighter upper bounds for field left

obtained by removing nondeterminism from nodes N0 and N1 (since we chose n = 2) are shown in
Fig. 3.6.

N0->N1 N0->null N0->N1 N0->null

+N1->N3 +N1->N3 +N1->null +N1->null

+N2->N3 +N2->N3 +N2->N3 +N2->N3

+N2->N4 +N2->N4 +N2->N4 +N2->N4

+N2->null +N2->null +N2->null +N2->null

+N3->null +N3->null +N3->null +N3->null

+N4->null +N4->null +N4->null +N4->null

Fig. 3.6: Tighter upper bounds for field left.

More generally, an initial bound B can be split into some number of tighter bounds B1, . . . , Bk. The
new bounds produced by this algorithm define state spaces that do not intersect. Let us consider the
first two bounds for left shown in Fig. 3.6, calling them B1 and B2, respectively. Any configuration
consistent with B1 must satisfy N0.left = N1, while configurations consistent with B2 must satisfy
N0.left = null. The resulting k models can be analyzed concurrently.

n #subprob.
2 36
3 720
4 14, 400
5 604, 800
6 33, 868, 800

Fig. 3.7: Number of subproblems generated as n increases. Red-black trees, scope 15.

Since the amount of available hardware will always be limited, only a small number of nodes may
be subjected to elimination of nondeterminism, lest the number of generated subproblems render the
approach infeasible. For instance, Fig. 3.7 shows the progression for our red-black trees example;
notice how fast the number of subproblems increases. Hence we maintain the number of subproblems
that may be generated, which indirectly bounds n, below a certain limit. We discuss how to adjust
this limit in Section 3.3.5.

However, if we remove nondeterminism only a small number of nodes at a time, it could be the
case that too many models resulting from a split still remain too hard to be tackled directly (that is,
within acceptable impact on total user-perceived runtime). We therefore associate a timeout with each
analysis. If an attempt to solve a subproblem SP times out, the associated bound BSP is used to split
it again using the MUCHO-TACO technique. We discuss election of timeout values in Section 3.3.5.

The algorithm is implemented using a master/worker architecture. High-level pseudocode outlining
the behavior of both kinds of processes is shown in Fig. 3.8.

3.3.2 Optimization 1: Symmetry-Breaking-Guided Configurations

The number of subproblems generated when splitting TACO bounds using a naive algorithm grows
too fast. Fig. 3.7 shows that our Alloy model for red-black trees, using a scope of 15 Node elements,
would need to be split into more than 30 million subproblems for as little as n = 6.
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MASTER

split initial problem

do:

on task request from a worker:

mark worker as idle

on any open branch and any idle worker:

assign branch to worker

mark branch as active, worker as busy

on SAT report from a worker:

send immediate abort msg to any busy workers

report SAT verdict and send model to user

on UNSAT report from a worker:

mark branch as closed

on TIMEOUT for an active branch:

send abort msg to worker

mark and enqueue branch to be split

on few branches open and any to be split:

1. using tasks queue load, determine number of

input nodes in bound to make deterministic

2. generate new open subproblems with tighter bounds

by removing nondeterminism from the chosen nodes.

If no more nondeterminism remains in the bounds,

enqueue the subproblem without a timeout.

until all branches closed or any SAT branch found

WORKER[i]

do:

send task request to master

on new task assignment:

launch solver on light subproblem

if result is UNSAT:

report UNSAT_EASY result to master

otherwise:

launch solver on full subproblem

while not (solver finished or timeout reached):

wait for solver result or msg from master

report SAT, UNSAT or TIMEOUT result to master

until exit-to-shell message received from master

Fig. 3.8: Pseudocode for Master and Workers.

As seen in Section 3.2.3, the intermediate Alloy model is instrumented with symmetry-breaking
predicates. These predicates impose a canonical ordering on the nodes in the models considered by
the SAT-solver. For instance, for binary trees, the tree in Fig. 3.9(a) is valid according to the axioms,
but the one depicted in Fig. 3.9(b) is not. The latter includes several violations, namely, the root node
is not N0, some nodes are missing (if a node is reachable, any nodes with smaller indices must be as
well), and nodes are not sorted in breadth-first-search order.

We propose to restrict the splitting procedure so as to produce only configurations that satisfy the
symmetry-breaking axioms. This modification implies, for instance, that the number of subproblems
generated for red-black trees drops from 33,868,800 to 36,136. More importantly, since it requires no
user input, it has been fully automated.

Table 3.1 reports reductions achieved on the number of generated subproblems using scope 20,
for some of our benchmark classes. The reductions are significant, often exceeding two orders of
magnitude and sometimes even reaching three.

3.3.3 Optimization 2: Prevent Forbidden Aliasing

Many object-oriented classes contain fields that cannot produce aliases. For instance, fields left

and right in binary trees will never reference the same object. Note that such conclusions cannot
always be inferred from structural properties of a class; they usually follow from the class invariant.
In our benchmark, fields left and right cannot be aliased in classes BSTree, RBTree, and AVLTree.
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null null null null

null null

N1

N3 N2

N4 N6

null null null null

null null

N0

N1 N2

N3 N4

(a) (b)

Fig. 3.9: Binary trees satisfying (a) / violating (b) the symmetry-breaking axioms.

Similarly, fields sibling and child cannot be aliased in class BinHeap, and field next cannot be
aliased (with itself) in class SLList.

We propose to mine this kind of information about potential aliasing in an automatic fashion,
determining whether aliasing may or may not arise

• when f1 and f2 are different fields whose codomains intersect, and

• when f is a field and we consider different inputs for f (in this case we check whether a single
field can produce aliases).

The first situation occurs when we consider fields like left and right, or root and left, in tree-
like structures. The second situation arises when we consider a single field, such as next in list-like
structures, or field left in tree-like ones, but different input values.

To find out whether two different fields f1 : T1 → T and f2 : T2 → T can yield aliases, we check
the following assertion (FReach, defined in [19], characterizes the set of objects reachable in a memory
heap from its roots):

assert differentFields { all a : T1, b : T2 |

a + b in FReach implies no (a.f1 & b.f2) }

To determine whether a field f : T′ → T can produce aliases with itself, we check the following
assertion:

assert singleField { all disj a, b : T’ |

a + b in FReach implies no (a.f & b.f) }

In Section 3.4.3 we will show experimental results estimating the additional time needed to auto-
matically mine such information before starting the main analysis. As an example, our tests for class
BSTree involved considering the following pairs of fields:

• root and root, root and left, root and right, left and right, left and left, and right

and right.

In all cases the answer was negative (no aliasing possible). If we now consider class TreeSet, field
parent forces us to also check whether it would be possible to introduce aliasing through the pairs of
fields:

• parent and root, parent and left, parent and right, and parent and parent.

In all these latter cases we determined that aliasing can be introduced. Since automated aliasing
detection should take place before the actual parallel analysis of the original problem can be carried
out, we can assume that cluster nodes assigned to the job are still idle, i.e. available for us to run
the preliminary aliasing analyses in parallel. This is why in Table 3.2 we report, for each class and



3. MUCHO-TACO 61

scope, the maximum analysis time required over all different combinations that need to be considered.
Since their number is usually small (in our benchmark, no more than 10 for any given class and fixed
scope), it is expected that, at least, all the analyses for a given class and scope can be run in parallel.

Once aliasing information is determined, MUCHO-TACO will only generate subproblems whose
bound configurations respect those aliasing restrictions. Table 3.1 shows the impact on the number
of subproblems generated after enabling this optimization. As was the case for the optimization from
Section 3.3.2, we use a scope of 20 Node objects in all cases. In most of them, further reductions of
over one order of magnitude in the number of generated subproblems are achieved.

3.3.4 Optimization 3: Remove Spurious Subproblems

Let us consider the TACO tight bound for red-black trees with scope 7 shown in Fig. 3.10(a). In
Fig. 3.10(b) we present a tighter bound obtained by applying the MUCHO-TACO techniques on in,
with n = 5.

The bound shown in (b) satisfies the conditions enforced by both of the optimizations proposed so
far. As shown in Fig. 3.11, the partial heap on the nodes N0, . . . , N5 respects the ordering imposed by
the symmetry-breaking axioms, and no aliasing occurs.

left in N0->N1 + N0->null left in N0->N1

+ N1->N3 + N1->null + N1->N3

+ N2->N3 + N2->N4 + N2->N5 + N2->null

+ N2->null + N3->null

+ N3->N5 + N3->N6 + N3->null + N4->null

+ N4->N5 + N4->N6 + N4->null + N5->N6

+ N5->N6 + N5->null + N5->null

+ N6->null + N6->null

right in N0->N1 + N0->N2 right in N0->N2

+ N0->null + N1->null

+ N1->N3 + N1->N4 + N1->null + N2->N4

+ N2->N3 + N2->N4 + N2->N5 + + N3->N5

+ N2->N6 + N2->null + N4->null

+ N3->N5 + N3->N6 + N3->null + N5->N6

+ N4->N5 + N4->N6 + N4->null + N5->null

+ N5->N6 + N5->null + N6->null

+ N6->null

(a) (b)

Fig. 3.10: (a) TACO bounds for red-black tree. (b) Tighter bounds generated by MUCHO-TACO using n = 5.

null

null

N0

N2

N3
null

N4

N5
null null

N1 p1

p2

Fig. 3.11: A bound configuration generated using the optimizations from Sections 3.3.2 and 3.3.3.

That said, notice that this partial heap instance cannot yield a red-black tree. According to the
class invariant, a binary tree is a red-black tree if each node is either labeled red or black, the root
node is labeled black, no two consecutive nodes on any path are red, and all paths from the root node
contain the same number of black nodes.



3. MUCHO-TACO 62

Since the path p1 (N0→ N1→ null) can contain at most two black nodes, the following two cases
arise: (1) N1 is black, and consequently, either N3 or N5 on path p2 must be black. Hence, path p2
contains at least three black nodes, violating the invariant. (2) N1 is red, and path p1 has one black
node. Since N1 is red, N3 must be black. But then path p2 contains at least two black nodes, violating
the invariant.

Some of the subproblems generated, despite satisfying the symmetry-breaking axioms and abiding
by aliasing constraints for their class, result in bounds that systematically violate the class invariant.

This motivates our third optimization, which can be summarized as follows: before analyzing the
full version of a subproblem SP , run a quick preliminary test to determine satisfiability of the class
invariant, using the MUCHO-TACO bound contained in SP (but excluding the translation of any
implementation code).

If no instance is found, we know that further analysis of SP is unnecessary: since no valid inputs
exist, no valid inputs can lead to an invalid state.

The proposed preliminary analysis is a substantially easier problem – we have yet to come across
any case where obtaining a final (SAT or UNSAT) answer to such a test requires more than a small
fraction of a second.

Table 3.1 shows how the number of subproblems to be generated drops considerably for the most
constrained case studies in our benchmark. This is particularly visible in cases like TreeSet, AVLTree
and BinHeap.

Tab. 3.1: Reductions in the number of subproblems generated as automatic optimizations are enabled. NO = no
optimizations. OP1 = optimization 1 only. OP2 = optimizations 1 and 2 combined. OP3 = opti-
mizations 1, 2 and 3 combined.

Class Opt n=2 n=3 n=4 n=5 n=6

SLList NO 4 8 16 32 64
OP1 3 4 5 6 7
OP2 3 4 5 6 7
OP3 3 4 5 6 7

BSTree NO 72 1,440 43,200 1,814,400 101,606,400
OP1 26 166 1,258 10,846 103,684
OP2 13 43 148 526 1,912
OP3 13 43 148 526 1,912

TreeSet NO 36 720 14,400 604,800 33,868,800
OP1 9 56 250 3,028 36,163
OP2 7 19 52 184 694
OP3 7 19 34 100 172

AVLTree NO 36 720 8,640 259,200 14,515,200
OP1 9 56 105 716 11,670
OP2 7 19 34 94 334
OP3 7 19 28 70 142

BinHeap NO 72 648 10,368 259,200 6,480,000
OP1 26 108 600 4,204 17,030
OP2 13 36 111 370 1,034
OP3 7 11 13 15 17

3.3.5 Implementation Details

In this section we describe some details that had significant impact on the engineering of MUCHO-
TACO.

Translation Overhead Issues

Translating each newly generated subproblem from the Alloy intermediate representation to clausal
form is undesirable, due to the considerable overhead involved and the fact that most of it can actually
be avoided. Nevertheless, at least during early design and prototyping, letting each worker invoke its
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own instance of the Alloy Analyzer tool as needed may seem simplest. The load should thus be
reasonably distributed. Besides, estimating its total impact should be a simple matter. As it turns
out, it is not. This approach does not scale well on multi-core-PC clusters, where full utilization of
available hardware requires multiple instances of Alloy to (potentially) be run at any time within the
same machine. This may result in occasional interactions between unrelated activity peaks, often
injecting enough noise to visibly pollute experimental results. Over long runs, amplified noise tends
to snowball to such an extent that it becomes virtually indistinguishable from signal.

Impact on Workflow

The aforementioned issues are easily mitigated but hard to eliminate. Furthermore, the fact that
merely launching a JVM/Alloy/Kodkod/JNI/Solver toolchain is several orders of magnitude more
resource-demanding than spawning a Minisat process is unlikely to change. This eventually drove us
to adopt a lower-level workflow. MUCHO-TACO now uses the Alloy toolchain during initialization
only. The master process invokes Alloy to translate the original problem and class invariant to CNF,
and all processes henceforth operate directly on formulas at the clausal level. Once in place, this
reduced the per-solving overhead from seconds or even minutes to just milliseconds, while load spikes,
spurious interactions and user-perceptible noise disappeared.

Dynamic Fanout Control

As mentioned in Section 3.3, we enforce a limit on the number of subproblems to be generated during
the bound-tightening process. This in turn imposes a bound on the number of nodes from which
nondeterminism is removed in the TACO bound. MUCHO-TACO uses two queues: a waitingQ for
tasks waiting for a worker, and a toSplitQ holding problems that, having reached their timeouts,
await being split into easier ones. The number of tasks in waitingQ is kept within two bounds; a lower
bound on the size of the queue determines when problems waiting to be split should actually be split.
This balances splitting of problems in toSplitQ.

Self-adjusting Timeouts

In Section 3.3.1, where the MUCHO-TACO technique was introduced, we mentioned that a timeout is
used to stop ongoing attempts to close a branch after some amount of computational effort fails to
produce a verdict. The actual timeout used in the reported experiments is dynamically set when a
problem is added to waitingQ. In order to explain how this value is set, let P be the set of subproblems
that have already been solved. For each subproblem p ∈ P , we have TO(p) (the timeout assigned to
subproblem p when it was added to waitingQ), and AT (p) (the actual time that it took to analyze
subproblem p, possibly smaller). For a new problem np that is being added to waitingQ, the timeout
is defined by:

TO(np) = 5 ∗
∑

p∈P

TO(p)

AT (p)
. (3.1)

Initial timeouts are set to 40 seconds. An upper cap to values produced by formula (3.1) is preset at
240 seconds.

3.3.6 Soundness and Completeness

Under the assumption that the translation of code implemented by TACO is correct, Theorems 4 and
5 show that the MUCHO-TACO technique neither misses faults nor reports false-positives.

Theorem 4. (Soundness) Given a problem produced by MUCHO-TACO for which the solver returns
SAT, we may retrieve a trace exhibiting a failure in the code under analysis.
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Proof. Let OP be the original problem. Let AOP be the translation of the original problem to Alloy
produced by TACO. Let P be the subproblem for which the SAT-solver returned a SAT verdict (recall
that P , as explained in Section 3.3.5, is actually a propositional formula). Let AP be the Alloy
subproblem of AOP such that its translation to a propositional formula is P . Since we assume that
the translation from Alloy to a SAT-problem implemented by the Alloy Analyzer is correct, there is an
Alloy environment e such that e |= AP . We will now show that e |= AOP . Notice that AP and AOP
only differ in the bounds of the Alloy fields that model the Java fields. Let us consider an arbitrary
Java field f. Let BfAP be the bound for field f in the Alloy model AP , and let BfAOP be the bound
for field f in the Alloy model AOP . Due to the MUCHO-TACO technique, BfAP ⊆ BfAOP . Since the
models only differ in the bounds, it is clear that if e |= f in BfAP , also e |= f in BfAOP . But, then,
e |= AOP . Since the TACO translation is assumed correct, the existence of an Alloy instance can be
traced back to a trace exhibiting a failure in the original source code under analysis.

Theorem 5. (Completeness) If the code under analysis has a fault that can be detected using TACO,
then the fault will be detected using MUCHO-TACO as well.

Proof. Let OP be a piece of code under analysis that contains a fault that can be detected using
TACO. Let AOP be the translation to Alloy produced by TACO. Since the translation implemented
by TACO has been assumed correct, there must be an Alloy environment e retrieved by the Alloy
Analyzer such that e |= AOP . Let f be an arbitrary Java field. Let BfAOP be the bound for field f in
the Alloy model AOP . Then, e(f) is a functional relation and e(f) ⊆ BfAOP . By the MUCHO-TACO
problem decomposition technique, an Alloy model AP must exist which only differs from AOP on the
bounds for fields, and such that:

• for each field f, e(f) ⊆ BfAP , and

• the timeout assigned to AP exceeds the time required to obtain a SAT result.

The reason why problem AP must exist is that, in the worst possible case, problem AOP would be
refined up to the point where e(f) = BfAP for every field f. In this case, since there is no more
nondeterminism left to remove, the Master process described in Fig. 3.8 enqueues AP without a
timeout.

Therefore e |= AP , and an environment exposing the failure is retrieved by MUCHO-TACO.

3.4 Evaluation

This section is organized as follows. In Section 3.4.1 we describe the container classes that we used
to evaluate MUCHO-TACO. In Section 3.4.2 we describe the computing infrastructure that we used in
the experiments. In Section 3.4.3 we present the experimental data and discuss the results.

3.4.1 Experimental Case Studies

Our benchmark comprises the following classes: An implementation SLList of sequences based on
singly-linked lists; BSTree: an implementation of binary search trees used as part of a benchmark
in [43]; RBTree: the implementation of class TreeSet from java.util, based on red-black trees;
AVLTree: an implementation of AVL trees obtained from the case study used in [52]; BinHeap: an
implementation of binomial heaps used as part of a benchmark in [43]. We had already used these
classes in the experimental evaluation of TACO (see Chapter 2).

3.4.2 Hardware and Software Infrastructure

Except where otherwise indicated, experiments were run on the CeCAR [69] cluster, which consists
of 56 identical quad-core PCs featuring two Intel Dual Core Xeon 2.67 GHz processors with 2 MB of
L2 cache per core and 2 GB main memory per host. Parallel analyses were run as 16x4x10h jobs (16
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quad-core nodes dedicated for up to 10 hours) using one process per core (1 master + 63 workers).
Parallel analyses reported in Table 3.4 were run as described above except for the number of nodes
(8x4x10h, 16x4x10h, 24x4x10h, etc). Sequential analyses, such as those using TACO after having
computed the tight bounds, were run on a single dedicated node.

3.4.3 Experimental Results

All the experiments were run 5 times, and the average time is reported. Table 3.2 reports the analysis
time required for the automatic mining of aliasing information proposed in Section 3.3.4. For any class
and scope in the benchmark, the additional time needed barely contributed to the overall analysis time.
The only cases in Table 3.2 requiring over one minute are those of class BSTree for scopes 15 and above.
For every such scope of said class, the analysis time using TACO and reported in Table 3.3 exceeds
the 10-hour timeout. Moreover, even the analysis times using MUCHO-TACO reach the timeout or are
close to reaching it. For example, consider BSTree.find() at scope 15, where MUCHO-TACO requires
495:41 while the corresponding aliasing computations take 01:07.

Tab. 3.2: Time needed for mining aliasing-related information.

Class s10 s12 s15 s17 s20

SLList 00:02 00:02 00:03 00:03 00:04
BSTree 00:06 00:17 01:07 02:43 21:07
AVLTree 00:03 00:04 00:08 00:14 01:18
TreeSet 00:04 00:05 00:08 00:12 00:31
BinHeap 00:04 00:05 00:08 00:10 00:14

Table 3.3 presents experimental results for the methods in each of the container classes described
in Section 3.3.2. For each method and each scope we report three values. The top row shows the
sequential analysis time as reported by TACO in [19]. The middle row shows the analysis time that we
measured using MUCHO-TACO. The bottom row estimates the speedup obtained by using MUCHO-
TACO instead of TACO. All times are expressed in mm:ss format, and a timeout, noted TO whenever
reached, is set at ten hours. In all cases, loops were unrolled up to 10 times.

The table shows many cases where MUCHO-TACO succeeds in analyzing code for which TACO
fails to produce a final verdict within the ten-hour timeout.

Let us briefly focus on method TreeSet.insert(). Since sequential analysis exceeds the ten-
hour timeout for scope 10, we know that the speedup achieved by MUCHO-TACO exceeds 69.6x
– yet we do not know by how much. If we now proceed to scope 12, we can see that sequential
analysis (predictably) exceeds the ten-hour timeout again. However, since analysis time usually grows
exponentially as scope is increased, it is reasonable to infer that it does so much more blatantly. While
we can only guarantee a speedup of 10.6x, an actual speedup well over 100x is more likely. In cells
where the speedup is most probably under-estimated, we used a chain of ‘>’ symbols to denote that
the actual value is (most probably) substantially larger than reported. We use as many ‘>’ as there
were previous or equal scopes yielding a TO in TACO. Notice, in particular, the use of ≫≫≫ at scope
15 for TreeSet.insert() (where scopes 10 through 15 yielded a TO). In contrast to the reported 2.5x,
the actual speedup is probably several thousand times. To test this hypothesis, we ran the experiment
again on a dedicated (and more powerful) workstation with the following characteristics: Intel Core
i5-750 CPU at 2.67GHz, 8 GB of RAM, Debian Linux 6 OS. We set a new timeout at 200 hours. The
timeout was reached before the analysis with TACO could produce a result. This raises the speedup
that we can safely guarantee to at least 50x.

In [19] we showed that TACO found a previously unknown bug in an implementation of method
extractMin() from class BinHeap, which was used in [43] as part of a benchmark for Java PathFinder.
To expose the bug, the input binomial heap must involve at least 13 nodes. The highlighted portion
of Table 3.3 shows the speedups obtained by using MUCHO-TACO: 20x in the case where TACO can



3. MUCHO-TACO 66

Tab. 3.3: TACO sequential time, MUCHO-TACO parallel time, and achieved speedup. Loop unrolls: 10.

Class Method s10 s12 s15 s17 s20

SLList contains 00:05 00:06 00:07 00:09 00:16
00:07 00:11 00:03 00:04 00:06
0.7x 0.5x 2.3x 2.2x 2.7x

insert 00:07 00:08 00:13 00:26 00:41
00:08 00:03 00:02 00:04 00:06
0.9x 2.6x 6.5x 6.5x 6.9x

remove 00:11 00:12 00:17 00:33 01:01
00:06 00:03 00:05 00:12 00:15
1.8x 4.0x 3.4x 2.7x 4.1x

BSTree find 114:47 TO TO TO TO
01:03 13:36 495:41 TO TO

109.3x >44.1x ≫≫1.2x
add TO TO TO TO TO

333:57 TO TO TO TO
≫1.8x

remove 32:59 TO TO TO TO
02:08 33:35 TO TO TO
15.4x >17.8x

AVLTree findMax 00:03 00:04 00:09 00:13 01:09
00:23 00:10 00:39 00:32 00:38
0.1x 0.4x 0.2x 0.4x 1.8x

find 00:36 01:41 08:20 33:06 179:54
00:25 00:50 01:29 03:16 19:43
1.4x 2.0x 5.6x 10.1x 9.1x

insert 04:47 21:53 173:57 TO TO
02:05 05:04 62:45 581:57 TO
2.3x 4.3x 2.8x ≫1.0x

TreeSet find 01:39 06:17 93:17 260:56 TO
00:58 00:40 04:31 16:48 516:28
1.7x 9.4x 20.6x 15.5x ≫1.1x

insert TO TO TO TO TO
08:37 56:41 241:52 TO TO

>69.6x ≫>10.6x ≫≫≫2.5x
remove 196:58 TO TO TO TO

13:03 92:29 TO
15.1x ≫6.5x

BinHeap min 00:14 00:17 01:31 02:51 07:26
00:14 00:36 01:13 01:27 03:15
1.0x 0.4x 1.2x 2.0x 2.3x

decreaseKey 30:26 TO TO TO TO
04:35 13:48 20:51 81:05 236:42
6.6x >43.5x ≫≫28.8x ≫≫≫7.4x ≫≫≫≫>2.5x

insert 37:30 218:13 TO TO TO
08:13 19:02 21:05 114:36 325:28
4.6x 11.4x >28.4x >>>5.2x ≫≫≫1.8x

extractMin 36:52 TO 43:33 176:47 TO
07:01 26:19 01:46 04:05 01:50
5.2x >22.8x 24.6x 43.3x ≫>1058x

also find the bug, and ≫1058x for scope 20, where TACO cannot find the bug within the ten-hour
timeout while MUCHO-TACO succeeds in less than two minutes.

In cases where sequential analysis can be completed very efficiently, such as the SList class atop
Table 3.3, MUCHO-TACO does not produce significant speedups.

As we explained in Section 3.4.2, all parallel experiments described so far were run on 16 quad-core
PCs using one master and 63 worker processes. In table 3.4 we report the evolution of elapsed analysis
times as the number of workers is increased. We chose AVLTree.find() for this experiment because
its sequential analysis time using TACO was the largest on Table 3.3 where scope 20 did not reach the
ten-hour timeout.
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Tab. 3.4: Analysis time and speedup for growing number of workers. Method AVLTree.find(), scope 20.

Hardware 8x4 16x4 24x4 32x4 40x4
Workers 31 W 63 W 95 W 127 W 159 W
AVLTree.find 23:14 19:43 13:07 10:07 9:41
Speedup 7.7x 9.1x 13.7x 17.78x 18.5x

3.4.4 Threats to Validity

We evaluated MUCHO-TACO on a benchmark consisting of several container classes. These classes
consist of just a few hundred lines of code each, e.g. ∼450 LOC for TreeSet, ∼270 LOC for Bin-
Heap, etc. However, the difficulty of analyzing such classes does not reside in their size, but rather
in the complexity of their invariants. Container classes have become ubiquitous [70, 43], and are rep-
resentative of a wider class of programs that include, for instance, parse trees and XML documents.
Moreover, a number of analysis tools have used these classes as benchmarks as well [70, 71, 9, 6, 4, 43].
Also, they are good examples of code in which strong heap properties must be enforced. Nevertheless,
more experiments with other benchmarks will contribute to a better assessment of the strengths and
limitations of the technique.

We have strived to realistically estimate the benefits of MUCHO-TACO over the sequential TACO
tool, but covering all dimensions with equal emphasis is not possible. One might contest our interpre-
tation of experimental results, for instance, by pointing out that its emphasis on speedup and elapsed
(wallclock) time disregards other important issues like efficiency and total cumulated CPU usage, in
terms of which the same payoffs may look less impressive in some cases. While this objection is a
sensible one, we believe that a typical potential user of a distributed BEA tool (having, by definition,
access to some quantity of idle hardware) will pragmatically favor significant boosts in turnaround
time and maximum tractable problem size.

3.5 Related Work

A small number of code analysis tools are available for experimental comparison. In [19] we compared
TACO with JForge [6], Kiasan [54], Java PathFinder [22], ESC/Java2 [53], Jahob [65] and Dafny [58].
Since MUCHO-TACO outperforms TACO, it transitively outperforms these tools.

Even fewer tools are available allowing the parallel analysis of Java programs. In [71], a parallel
version of Symbolic Java PathFinder was presented, which reports

. . . “a maximum analysis time speedup of 90x observed using 128 workers, and a maximum
test generation speedup of 70x using 64 workers.”

In Table 3.3 we showed maximum speedups of 1058x for a faulty method and 109.3x, for a correct
one, using 63 workers. These figures, as we explained in Section 3.4.3, are conservative estimations.
Several of the case studies from [71] are the same ones used in this chapter. Furthermore, while [71]
addresses the problem of test generation, we face the more demanding one of bounded analysis, where
the state space to be traversed is generally larger.

Since TACO operates by reduction to the propositional satisfiability problem, an alternative to
MUCHO-TACO would be the use of a distributed SAT-solver as a back-end to TACO. Our attempts
to explore this design were hindered by the scarcity of real-world implementations.

CryptoMiniSat2 is an award-winning open source solver with sequential and parallel operation
modes. The author also mentions distributed solving among its long-term goals. No public release or
other news about this have been announced. GrADSAT [72] reported experiments showing an average
3.27x and a maximum 19.9x speedup using various numbers of workers ranging between 1 and 34.
C-sat [73] is a SAT-solver for clusters. It reports linear speedups, but the tool is not available for
experimentation.
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PMSat [74], an MPI-based, cluster-oriented SAT-solver is indeed available for experimentation,
but reports generally small speedups. It is based on a notion essentially equivalent to that of guiding
paths, a concept originally introduced by PSATO [75]. SAT-solvers based on this approach split the
state space by choosing truth values for a number of propositional variables. As explained in [75], if k
variables are chosen, 2k subproblems may be produced. This is not the case inMUCHO-TACO. If inside
a MUCHO-TACO bound for a field f we have f in Ni->M1 + Ni->M2 + ... + Ni->Mk eliminating
nondeterminism for node Ni requires splitting the bound into k smaller bounds. In the process, the
k variables corresponding to the pairs get their value set to either true or false in each model. If we
are eliminating the nondeterminism from two distinct nodes Ni and Nj in the domain at once, this
produces at most as many problems as the size of the Cartesian product Ran(Ni, f)×Ran(Nj, f), which
is polynomial on the number of propositional variables whose truth value is being set. The procedure
can be generalized to an arbitrary number of nodes. This is possible because fields are functional: in
other words, we exploit information from the problem domain to improve the analysis. MUCHO-TACO
thus generates fewer subproblems than SAT-solvers based on guiding paths.

If instead of the TACO translation we used one that, like the one presented in [61], requires
a logarithmic number of variables to represent the codomain of a Java field, then the number of
subproblems generated by a parallel SAT-solver based on guiding-paths would be comparable to the
number of subproblems generated by MUCHO-TACO. Unfortunately, such a translation does not allow
to refine bounds and is incompatible with TACO and MUCHO-TACO.

JForge [6] is very close to TACO in its intentions. In [19] we experimentally compared TACO with
JForge, and showed that the TACO technique produces a significant speedup. Since MUCHO-TACO
outperforms TACO, it improves over JForge as well. JForge is available for download, and its authors
have been very supportive.

Miniatur [5], likeMUCHO-TACO, performs scope-bounded analysis. Some of the examples reported
are also treated in this chapter with MUCHO-TACO. For instance, [5] also analyzes the TreeSet

implementation, but does so using scope 4 for Object, 3 loop unrolls, and a simplified property where
only the size is checked to evolve correctly. A distinguishing feature of Miniatur is its improved (with
respect to the Alloy Analyzer) handling of integers and arrays. Quoting [5],

“This allows us to represent integers in much larger ranges than previously possible. Our
tool can handle 16-24 bit integers, a considerable improvement over previous approaches
which handled 4 bits.”

MUCHO-TACO can handle 32-bit integers, 64-bit longs and IEEE-754-compliant floating point, thanks
to its adoption of the encoding used in FAJITA, our tool for test generation [76]. Since the case studies
do not involve arithmetic, we used Alloy integers. The translation from code to a relational logic
specification presented in [5] (which slices the translated code according to the specification) could
also be used in the translation from MUCHO-TACO. Miniatur is not available for experimentation,
even for academic purposes.

Parallel analysis of code has also been attempted by splitting the program control flow graph and
using JForge to analyze each slice [77]. The experiments presented intersect with ours. For example,
singly linked lists and binary search trees are considered, but for generally small scopes and fewer loop
unrolls. For method add in class SLList, the scope is set to 8 (our benchmark starts with a minimum
of 10), and the maximum number of loop unrolls is 8, while we use 10. Similar situations arise in the
rest of the examples; notwithstanding, analysis times with the parallel version are substantially larger
than those achieved using MUCHO-TACO. For instance, insertion on a binary search tree with scope
7 and 3 loop unrolls when the original problem is split into 4 subproblems, requires 76 seconds for the
subproblem that is solved more efficiently and 6409 seconds for the most demanding subproblem [77].
Analyzing the whole problem using MUCHO-TACO requires 23 seconds. The technique presented in
[77] is compatible with MUCHO-TACO.

An approach to parallelizing scope-bounded analysis based on data-flow analysis was presented
in [78]. The technique is compatible with MUCHO-TACO. The authors also include collection imple-
mentations among their experiments. Method contains from an implementation of singly linked lists
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is analyzed, using a scope of 8 nodes and up to 8 loop unrolls. Analyzing the same method with
MUCHO-TACO using the same scope and number of loop unrolls takes under one second. Regarding
method insert from class RBT (red-black trees), and quoting the authors,

For the RBT.insert() method, VARDEF strategy completes within 40 minutes for a
scope of 4 and 4 unrolls while all other strategies run out of memory.

This method is analyzed by MUCHO-TACO in under one second. MUCHO-TACO can handle said
method for scopes up to 15 and 10 loop unrolls without running out of memory.

3.6 Conclusions and Further Work

We presented a novel technique for parallel analysis of sequential Java code. MUCHO-TACO, the
analysis tool implementing the technique, effectively improves code analyzability by allowing TACO
users with access to (even modest-sized) PC clusters to harness aggregated computational resources,
enabling verification of most problem instances of the kinds that TACO was designed to address at
scopes hitherto considered untractable.

We now look forward to evaluating MUCHO-TACO well beyond the TACO baseline, on a broader
benchmark including many other real-world Java classes. In particular, due to the dramatic speedups
typically obtained when a bug does exist, we are looking forward to carrying out further experiments
with faulty code. Its success at finding bugs also suggests that MUCHO-TACO could be useful as a
component within an efficient tool for parallel generation of test inputs.

Some additional optimizations should be considered. For example, it is possible to remove even
more propositional variables by using data-flow analysis to prune not just variables from the initial
state, but also those from intermediate states of the program under analysis [79].

3.7 Resumen

En este caṕıtulo presentamos MUCHO-TACO, una técnica distribuida para hallar bugs en forma au-
tomática que utiliza como base la herramienta secuencial TACO. También presentamos la herramienta
homónima, MUCHO-TACO, un prototipo que lleva a la práctica las ideas de la técnica, y la evaluamos
experimentalmente.

Como hemos visto en el Caṕıtulo 2, la técnica TACO se basa en el cómputo automático de cotas
ajustadas para campos y su aprovechamiento, una vez computadas, para reducir los tiempos de análisis
posteriores. Dichas cotas ajustadas por lo general involucran un cierto grado de no-determinismo. Por
ejemplo, dado un elemento del dominio a y una relación r, la cota ajustada para esa relación nos dice
con qué elementos b del codominio podŕıa relacionarse el elemento a a través de r. T́ıpicamente existen
varias alternativas para b. Si bien aquellas que son completamente imposibles (porque no podŕıan tener
lugar en ninguna configuración válida, de acuerdo con el invariante de clase y los axiomas de ruptura
de simetŕıas) ya habrán sido eliminadas previamente durante el cómputo de cotas ajustadas que realiza
TACO, nótese que incluso respetando las cotas ajustadas siguen existiendo múltiples opciones (distintos
elementos b) que śı podŕıan utilizarse en distintas configuraciones válidas.

La idea clave de MUCHO-TACO es la eliminación progresiva de dicho no-determinismo como un
mecanismo para particionar recursivamente los problemas en subproblemas más sencillos, cuyas cotas
para los campos sean más ajustadas (esto es, tengan más partes ya determinizadas) que las de los
problemas originales. Esto se basa en la hipótesis (que ya fue estudiada en detalle en el Caṕıtulo 2)
de que cuantas menos variables proposicionales resulten necesarias para representar el estado inicial
de un sistema, menos tiempo será necesario para el análisis posterior.

La técnica se acompaña aqúı con teoremas que muestran que la descomposición aśı planteada,
que posibilita el análisis paralelo, es correcta y completa respecto del análisis secuencial del problema
original utilizando TACO. Puede además reaplicarse recursivamente.

Sin embargo, la eliminación del no-determinismo incluso de unos pocos objetos ya puede dar lugar
a una explosión de subproblemas considerable, y a menudo prohibitiva. Por ejemplo, en la Fig. 3.7
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puede verse cómo la cantidad de subproblemas resultante (para árboles rojo-negros de hasta 15 nodos)
aumenta conforme se incrementa la cantidad de objetos del dominio de los cuales se elimina el no-
determinismo. Para paliar esta explosión proponemos tres optimizaciones.

La primera optimización consiste en restringir el procedimiento de partición de problemas de
modo que sólo produzca configuraciones compatibles con los axiomas de ruptura de simetŕıas con
los que TACO instrumenta el modelo (ver Caṕıtulo 2). La segunda consiste en evitar el aliasing
innecesario. Es posible detectar automáticamente (a partir del invariante de clase) aquellas relaciones
que nunca pueden apuntar a un mismo objeto (ya sea que se trate de dos relaciones distintas, o
de la misma relación considerada dos veces). Para cada uno de estos casos proponemos una forma
automática de determinar si tales clases de aliasing son o no factibles, y en aquellos casos en que no
lo sean, el mecanismo de partición tendrá en cuenta este hecho. Entre los resultados experimentales
mostraremos que la cantidad de tiempo adicional necesaria para determinar en forma automática si
puede o no haber aliasing no añade tiempo significativo en comparación con el del análisis principal.
La tercera optimización consiste en la eliminación de subproblemas espurios, en el sentido de que esas
cotas ajustadas –si bien cumplen los axiomas de ruptura de simetŕıas y las restricciones de aliasing
halladas– no son extensibles a ninguna estructura válida de acuerdo con el invariante de representación
declarativo provisto por el usuario. Concretamente: para aquellas configuraciones que pasan las dos
primeras optimizaciones, el tercer y último filtro consiste en correr un SAT-solver sobre la cota ajustada
en cuestión y una versión del problema que sólo contiene el invariante de la clase (pero no la traducción
del código que estamos verificando). En todos los casos, esto nos permitió determinar en unos pocos
milisegundos si vale o no la pena ejecutar el análisis principal. (Cuando el invariante no es satisfactible
bajo ese subproblema, el análisis de código es superfluo porque, al no existir inputs válidos, no pueden
existir inputs válidos que conduzcan a un estado inválido.) En la Tabla 3.1 vemos las cantidades
de subproblemas obtenidos sin optimizaciones, con la primera, con las primeras dos, y con las tres
optimizaciones propuestas, para las distintas clases que conforman el banco de evaluación.

Para la evaluación experimental se utilizaron diversas clases contenedoras muy similares a las origi-
nalmente utilizadas para la evaluación de TACO: listas enlazadas, árboles binarios de búsqueda, árboles
AVL, conjuntos sobre árboles rojo-negro, heaps binomiales; ver 3.4.1 para más detalles. Concluimos
que MUCHO-TACO efectivamente empuja la barrera de lo tratable, permitiendo al usuario munido
de un cluster de computadoras de bajo costo verificar propiedades del tipo de las que maneja TACO
para tamaños de problema que exceden (a veces en varios órdenes de magnitud) los manejables por
el análisis secuencial.
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Summary

Bounded verification of Alloy models essentially consists of searching for counterexamples of intended
properties under the assumption that all data type domains are restricted in size by a provided
bound (called the scope of the analysis). The absence of errors in the analyzed models is relative to
the provided scope, so achieving verifiability in larger scopes is necessary in order to provide higher
confidence in model correctness. Unfortunately, analysis time usually grows exponentially as the scope
is increased.

A technique that helps in scaling up bounded verification is parallelization. However, the perfor-
mance of parallel bounded verification greatly depends on the particular strategy used for partitioning
the original analysis problem, which in the context of Alloy is a Boolean satisfiability problem. In
this chapter we present a novel technique called transcoping, which examines many alternative ways to
partition a SAT problem resulting from an Alloy model at small scopes, then extrapolates this informa-
tion in order to select an adequate partition for larger scopes. Our experiments show that transcoping
allows us to find suitable partitions that make the parallel analysis feasible, and in particular lead to
successfully analyzing some models at scopes that have been elusive for years.

4.1 Introduction

Software specification is a crucial activity for software development. It consists of describing software
and its intended properties without the operational details of implementations. By specifying software,
and especially if one does so prior to implementation, one is able to better understand the software
to be developed, and even validate requirements, which would save time and development costs com-
pared to finding flaws in them in later stages of development. The vehicle to specify software is the
specification language. Some important characteristics of specification languages are declarativeness,
expressiveness and analyzability. Declarativeness and expressiveness allow one to capture require-
ments more naturally and precisely, while analyzability allows one to better exploit specifications by
more effectively finding flaws, inconsistencies, etc.

Due to their intrinsic well-defined formal semantics, formal approaches to specification are usually
better suited for analysis. Representatives of formal specification languages are, for instance, B [80],
Event-B [81], Z [82], the Object Constraint Language (OCL), the Java Modeling Language (JML) [17],
and Alloy [2]. Some of these languages, B and Alloy in particular, have been designed with analysis
as a main concern. A main difference between these two languages is that the analysis underlying
B’s design is heavyweight (semi-automated theorem proving, essentially), while Alloy favors fully
automated analysis. The main analysis technique behind Alloy is lightweight, based on Boolean
satisfiability (SAT). This analysis turned out to be extremely useful in making subtle modeling errors
visible, as is evidenced by approaches to the analysis of all the aforementioned specification languages
(or, more precisely, fragments thereof) that translate to Alloy in order to profit from the latter’s
analysis mechanism.

The analysis mechanism implemented by the Alloy Analyzer, the tool associated with Alloy, is
bounded verification. Bounded verification is a lightweight formal analysis technique that consists of
looking for assertion violations of a model, under the assumption that the data domains in the model
are bounded by a user provided bound (called the scope of the analysis). Thus, the absence of errors
in the analyzed models is relative to the provided scope, and errors might be exposed in larger scopes.
Consequently, confidence in the correctness of models depends on the scope: the larger the scope, the
more confident we will be that the specification is correct. That is, achieving verifiability in larger
scopes is necessary in order to provide higher confidence on model correctness. Unfortunately, analysis

71



4. Transcoping 72

time usually grows exponentially as the scope increases, so approaches to increase the scalability of
bounded verification are essential. A technique that helps to increase the scalability of bounded
verification is parallelization. Essentially, this consists of partitioning the original SAT problem into a
number of different independent smaller problems, which can be solved in parallel.

Typically, the speedup obtained by parallelization strongly depends on how the original problem
is partitioned. Unfortunately, finding an adequate partition for a problem is difficult; for problems
whose sequential analysis takes hundreds of hours, most partitions of the original problem often lead to
parallel analyses that still exhaust the available resources (time or memory). In this chapter, we study
the problem of choosing an appropriate partition of a SAT problem, in order to analyze it in parallel.
We present a novel technique called transcoping, which consists of examining alternative partitions for
small scopes, and extrapolating this information to select an adequate partition for larger scopes. As
the experiments presented in Section 4.5 show, transcoping indeed allows us to find suitable partitions
that make the parallel analysis feasible. Moreover, the experiments in Section 4.5 deal with problems
whose sequential analyses take hundreds of hours, and whose parallel analyses most often timeout as
well, but by extrapolating analysis information via transcoping we can efficiently analyze them. In
particular, transcoping allows us to analyze models on scopes that have been elusive for years. In
Section 4.6 we discuss related work, and finally, in Section 4.7 we conclude and present some ideas for
further work.

4.2 Bounded Verification: Alloy and the Alloy Analyzer

Alloy is a formal language based on a simple notation, with a simple relational semantics, which
resembles the modelling constructs of less formal object oriented notations, and therefore is easier
to learn and use for developers without a strong mathematical background. In addition to being a
relevant specification language, Alloy has also received attention as an intermediate language: there
exist many translations from other languages into Alloy. For instance, a translation from JML (a
formal language for behavioral specification of Java programs) to Alloy is implemented as part of the
TACO tool [19]. A number of tools have also been developed for translating OCL-annotated UML
models into Alloy (e.g., [83, 84]). Alloy has also been the target of translations from Event-B [81] and
Z [85].

There is a good reason for the existence of the above mentioned translations from other languages
into Alloy: Alloy offers a completely automated SAT-based analysis mechanism, implemented in the
Alloy Analyzer [13]. Basically, given a system specification and a statement about it, the Alloy
Analyzer exhaustively searches for a counterexample of this statement (under the assumptions of the
system description), by reducing the problem to the satisfiability of a propositional formula. Since the
Alloy language features quantifiers, the exhaustive search for counterexamples has to be performed
up to certain bound in the number of elements in the universe of the interpretations, called the scope
of the analysis. Thus, this analysis procedure cannot be used in general to guarantee the absence of
counterexamples for a model. Nevertheless, it is very useful in practice, since it allows one to discover
subtle counterexamples of intended properties, and when none is found, gain confidence in the validity
of our specifications. The existence of the many translations from other languages into Alloy provides
evidence of the usefulness of the Alloy Analyzer’s analysis in practice.

Let us introduce the Alloy language by means of an example, which will also serve the purpose of
explaining how the Alloy Analyzer performs its analyses. Consider the address book example from [2,
Fig. 5.1], presented in Fig. 4.1. In this example, an Alloy model of an address book, consisting of a
set of known people and their corresponding addresses, is proposed. Let us go through the elements
of an Alloy model. Alloy is a rich declarative language. It allows one to define data domains by
means of signatures, using the keyword “sig”. An abstract signature is one whose underlying
data set contains those objects belonging to extending signatures. In the example, the data domain
associated with signature Target is composed of the union of the (disjoint) domains Addr and Name.
Signatures are, in some sense, similar to classes, and may have fields. For instance, signature Book has
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module addressBook

abstract sig Target {}

sig Addr extends Target {}

sig Name extends Target {}

sig Book {addr: Name -> Target}

fact Acyclic {all b: Book | no n: Name | n in n.^(b.addr)}

pred add [b, b’: Book, n: Name, t: Target] {

b’.addr = b.addr + n -> t }

fun lookup [b: Book, n: Name]: set Addr {n.^(b.addr) & Addr}

assert addLocal {

all b,b’: Book, n,n’: Name, t: Target |

add [b,b’,n,t] and n != n’ => lookup [b,n’] = lookup [b’,n’]

}

// This command should produce a counterexample

check addLocal for 3 but 2 Book

Fig. 4.1: An Alloy example: the addressBook sample model from [2, Fig. 5.1].

a field named addr, which represents the mapping from names to targets (other names or addresses)
that constitutes an address book. According to Alloy semantics, fields are relations. In this case,
since “->” stands for Cartesian product, addr ⊆ Book × Name × Target. Axioms are provided in
Alloy as facts, while predicates (defined using the keyword “pred”) and functions (defined using the
keyword “fun”), offer mechanisms for defining parameterized formulas and expressions, respectively.
Formulas are defined using a Java-like notation for connectives. Alloy features quantifiers: “all”
denotes universal quantification, while “some” is existential quantification. Terms are built from set-
theoretic/relational operators. They include constants (like “univ”, denoting the set of all objects in
the model, or “none”, which denotes the empty set). Unary relational operators include transposition
(which flips tuples from relations) and is denoted by “~”. Alloy also includes transitive closure (denoted
by “^”) and reflexive-transitive closure (denoted by “*”), which apply to binary relations. Relational
union is denoted by “+”, intersection by “&”, and composition by “.”.

Fact Acyclic in the model specifies that there are no cyclic references in address books (formula
“no n: Name | ...” is equivalent to “all n: Name | not ...”). Predicate add, on the other
hand, is used to capture an operation of the model – the one corresponding to adding a new entry
into an address book. The formula corresponding to this predicate indicates which is the relationship
between the pre- and post-states of the address book (referred to as b and b’ in the predicate).

In addition to the described elements, an Alloy model may also have assertions. An assertion
represents an intended property of a model, i.e., a property that is expected to hold as a consequence
of the specification. Assertions can be analyzed by checking their validity in all possible scenarios
within a provided scope. The “check” command is used to instruct the Alloy Analyzer on how
to analyze an assertion, in particular by specifying the corresponding scope. The Alloy Analyzer
translates the model and the assertion of interest to a propositional formula. Notice that the model
may include explicit facts (the model axioms), implicit facts (properties that follow from the typing
of fields and “subtyping” between signatures), and the assertion to be analyzed. The Analyzer then
produces a propositional formula representing the conjunction:

Explicit Facts && Implicit Facts && !Assert .

The translation is made possible due to the finitization information provided by the scopes in the check
statement. Notice that if the resulting propositional formula is satisfiable, then the Alloy Analyzer
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can retrieve a valuation that satisfies the facts, yet violates the assertion (a counterexample showing
that the property of interest does not hold in the model). Since the analysis is performed relative
to the prescribed scope, a verdict of unsatisfiability only implies that counterexamples do not exist
within the scope. The assertion under analysis may be false but larger domains may be necessary to
exhibit counterexamples.

4.3 Parallel SAT-Solving

One way to parallelize the problem of deciding the satisfiability of a propositional formula is by
dividing the original problem into smaller instances and then solving these independently. Such parallel
approaches to SAT solving use a divide-and-conquer pattern: problems that are too hard to be tackled
directly are split into several (hopefully easier) subproblems by choosing n propositional variables, and
splitting the problem into the 2n disjoint smaller subproblems, where the chosen propositional variables
are instantiated with all possible combinations of boolean values. How many nontrivial subproblems
are thus obtained, whether they are in fact easier, and how much easier than the parent problem these
turn out to be, all strongly depend on the branching variables chosen to partition the search space
into disjoint subproblems.

In our case, the splitting process is achieved by means of a mechanism similar to guiding paths [75],
with some differences that are worth noting. While one could simply choose n branching variables to
split a problem into 2n disjoint smaller ones, our experience working with CNF formulas arising from
the translation of Alloy specifications suggests that the actual number of nontrivial subproblems is
usually small compared to the number of subproblems, and often significantly smaller. It is worth then
to try to filter out subproblems that can easily shown to be trivially unsatisfiable during the splitting
process, without ever producing or enqueueing them. For instance, if the n branching variables happen
to be part of the same “row” within the representation of a functional Alloy relation, a quick round of
boolean constraint propagation will easily discard most combinations, and only the n+1 subproblems
where at most one of the variables is true will “pass the filter” and become new subproblems. This is
the approach we follow.

Two separate parameters control how problems are split. One of them is a source of branching
variables, i.e., a criterion determining which sequence of decision variables should be considered (but
not how many). The second one is a limit on the number of subproblems to be spawned, i.e., how
many new tasks the system is willing to accept. The actual number of nontrivial subproblems may
greatly vary depending on which variables are chosen. So, an a priori limit on the number of variables
to branch is hard to determine. We therefore generate subproblems and solve the trivial ones as
part of the same process. The following pseudocode illustrates our resulting approach to splitting a
satisfiability problem into subproblems:

children = [[]]

while varSource.hasMore() and len(children) < children_limit:

var = varSource.next()

newchildren = []

for litlist in children:

for newlit in (-var, +var):

newlitlist = litlist + [newlit]

if not trivially UNSAT(newlitlist):

newchildren.append(newlitlist)

children = newchildren

The above described approach to parallel SAT solving is implemented in our prototype distributed
solving tool ParAlloy. The parallel analysis experiments featured in this chapter were run using
the latest prototype of ParAlloy, which runs on any cluster of independent commodity PCs. Its
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main system requirements are a working MPI [86] implementation, a C++ compiler and a Python
interpreter. The latest version of the Minisat [30] solver is used at the core of each worker process.
Python and mpi4py [87] are used to glue the dynamic aspects of the system together.

The implementation constantly monitors the subproblem solving rate, i.e., the average number of
tasks that are proved UNSAT (thus closing a branch of the search space) per unit of time. At regular
intervals, said rate is inspected and compared with a threshold, in order to take action if not enough
progress is taking place. If the rate is below the threshold, the oldest worker process (whichever has
been solving its subproblem for the longest amount of time) is instructed to split that subproblem. In
order to keep efficiency rates high, this is also done if the UNSAT rate is above the threshold but there
are idle workers (which implies that all pending task queues are empty). In the current version of
the ParAlloy tool, inspection of the UNSAT rate (and possibly corrective action) takes place every 5
seconds, and the UNSAT rate threshold is set at 0.15 per second per worker. For the 68-worker setup
used in the parallel analysis experiments shown in Section 4.5, this means that a progress threshold
of 10.2 UNSATs per second is enforced.

4.4 Transcoping

In this section we present Transcoping, the main contribution of this chapter. Transcoping is a new
technique for improving the scalability of parallel bounded exhaustive analysis. As it will be explained
later on, this technique takes into account the performance of different alternative ways of splitting
a SAT problem for small scopes, and extrapolates this information to select an adequate splitting
approach to be used with larger scopes.

Let us start by introducing the notion of splitter, corresponding to a criterion for selecting propo-
sitional variables to split a propositional satisfiability problem.

Definition 3. Given an Alloy model A whose translation to conjunctive normal form (CNF) is a
proposition P , and a bound b on the number of expected subproblems, a splitter is an algorithm for
selecting propositional variables from P in such a way that the number n of produced subproblems
satisfies n ≤ b.

Not every variable-selecting algorithm is an appropriate splitter. We require a splitter S to satisfy
the following properties:

• transcopability : there has to be an algorithm that, given the variables selected by S at scope i,
can determine which variables should be selected by S at a larger scope k > i — in other words,
which variables at the larger scope should correspond to the ones selected at the smaller scope.

• predictability in a class C of splitters : if S is the best (the one that yields a partition that can
be solved in parallel faster) splitter from C to be used in scope k, then there exists a scope i
(i < k), such that S is the best splitter in C for all scopes j such that i ≤ j ≤ k.

While transcopability is in general easy to guarantee (we will discuss this property later on, when
the splitters are presented), predictability may, on the other hand, be more intricate. In order to
understand why, consider, as an example, the model of the mark and sweep garbage collection algo-
rithm provided as part of the Alloy Analyzer’s distribution, and the assertion Soundness2 in it. The
sequential analysis times (in seconds) for this assertion are 1, 23, 217 and 2855, for scopes 7, 8, 9 and
10, respectively. Notice that for scope 7 the sequential analysis takes only 1 second. Therefore, all the
splitters will generate partitions whose problems in general will have a very low analysis time, which
prevents us from perceiving a clear order if one exists. So, we must consider larger scopes in which
the differences between analysis times are easier to perceive. Unfortunately, the analysis time grows
quite fast. Already for scope 10, applying all the available splitters (that will be presented in Section
4.4) and analyzing the generated subproblems in order to define an adequate ordering, is too costly.
Therefore, we will be limited to the conclusions that we can reach by mining the data obtained for
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the smallest scopes that are large enough to allow us to differenciate splitters (e.g., for Soundness2,
scopes 8 and 9). As we will show in Section 4.5, in the case of Soundness2, this is enough to arrive at
valuable conclusions.

A Portfolio of Splitters

Let us now describe an initial collection of splitters, that we assume that satisfy transcopability and
predictability. We will present evidence to this effect when the transcoping technique is evaluated, in
Section 4.5.

The VSIDS Splitter.

VSIDS (Variable State Independent Decaying Sum) [88] is a particular decision heuristic that many
modern SAT-solvers (including Minisat) use in order to select the next variable to decide, i.e., to be
used for splitting (by instantiating it with true and false). The heuristic keeps track of the number
of occurrences of a given literal in the formula under analysis, a value that is incremented by a fixed
amount whenever new clauses containing the literal are learnt. When a new variable is selected to
be decided, the one with the largest VSIDS ranking is chosen. Given k, the maximum number of
subproblems to be generated, the VSIDS splitter is defined as follows:

Once the underlying SAT-solver is interrupted, select branching variables by considering the
ranking of the variable activity score in the solving process, until the number of nontrivial
subproblems reaches k.

For the evaluation in Section 4.5, in order to compute the VSIDS rank we will analyze the problem
sequentially and use the ranking resulting at the end of the sequential analysis. This forces us to use
small scopes during the mining phase (otherwise the complete sequential analysis becomes infeasible).
Alternatively, we could use an intermediate ranking (for example, the ranking obtained after 10 seconds
of analysis), but that would add another dimension to the evaluation, making it too complex for our
purposes. For those scopes in which the complete sequential analysis is infeasible, we will use the
ranking produced after 5 seconds of SAT-solving (this is the case when analyzing a problem for large
scopes after the mining phase). As we will see in Section 4.5, this limitation does not affect the quality
of the analysis of the presented examples (or any other example we used for assessment).

Transcopability is clearly satisfied by VSIDS, since lifting variables from the VSIDS ranking is
algorithmic. Notice that there is no direct relationship between the variables selected using VSIDS
in a small scope, and the variables selected in larger scopes. As the experiments in Section 4.5 show,
predictability is achieved just by using the same technique.

The “Field” Family of Splitters.

Alloy models include signature fields. During the process of translating a model to a propositional
formula, fields are modeled as matrices of propositional variables. Matrix dimensions are determined
by the field typing and the analysis scopes. As an example, consider an Alloy specification containing
the following signature declaration:

sig Source {

field : Target

}

Suppose we want to analyze the command check assertion for N but 4 Source, 5 Target.
If the assertion has counterexamples, each counterexample must provide domains S = {S0, S1, S2, S3}
and T = {T0, T1, T2, T3, T4} for signatures Source and Target, respectively, as well as a binary relation
field ⊆ S × T , that make the formula corresponding to the assertion satisfiable. The relation field is
characterized by the following matrix:
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Mfield :=

pS0,T0 pS0,T1 pS0,T2 pS0,T3 pS0,T4

pS1,T0 pS1,T1 pS1,T2 pS1,T3 pS1,T4

pS2,T0 pS2,T1 pS2,T2 pS2,T3 pS2,T4

pS3,T0 pS3,T1 pS3,T2 pS3,T3 pS3,T4

whose entries are propositional variables, and where pSi,Tj
= true ⇐⇒ 〈Si, Tj〉 ∈ field . Different

fields have different degrees of relevance on a satisfiability problem, depending on how the fields are
involved in the model. So one may consider different fields, to choose variables from these fields’
representations in order to partition the SAT problem. Each model field f gives rise to a different
splitter (which we shall often refer to as simply f). The “Field” family of splitters is defined as follows:

Select variables from matrix Mf , from the bottom-right entry towards the top-left entry,
while the number of nontrivial subproblems does not surpass the given subproblem limit k.

For the above matrix, the order in which variables would be selected is:

pS3,T4 , pS3,T3 , pS3,T2 , pS3,T1 , pS3,T0 , pS2,T4 , pS2,T3 , . . . , pS0,T1 , pS0,T0 .

Other Candidate Splitters.

Various other splitters have been devised. However, for the case studies assessed so far, the Field
family and VSIDS are the most promising ones. The parallel SAT-solver PMSat [74] uses as its
variable-selecting heuristic those variables that occur in more clauses. This could give origin to a new
splitter by selecting those variables that are more frequently found in the formula. Similarly, one can
determine, for a given variable, which are the variables whose decision propagate the value of more
literals. A splitter is then defined by selecting those variables that propagate the most.

4.4.1 Selecting the Right Splitter

Given an Alloy model containing an assertion A to be checked, a splitter S and a bound b on the
number of subproblems to generate, S provides an algorithm to select variables to be used in an initial
splitting of the (CNF translation of the) model. The splitting produces CNF subproblems sp1, . . . , spk,
with k ≤ b, which can be SAT-solved sequentially (sp1; · · · ; spk), or in parallel (sp1|| · · · ||spk).

Once all the splitters are run on scopes i, i+ 1, . . . , j, we must decide which splitter is going to be
used in scopes larger than j. In order to make an informed decision we will store, for each splitter S
and scope l (i ≤ l ≤ j), the following information:

NUMS,l: Given a problem on scope l, the number of subproblems generated by splitter S.

MAXS,l: Given a problem on scope l, the maximum analysis time incurred by any of the subproblems
generated by splitter S.

AVGS,l: Given a problem on scope l, the average analysis time required by the subproblems generated
by splitter S.

SUMS,l: Given a problem on scope l, the sum over all the analysis times of the subproblems generated
by splitter S.

DEVS,l: Given a problem on scope l, the standard deviation of the analysis times of the subproblems
generated by splitter S.

MEDS,l: Given a problem on scope l, the median of the analysis times of the subproblems generated
by splitter S.
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Our goal is to convey our insight on how the information about how splitters behave for small
scopes has to be interpreted in order to decide which splitter to use for larger scopes (as opposed
to defining a unique mechanism for ranking splitters based on this information). As we will see in
Section 4.5, based on this information it is often possible to choose a good splitter.

Of the above listed parameters, MAX is the most important. A high value of MAX (close to
the time required to analyze the source problem before being splitted), shows that a child subproblem
(the one that has MAX as its analysis time) is likely to be nearly as hard to be analyzed as its
parent, deeming the splitting performed not useful. On occasion, MAX alone is not enough in order
to appropriately comparing splitters. This can be observed in Table 4.1 (see Section 4.5), where
splitters VSIDS and Domain2.dstBinding alternate their order with respect to MAX, as the scope is
increased. By looking at the value of the SUM parameter in scope 8, one can see that VSIDS has a
much lower value than Domain2.dstBinding (218.29” versus 1678.88”), allowing us to decide between
these splitters. A high sum (compared to the other splitters) usually indicates a bad splitting, where
subproblems share complex portions of the SAT-solving search space. Therefore, splitters with a high
sum are usually demoted to lower positions in the ordering. The most appropriate ordering in this
case would then be VSIDS < Domain2.dstBinding.

It is important to remark that the heuristics just presented allow us to predict the best splitter
(within the available set) for each of the case studies to be discussed in Section 4.5. Moreover,
computing the parameters MAX, SUM, etc. for each splitter in a small scope is inexpensive. We
have both a sequential prototype and parallel prototype that can be used interchangeably depending
on the availability of the cluster infrastructure, in order to compute these values.

An alternative to the use of the above heuristics for ordering the splitters is to carry out the actual
parallel analysis in smaller scopes. This would allow us to rank the splitters according to the parallel
analysis times they induce, yielding an ordering that is usually more precise. We will nevertheless stick
to the heuristics presented, resorting to parallel analysis in small scopes only if required. Although the
latter will not be necessary in this chapter for detecting the best splitter, we will show in Section 4.5
that performing the parallel analyses yields a better ordering on the whole set of splitters.

4.5 Experimental Results

In this section we evaluate the heuristics for choosing an appropriate splitter for larger scopes, by
analyzing the performance of splitters for smaller scopes. Our evaluation is performed for a number
of case studies. For each case study we discuss how the VSIDS and the Field splitters can be ordered,
and show that by using the best splitter according to the defined ordering we achieve analyzability in
larger scopes. In this section we begin by describing the computing infrastructure to be used in the
evaluation; then we introduce each of our case studies, and in Section 4.5.1 we discuss some possible
threats to the validity of our experimental results. Since the parallel analysis times depend on the
actual scheduling of the queued jobs, we run each experiment three times and report the average
analysis time. All the times are given in seconds. In all the experiments we set the maximum number
of generated subproblems, k, to 256. For each experiment we report the time required for computing
the transcoping data. This time is almost negligible when compared to the analysis time in the largest
scopes. In all the reported experiments we were able to analyze assertions in scopes that were infeasible
(analysis would invariably diverge) without transcoping.

Experimental Setup

All experiments were run on the CeCAR [69] cluster, which consists of 17 identical quad-core PCs,
each featuring two Intel Dual Core Xeon 2.67 GHz processors with 2 MB of L2 cache per core and
2 GB main memory per host. Parallel analyses were run as 17x4 jobs, i.e., 17 nodes running one
process per core (1 master + 68 workers). Sequential analyses were run on a single dedicated CeCAR
node. Parallel times are wallclock times. The “Pending” column in the tables denotes the number of
subproblems that were still queued to be solved when the timeout occurred.
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assert StructureSufficientForPairReturnability {

all g: Agent, a1, a2: Address, d1, d2: Domain3 |

StructuredDomain[d1] &&

MobileAgentMove[g,a1,a2,d1,d2]

=> ReturnableDomainPair[d1,d2]

}

check StructureSufficientForPairReturnability for 2 but

2 Domain, 2 Path, 4 Agent, 7 Identifier -- checked

check StructureSufficientForPairReturnability for 2 but

2 Domain, 2 Path, 3 Agent, 8 Identifier -- checked

check StructureSufficientForPairReturnability for 2 but

2 Domain, 2 Path, 3 Agent, 9 Identifier -- this one is too big also

check StructureSufficientForPairReturnability for 2 but

2 Domain, 2 Path, 3 Agent, 11 Identifier

-- attempted but not completed at MIT; formula is not that large; results

-- suggest that the problem is very hard, and that the formula is almost

-- certain unsatisfiable [which means that the assertion holds]

Fig. 4.2: Assertion StructureSufficientForPairReturnability and its companion checks.

A Model of Routing in Heterogeneous Networks

In [89], a model of routing in heterogeneous networks is presented. A companion Alloy model can be
downloaded from the author’s web page. This model is equipped with an assertion, shown in Fig. 4.2,
that could not be checked for some relatively small scopes. As explained before, it is important
to analyze model properties on larger scopes, since the larger the analyzed scope, the greater our
confidence will be in the validity of the model. This model is very difficult to analyze; its sequential
analysis time grows very steeply, from 308 seconds in scope 8 to over 15 days in scope 10 (cf. Table 4.4).
Problems like this one require strategies for scaling up bounded analysis, and parallelization could be
a valuable tool for it. Still, the parallel analysis technique presented in Section 4.3 only allowed us to
complete the analysis for scopes 1 to 10. In fact, before transcoping, our repeated attempts to analyze
this assertion for scope 11 were unsuccessful. As shown in Table 4.4, transcoping allowed us to select
splitter Domain3.srcBinding, and to analyze successfully the assertion using this splitter.

In order to evaluate which splitter to choose, we started by mining information about the perfor-
mance of all splitters, for scopes 6 to 8, shown in Table 4.1. Using this information, we discarded for
scope 9 those splitters that stand no chance of becoming best candidates. The possibility of separating
viable from inviable splitters is a good quality of transcoping, since it allows us to reduce the time
invested in the data computing phase. It took 868.27 seconds to compute this table. We start by
sorting splitters according to MAX, as shown in Table 4.1. This is insufficient to decide an ade-
quate splitter. In particular, observe the ordering between splitters Domain2.dstBinding and VSIDS

(the same applies to the ordering between splitters Domain2.dstBinding and Domain.routing). For
scope 8, Domain2.dstBinding < VSIDS with respect to MAX, but by looking at value SUM, we
see that Domain2.dstBinding has a SUM that is 7.7 times larger than VSIDS’ SUM. The difference
is large enough to justify promoting VSIDS above Domain2.dstBinding. This decision is backed up
by Table 4.2, which shows the performance of each of the splitters in the parallel analysis of the
assertion. A timeout (TO) was set at 600 seconds. Notice that the best two splitters (according
to transcoping) performed better than the others. At first sight the two best splitters seem to have
performed similarly. In fact, Domain3.srcBinding performed better than Domain3.BdstBinding, as
we expected. Not because the former took 1 second less to finish the analysis (that difference might
even be reverted if more analyses were made before averaging the results), but because the number
of subproblems that it had to generate (see the UNSATs column in Table 4.2) is definitely smaller
than the number of subproblems generated by the latter. This has a direct correlation with the MAX
value: a larger MAX value implies that there are some subproblems that are more complex and have
to be split more times (thus causing a larger number of UNSATs) in order to be tamed. In this case
this is not reflected in the analysis times because the hardware available was able to cope with the
number of subproblems generated by both splitters. Table 4.3 reports the parallel analysis times for
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Scope Splitter NUM MAX AVG SUM DEV MED
6 Domain3.srcBinding 77 0.08 0.02 1.45 0.02 0.01

Domain3.BdstBinding 77 0.09 0.02 1.50 0.02 0.01
Domain2.dstBinding 192 0.18 0.04 7.67 0.03 0.03
Domain.routing 102 0.21 0.02 1.98 0.03 0.01
VSIDS 228 0.49 0.01 3.55 0.05 0.00
Domain3.AdstBinding 192 1.22 0.05 9.78 0.10 0.02
Identifier remainder 64 2.31 0.73 46.94 0.52 0.59

7 Domain3.BdstBinding 136 0.84 0.12 17.00 0.18 0.08
Domain3.srcBinding 141 0.90 0.10 14.60 0.19 0.06
VSIDS 140 3.39 0.13 19.18 0.38 0.01
Domain2.dstBinding 192 3.71 0.49 94.74 0.42 0.32
Domain.routing 192 4.46 0.14 27.51 0.40 0.04
Domain3.AdstBinding 192 13.05 0.53 101.28 1.04 0.23
Identifier remainder 128 25.97 7.45 953.82 6.41 4.93

8 Domain3.srcBinding 136 8.09 1.13 154.17 1.37 0.51
Domain3.BdstBinding 136 18.06 1.28 173.48 1.95 0.72
Domain2.dstBinding 192 36.25 8.74 1678.88 7.45 5.78
VSIDS 174 63.62 1.25 218.29 6.27 0.05
Domain.routing 192 89.41 2.18 418.04 7.66 0.39
Domain3.AdstBinding 192 288.79 10.18 1954.07 22.36 2.46
Identifier remainder 256 376.70 86.03 22024.53 81.98 56.98

9 Domain3.srcBinding 365 7.57 163.47 2764.89 15.53 3.68
Domain3.BdstBinding 272 13.25 360.04 3603.38 27.38 5.89

Tab. 4.1: Routing: mined transcoping information, scopes 6 to 9, sorted by MAX.

Splitter Time Pending UNSATs

Domain3.srcBinding 171.30 0 1562

Domain3.BdstBinding 172.23 0 2117

VSIDS 350.39 0 5974

Domain.routing 562.74 0 4534

Domain2.dstBinding TO 11709 735

Domain3.AdstBinding TO 17268 475

Identifier remainder TO 7682 32

Tab. 4.2: Routing: parallel analysis time at scope 9, all splitters. Timeout (TO) set to 600 seconds.

these two splitters in scope 10, where the better performance of Domain3.srcBinding can be clearly
appreciated.

By using transcoping we are able to analyze the assertion for scopes 1 through 11, as Table 4.4
shows. We set a timeout (indicated as TO when reached) of 15 days. The sequential analysis for
scope 10 did not finish in 15 days. Looking at the progression of sequential values, it is clear that the
sequential analysis for scope 11 may take most probably over a year. Therefore, we use the notation
≫ to indicate that the actual speedup is most probably much larger than the indicated speedup. We
do not report parallel analysis times for scopes 6 and 7 because the sequential time is too small and
the problem is solved before even being split.

A Model of the Mark and Sweep Garbage Collection Algorithm

Mark and Sweep is a garbage collection algorithm that, as its name conveys, traverses the memory
marking those objects reachable from the memory heap, and then sweeping those objects that are no
longer reachable. An Alloy model of the mark and sweep algorithm comes as a sample model with
the Alloy Analyzer’s distribution. Among the assertions to be checked we have Soundness2. Unlike
assertion Soundness1 in the same model (whose analysis time grows slowly as the scope increases),
assertion Soundness2 is hard to analyze (Table 4.7 shows a growth in the analysis time of at least 10
times from a scope to the next).

We also start with this case study by mining information about the performance of all splitters, for
scopes 7 to 9, ordered by MAX, and reported in Table 4.5. It took 1007.41 seconds to compute this
table. While splitter VSIDS appears to be the best option in scope 7, splitter HeapState.marked takes
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Splitter Time Pending UNSATs

Domain3.srcBinding 1053.48 0 10231

Domain3.BdstBinding 1129.49 0 10884

Tab. 4.3: Routing: comparing splitters Domain3.srcBinding and Domain3.BdstBinding during parallel analy-
sis, scope 10.

Scope 6 7 8 9 10 11

Sequential time 1.60 18.34 308.26 76168.16 TO TO

Parallel time - - 26.55 171.30 1053.48 10949.72

Speedup 11x 444x >1230x ≫ 118x

Tab. 4.4: Sequential versus parallel analysis time, and speedup obtained by using the best transcoped splitter:
Domain3.srcBinding. Timeout (TO) = 15 days.

a clear lead in scopes 8 and 9. Moreover, as shown in Table 4.6, the information mined extrapolates
to the parallel analysis: HeapState.marked is the best splitter and VSIDS comes in second place.
Table 4.7 shows that, resorting to the transcoped splitter HeapState.marked, we are able to analyze
assertion Soundness2 for scopes 1 to 10, obtaining significant speedups.

A Model of the Mondex Electronic Purse

Mondex is a smart card electronic cash system owned by MasterCard. A Mondex smart card allows its
owner to perform secure commercial transactions and offers features similar to those provided by ATM
machines (albeit with greater mobility). An Alloy model of the Mondex electronic purse is provided
and analyzed in [90]. Among the many assertions to be verified, there is assertion Rab archive.
Table 4.8 displays the transcoping information for this assertion. It took 1145.74 seconds to compute
this table. The sequential time required to analyze the assertion in scope 4 is 3.62 seconds. Such short
time compresses all the information for the different splitters, preventing us from ordering the splitters
precisely. Still, we can at least separate those splitters whose application is bound to be expensive.
For instance, out of the 16 splitters in Table 4.8, only five seem to stand a chance of producing good
parallel analyses. The transcoping data collected for these five splitters at scopes 5 and 6 allows us
to conclude that the best candidate to use in larger scopes is VSIDS. Indeed, at scope 6 VSIDS has
a substantially lower SUM than the other four splitters, while having a comparable (even smaller)
MAX as well. The results in Table 4.9 confirm our prediction by showing that, at said scope, VSIDS
produces a better parallel analysis. Table 4.10 shows that, resorting to the transcoped splitter VSIDS,
we are able to analyze assertion Rab archive for scopes 1 to 7. Notice that while the speedup obtained
is modest, it is the best speedup that can be obtained with these splitters. Better analyses are perhaps
possible, but they require to devise new splitters that perform better than VSIDS.

An Alloy Specification of the XPath Data Model

XPath [91] is a language for querying XML documents. In [92], an Alloy model for the XPath 1.0 data
model is presented. Subelements inside an XML element cannot be duplicated. As part of the model,
assertion nodup injective, states the equivalence between two distinct ways of expressing this fact.

Table 4.11 reports the values computed for the different parameters in scopes 6 and 7, for the
XPath case study. It took 609.02 seconds to compute this data. Based on the retrieved information,
some of the splitters can be immediately ruled out as best candidates in larger scopes. This is the
case for instance for splitters Name.NSName, Node.stringvalue, Name.Localname, PI.expanded name

and PI.target, whose SUM value is much larger than those for the other splitters. The remaining
splitters (those that were not discarded) are listed in Table 4.12, and their parallel analysis times are
reported along other useful information. In this table, splitters are listed in the order inferred from
Table 4.11, following the heuristics discussed in Section 4.4.1. Notice that the ordering thus determined
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Scope Splitter NUM MAX AVG SUM DEV MED
7 VSIDS 154 0.12 0.03 4.14 0.02 0.02

HeapState.marked 252 1.75 0.03 8.50 0.11 0.03
HeapState.left 192 3.36 0.43 82.97 0.41 0.31
HeapState.freeList 164 4.39 1.49 245.29 0.57 1.38
HeapState.right 192 4.44 0.46 87.94 0.49 0.32

8 HeapState.marked 254 0.30 0.07 17.67 0.06 0.05
VSIDS 200 2.32 0.19 38.90 0.25 0.12
HeapState.right 162 34.54 5.65 914.84 7.13 2.78
HeapState.left 162 45.38 5.42 877.34 7.17 2.73
HeapState.freeList 146 50.06 24.45 3570.58 8.32 22.68

9 HeapState.marked 254 1.73 0.21 54.65 0.28 0.12
VSIDS 181 7.78 0.85 154.07 1.06 0.41
HeapState.freeList 182 260.93 131.26 23890.37 42.94 131.95
HeapState.right 200 272.34 32.42 6483.97 42.99 14.96
HeapState.left 200 301.02 31.43 6285.75 42.22 15.32

Tab. 4.5: Mark&Sweep: mined transcoping information, scopes 7 to 9, sorted by MAX.

Splitter Time Pending UNSATs
HeapState.marked 9.95 0 128
VSIDS 184.88 0 2472
HeapState.left TO 16491 726
HeapState.right TO 17064 699
HeapState.freeList TO 7201 1575

Tab. 4.6: Mark&Sweep: parallel analysis time, scope 9, all splitters. Timeout (TO) set to 600 seconds.

is flawed; splitter VSIDS appears in a better place than it should. At the end of Section 4.4.1 we
proposed to perform the parallel analysis in a small scope in order to transcope the ordering more
accurately. We performed the corresponding analyses for scope 7, and VSIDS now falls behind splitter
NodeWithChildren.chseq, which is consistent with the ordering expected from observing the results
reported in Table 4.12. The results obtained with the selected splitter, and the corresponding speedup
with respect to sequential analysis, are reported in Table 4.13.

4.5.1 Threats to Validity

Transcoping is a heuristic for deciding which splitter to use along the analysis of an assertion in a
large scope. While we perceive the technique as a breakthrough that allowed us to analyze assertions
in scopes in which the analysis (even the parallel one) was previously infeasible, transcoping is so far
only supported experimentally. As such, it requires more experiments. We tried transcoping in the
assertions packed within the sample problems distributed with the Alloy Analyzer as well as in selected
interesting models downloaded from the Internet. For assertions whose analyses in large scopes are
beyond the capabilities of the Alloy Analyzer, transcoping gave us useful insights into how to choose
a splitter, usually leading to parallel analyzability in larger scopes.

The information compiled in Tables 4.1, 4.5, 4.8 and 4.11 is based on splitting the root problem
just once (with each splitter). Our hypothesis is that a good initial splitting propagates its advantages
to the rest of the parallel analysis (or, conversely put, that a bad initial splitting will ruin the parallel
analysis altogether). This is confirmed in our case studies, since we were always able to predict the
best splitter amongst the ones available in each experiment. But, as discussed in Section 4.5, a more
accurate ordering (one not just focusing on the best splitter) is obtained if the complete parallel
analysis is performed on the smaller scopes.

The variables selected by the VSIDS splitter strongly depend on how long the analysis is allowed
to run before studying the ranking. Therefore, different query times may produce quite distinct
sequences of variables. This did not prevent transcoping from predicting the best splitter in the case
studies in this chapter and other examples we ran. Yet we noticed that the different runs of the VSIDS
splitter (whose times are averaged when reported in the tables), yielded analysis times with significant
variation.
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Scope 6 7 8 9 10
Sequential time 0.25 1.37 22.98 217.31 2855.30
Parallel time - - 10.13 9.95 28.35
Speedup 2x 21x 100x

Tab. 4.7: Mark&Sweep: parallel analysis time and speedup obtained by using the best transcoped splitter,
HeapState.marked.

Scope Splitter NUM MAX AVG SUM DEV MED
4 common/TransferDetails.from 149 1.20 0.38 56.58 0.26 0.31

common/TransferDetails.to 149 1.82 0.84 124.58 0.41 0.85
a/AbPurse.abLost 256 2.80 0.35 88.82 0.27 0.29
common/TransferDetails.value 256 2.84 1.86 475.69 0.41 1.92
c/ConPurse.status 256 3.04 0.69 176.87 0.93 0.17
cw/ConWorld.archive 256 3.19 0.12 30.81 0.31 0.02
c/ConPurse.nextSeqNo 256 4.00 0.69 177.98 1.00 0.16
cw/ConWorld.ether 128 4.21 0.91 117.11 1.00 0.52
c/PayDetails.toSeqNo 149 4.39 1.44 215.03 1.08 1.33
c/PayDetails.fromSeqNo 149 4.46 1.72 255.81 1.14 1.62
c/ConPurse.pdAuth 256 4.55 2.15 549.94 0.38 2.08
a/AbPurse.abBalance 256 4.61 0.56 144.19 0.61 0.42
VSIDS 184 4.84 0.14 25.50 0.43 0.01
cw/ConWorld.conAuthPurse 224 5.57 0.28 63.38 0.60 0.05
c/ConPurse.exLog 256 6.16 0.80 204.89 1.02 0.35
c/ConPurse.balance 256 9.92 1.34 342.87 1.06 1.18

5 common/TransferDetails.from 131 16.05 7.52 984.80 3.46 7.04
VSIDS 138 28.08 1.77 244.26 4.44 0.09
cw/ConWorld.conAuthPurse 200 36.92 1.94 388.25 5.46 0.12
a/AbPurse.abLost 256 39.81 2.90 742.30 5.66 1.50
cw/ConWorld.archive 256 49.69 2.72 696.12 5.39 0.79

6 VSIDS 176 202.18 2.83 498.34 21.12 0.048
common/TransferDetails.from 151 206.73 89.23 13473.59 38.86 90.19
a/AbPurse.abLost 256 423.67 20.37 5215.74 62.26 5.02
cw/ConWorld.conAuthPurse 164 506.25 12.34 2024.09 51.73 0.35
cw/ConWorld.archive 256 559.32 40.79 10442.80 66.75 16.36

Tab. 4.8: Mondex: mined transcoping information, scopes 4 to 6, sorted by MAX.

Finally, we are presenting a limited, albeit useful, set of general purpose splitters. Further research
has to be conducted in order to identify other general purpose splitters, or new domain-specific ones.

4.6 Related Work

Parallel bounded verification has been used mainly in the context of program static analysis. For
example, [77] proposes to split the program control flow graph and use JForge [6] (a tool for program
bounded verification) to analyze each slice. An approach to parallelizing scope-bounded program
analysis based on data-flow analysis was presented in [78].

An alternative to transcoping is the use of a large-scale parallel SAT-solver. Unfortunately, while
multi-core tools are starting to take off, distributed parallel SAT-solvers are still scarce. CryptoMin-
iSat2 [93] is an award-winning open source solver with sequential and parallel operation modes. The
author also mentions distributed solving among its long-term goals. No public release or other news
about this have been announced. GrADSAT [72] reported experiments showing an average 3.27X and
a maximum 19.9x speedup using various numbers of workers ranging between 1 and 34. C-sat [73] is
a SAT-solver for clusters. It reports linear speedups, but the tool is not available for experimentation.
PMSat [74], an MPI-based, cluster-oriented SAT-solver is indeed available for experimentation, but
reports generally small speedups.
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Splitter Time Pending UNSATs
VSIDS 170.18 0 2185
cw/ConWorld.conAuthPurse TO 5551 4385
common/TransferDetails.from TO 5499 4619
cw/ConWorld.archive TO 13160 2233
a/AbPurse.abLost TO 9627 2576

Tab. 4.9: Mondex: parallel analysis time, scope 6. Timeout (TO) = 600 seconds.

Scope 6 7
Sequential time 456.33 8111.65
Parallel time 170.18 1643.91
Speedup 2x 5x

Tab. 4.10: Mondex: parallel analysis time and speedup obtained by using the best transcoped splitter: VSIDS.
Timeout (TO) = 36000 seconds (10 hours).

4.7 Conclusions and Further Work

We presented transcoping, a technique for principled selection of splitting heuristics in parallel bounded
verification. This approach exploits information from simple analyses in small scopes of a model under
analysis, in order to give the user of the technique the insight necessary to infer an adequate splitter for
larger scopes. We evaluated this approach on a number of case studies, showing that by transcoping
we are able to analyze assertions in scopes where we failed before many times. As these experiments
show, for many problems the enormous growth of the analysis times causes them to have a bad initial
splitting, resulting in diverging analysis. We believe transcoping is a useful tool that helps us make
an informed decision about a critical point in the parallel SAT-solving analysis process.

Transcoping opens a new research line. For the particular purpose studied in this chapter, we
could search for new splitters that may produce better speedups than the general-purpose splitters
that we considered. Also, it may be possible to find splitters tailored to specific domains (SAT based
program analysis, parallel test generation using SAT, etc.).

More generally, the same principle could be applied to many other situations arising in the context
of bounded exhaustive techniques, where every problem is in fact a family of problems of increasing
size. For instance, in Chapter 6 we will present another application of the same concept to bounded
exhaustive test generation based on hybrid invariants.

4.8 Resumen

La verificación exhaustiva acotada de propiedades sobre modelos Alloy consiste en la búsqueda ex-
haustiva de contraejemplos bajo la hipótesis de que todos los tamaños de los dominios (es decir, la
cantidad de objetos de cada tipo de datos atómico) están restringidos por un ĺımite provisto por el
usuario, llamado el alcance o scope de la verificación. La ausencia de errores en los modelos estudia-
dos por la herramienta automática de análisis es en función de dicho alcance. En consecuencia, lograr
llevar a cabo la verificación para scopes más grandes resulta necesario para obtener un mayor nivel
de confianza en la corrección del modelo y la validez de la propiedad. Lamentablemente, el tiempo de
análisis suele crecer exponencialmente en dichos scopes.

Un modo de alcanzar mayor escalabilidad en la verificación acotada es la paralelización. Sin
embargo, el éxito o fracaso de la verificación acotada paralelizada depende fuertemente de la estrategia
particular que se utilice para dividir un problema en subproblemas (en el contexto de problemas de
verificación Alloy, esto por lo general se refiere a un problema de satisfactibilidad proposicional).

En este caṕıtulo presentamos una técnica llamada transcoping que, en la aplicación particular que
aqúı le damos, examina muchas maneras diferentes de particionar un problema de satisfactibilidad
proposicional (resultante de traducir una propiedad sobre un modelo Alloy) en scopes pequeños, donde
es factible explorar todas o muchas de las posibles formas de hacerlo, y luego extrapola la información
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Scope Splitter NUM MAX AVG SUM DEV MED
6 Node.parent 150 0.56 0.18 26.42 0.09 0.17

VSIDS 166 1.42 0.04 8.02 0.19 0.01
NodeWithChildren.ch 144 2.99 0.13 18.94 0.28 0.06
NodeWithChildren.chseq 129 4.12 0.05 6.75 0.36 0.01
Attribute.name 98 4.51 0.12 11.51 0.48 0.01
Element.nss 134 4.68 0.10 14.01 0.42 0.02
PI.expanded name 135 4.83 0.64 87.65 0.55 0.45
Element.gi 133 5.24 4.12 548.67 0.83 4.28
PI.target 135 5.44 0.69 93.61 0.56 0.51
Name.Localname 150 5.84 2.77 416.77 2.20 4.19
Node.stringvalue 150 5.88 4.72 708.71 1.03 4.95
Name.NSName 147 6.22 5.01 735.98 0.38 4.94

7 Node.parent 155 8.51 1.43 222.15 1.38 1.11
VSIDS 168 53.34 0.84 141.39 4.23 0.02
NodeWithChildren.ch 192 67.32 0.95 182.98 5.00 0.15
Attribute.name 99 92.43 1.38 136.37 9.33 0.05
PI.target 178 109.93 7.40 1317.73 8.70 5.25
NodeWithChildren.chseq 171 129.51 0.80 137.17 9.90 0.03
PI.expanded name 178 134.24 8.24 1466.69 10.21 6.36
Element.nss 140 201.73 1.73 241.64 17.05 0.02
Name.Localname 153 235.16 83.57 12786.90 65.44 110.10

Tab. 4.11: XPath: mined transcoping information, scopes 6 and 7, sorted by MAX.

Splitter Time Pending UNSATs
Node.parent 98.61 0 1231
VSIDS TO 13160 5698
NodeWithChildren.ch 227.09 0 4456
Attribute.name 286.32 0 1384
NodeWithChildren.chseq 548.66 0 7947
Element.nss 419.45 0 1926

Tab. 4.12: XPath: parallel analysis time, scope 8, only splitters that are viable candidates according to transcop-
ing. Timeout (TO) set to 600 seconds.

Scope 6 7 8 9
Sequential time 5.15 140.90 2560.17 19559.49
Parallel time – 23.95 98.61 1473.32
Speedup 6x 26x 13x

Tab. 4.13: XPath: parallel analysis time and speedup obtained by using the best transcoped splitter:
Node.parent.
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recopilada para elegir una manera adecuada de particionar el problema en scopes más grandes, en los
cuales probar distintas alternativas resultaŕıa demasiado oneroso en tiempo y/o espacio de cómputo,
y en los cuales tomar una decisión bien informada (o al menos identificar las peores decisiones para
poder evitarlas) resulta de gran importancia para llevar el análisis a buen puerto.

Los experimentos realizados muestran que la técnica de transcoping nos permitió hallar modos de
partición adecuados que volvieron viable el análisis paralelo de ciertos problemas Alloy para tamaños
que hasta entonces no hab́ıan sido tratables en forma secuencial. Más allá de esta aplicación particular,
consideramos que la idea de transcoping es promisoria para ser aplicada a una gama mucho más amplia
de aplicaciones en el campo de las técnicas exhaustivas acotadas.



5. RANGER

Summary

In this chapter we present a novel approach for distributed analysis of Alloy models. As explained
in previous chapters, Alloy is a declarative extension of first-order logic based on relations. The
Alloy language is supported by the fully automatic Alloy Analyzer, which translates models into
propositional formulas and uses off-the-shelf SAT technology to solve them. Our key insight is that
the underlying constraint satisfaction problem can be split into subproblems of lesser complexity by
using ranges of candidate solutions, which partition the space of all candidate solutions. Conceptually,
we define a total ordering among the candidate solutions, split this space of candidates into ranges, and
let independent SAT searches take place within these ranges’ endpoints. Our tool, Ranger, embodies
our insight. Experimental evaluation shows that Ranger provides substantial speedups (in several
cases, superlinear ones) for a variety of hard-to-solve Alloy models. It also shows that analysis time
can be reduced almost linearly by adding more hardware (for 32, 64, 96 and 128 workers).

5.1 Introduction

Declarative formal models of software are valuable at a number of different stages of software develop-
ment. They are particularly useful during requirements elicitation, as a means to express requirements
in a language that is precise and expressive enough to document the needs of stakeholders. More-
over, declarative models allow us to document rationales behind design decisions, and even to analyze
properties of software designs prior to implementation. During the implementation phase, declarative
models allow programmers to document expected properties of their classes and methods, e.g., using
class invariants, method contracts, and loop invariants, which can also be exploited for different kinds
of analyses.

A number of modeling languages today allow writing formal, declarative models [2, 94, 95, 17, 80].
Our specific focus is Alloy [2], a declarative extension of first-order logic based on relations. Alloy’s
concise yet expressive notation, together with its fully automated, SAT-based Alloy Analyzer tool
[96], make the language particularly appealing for modeling and analysis. Indeed, Alloy has already
been used effectively in requirements [97, 89], design [84, 98], testing [99, 76], and as an intermediate
language in static program analysis [5, 6, 19, 20, 32]. Section 5.2 provides further details regarding
Alloy and its analysis tool.

Alloy’s analysis technique, known as scope-bounded checking, analyzes a model’s correctness with
respect to a bounded universe of discourse, by searching for violations of assertions that the user may
expect to hold in the model. The assertions on a model are evaluated on model instances whose
domains are bounded in size. The bound on the size of model instances is termed the scope, and is
given by the user. Clearly, assertions that pass the analysis are not necessarily valid in general – they
are valid for the given scope. Thus, to enhance their confidence in the correctness of their models,
Alloy users must run their analyses for larger scopes. However, the cost of the SAT-based analysis
underlying Alloy is exponential in those bounds, so, in many cases, the analysis is limited to small
scopes. This might not be an issue if Alloy is used just as a convenient declarative language, with
easy-to-use automated analysis, to quickly check the validity of intended properties on small model
instances. But the versatility of the language and the significant advances on SAT technology are
causing a shift from the above use of the tool to its current use as an expressive specification language
with a powerful underlying analysis technique. Thus, Alloy users are continuously demanding more
efficiency from the tool, as well as scalability (the possibility of running analyses for larger scopes),
without having to give up the declarativity of the language. This is evidenced by the existence of a
variety of tools that use Alloy as a backend for sophisticated analyses which push the limits of the
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Alloy Analyzer, and by the increasing concern on employing suitable Alloy “idioms” in modeling, that
allow for more efficient analysis.

Our work in this chapter is motivated by the aforementioned demand on scalability of Alloy
analysis, and is driven by our desire to effectively leverage the increasing availability of commodity
hardware for effective parallelization schemes. We present Ranger, a novel parallel analysis technique
for Alloy models, based on what we call range partitioning. Essentially, the technique relies on the
definition of a linear ordering on the state space of an Alloy model. A partition of the state space can
then be defined by splitting the linear ordering into non-overlapping intervals, called ranges. Each
restriction of the original problem to a particular range thus becomes an independent subproblem,
which can be analyzed by a separate processor on a cluster of computers. Further details are presented
in Section 5.3. We also discuss some more technical, implementation-related issues in Section 5.4.

We perform an experimental evaluation of our approach for range partitioning using a benchmark
consisting of 10 hard-to-analyze properties from 7 different Alloy models (Section 5.5). The benchmark
includes unsatisfiable and satisfiable problems from a variety of problem domains, from protocol
specification to complex test input generation. We show that, for 64 workers, the average speedup
over the hardest scopes that were still tractable by the Alloy Analyzer within 10 hours was 41.76x,
and the maximum such speedup was 205.35x. More importantly, in all cases Ranger was able to push
the tractability barrier, successfully handling the assertions for scopes that exceed the capabilities of
the Alloy Analyzer. In some cases, it was able to do so for scopes that vastly exceed the capabilities
of the Alloy Analyzer.

In Section 5.6 we discuss existing techniques aimed at improving the scalability of Alloy, including
parallel analysis tools and techniques related or applicable to Alloy. Finally, our conclusions and some
proposals for further work are presented in Section 5.7.

Contributions

The main contributions of the work presented in this chapter are summarized as follows:

1. Range partitioning. We introduce the idea of distributing an Alloy problem into several
subproblems of lesser complexity by defining ranges of candidate solutions;

2. Parallel analysis for Alloy. We present Ranger, our technique for effective parallelization of
Alloy problems using dynamic work stealing;

3. Experimental evaluation. We embody Ranger into a prototype implementation and present
experimental results that show the effectiveness of Ranger in analyzing a variety of Alloy models.

5.2 Alloy and the Alloy Analyzer

As already mentioned in previous chapters, Alloy is a declarative modeling language whose syntax
incorporates features that are ubiquitous in object orientation. To avoid repeating a complete review
of Alloy and its characteristics, we refer the reader to Chapter 2 for further details. Let us, however,
show a running example (Fig. 5.1) and review some features of the language that will be specifically
useful for this chapter.

Function # computes the cardinality of a relation. For example, the term #(t.root. ∗ (left +
right)− null) in the predicate NumNodesEqualsNumEdgesPlusOne denotes the number of nodes that
are reachable from the root of tree t by traversing t along fields left and right. The expression
lone r requires relation r to have at most one element.

Alloy formulas are built from the atomic predicate in (inclusion), using standard connectives from
first-order logic. Java notation is used for propositional connectives. Quantifiers are denoted by all

(universal) and some (existential).
Our sample model also includes an assertion – a property that is expected to hold in valid model

instances (i.e., those satisfying the structural constraints imposed by signature definitions, and facts).
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one sig null {}

abstract sig Object {}

sig BinTree extends Object { root : Node + null }

sig Node extends Object { left, right : Node + null }

pred Acyclic[t : BinTree] {

all n : t.root.*(left + right) |

n !in n.^(left + right) &&

(n.(left) & n.(right)) in null &&

(n != null => (lone n.~(left + right))) }

pred NumNodesEqualsNumEdgesPlusOne[t: BinTree] {

t.root != null =>

#(t.root.*(left+right)-null) =

#(left.Node)+#(right.Node)+1 }

pred NoUnreachableNodes[t : BinTree] {

t.root.*(left+right) = (Node + null) }

fact { all t : BinTree | NoUnreachableNodes[t] }

check { all t : BinTree |

Acyclic[t] <=> NumNodesEqualsNumEdgesPlusOne[t]

} for 0 but 1 BinTree, exactly 5 Node

Fig. 5.1: A sample Alloy model for binary trees.

As explained in Section 5.1, assertions are a means to verify model correctness, and are analyzed
using the Alloy Analyzer within user-prescribed bounds. Check commands are issued in the model,
and set the bounds for data domains. In this example, the Analyzer will analyze all configurations
with at most one tree and exactly 5 nodes (and zero elements for other domains, except null, which
is constrained in the model to have exactly one tuple).

5.3 Range Partitioning

In this section we present range partitioning, our new technique for parallel analysis of Alloy models.
As we will show later on, this technique provides a substantial improvement to the scalability of the
SAT-based analysis, compared to the sequential Alloy Analyzer.

The technique essentially consists of the following stages:

• Given an Alloy model, all candidate configurations that would be explored by the Analyzer are
linearly ordered. This step establishes a linear ordering C1, C2, . . . , Cn (notice that the number
of configurations, although usually very large, is finite due to the imposed bounds).

• Some arbitrary configurations Cj1 , Cj2 , . . . , Cji are selected, and the aforementioned ordering is
split into ranges using those arbitrary configurations as partition points (note that we do not
demand these configurations to satisfy the model axioms). We then obtain ranges

[C1, C2, . . . , Cj1)[Cj1 , . . . , Cj2), . . . , [Cji , . . . , Cn] .

• The Alloy model is constrained by adding some additional facts, yielding models that correspond
to the different ranges. These models are distributed to different processors and analyzed in
parallel. (See 5.4.2 for a more technical discussion of how this is achieved without retranslation.)
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The above described process requires addressing the following technical challenges:

• Define a linear ordering on the set of candidate configurations.

• Provide an algorithm for selecting appropriate configurations as partition points (ideally, we
want ranges to contain roughly the same number of configurations).

• Solve the distribution problem in an efficient way.

We will deal with each one of these challenges in Sections 5.3.1–5.3.3.

5.3.1 A Linear Ordering on Configurations

In order to explain how a linear ordering on configurations can be defined, let us first describe how
configurations are internally handled by the Alloy Analyzer. This tool translates models to Kodkod’s
[46] language. From the scopes in the check command, Kodkod generates a uniform naming for domain
elements, or atoms, as these are called. For the example in Fig. 5.1, Kodkod produces the naming in
Table 5.1.

Tab. 5.1: Naming table for the model from Fig. 5.1.

Sig scope naming

Object 1 Object$0

null 1 null$0

Node 5 Node$0,. . . ,Node$4

From the Kodkod naming and other information (see Section 5.4.1), Ranger automatically builds
a vector specification (abbreviated vecSpec from now on), which is a mapping

vecSpec : AtomNames × RelNames → P(AtomNames)

that, given an atom name n and a relation name R, retrieves the atom names that may be considered
as the result of computing n.R. Hence, a vecSpec is used to capture the state space of configurations.
We will restrict ourselves to total and functional signature fields. Notice that, in the example from
Fig. 5.1, all fields satisfy this constraint. Fig. 5.2 provides a graphical representation of the vecSpec
associated with the model from Fig. 5.1.

Object$0 null$0 Node$0 Node$1 Node$2 Node$3 Node$4

Object$0 nul
l$0

Node$0

Node$1

No
de$

2

Node$3

Node$4

root

left

right

Fig. 5.2: Graphical representation of a vecSpec.

In the figure, Object$0 may relate to null$0, Node$0, . . . , Node$4 via relation root. No element
relates (via any relation) to Object$0. While a vecSpec describes the state space, a configuration is
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a particular state. Configurations can be described by choosing, for each entry in the vecSpec, one of
the possible values. In Fig. 5.3 we show a configuration vector as well as the binary tree described by
the configuration.
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Fig. 5.3: Sample configuration for the model in Fig. 5.1.

We take the ordering in which Kodkod lists atom names as the strict linear ordering on atom
names. We will denote this ordering on atom names by <K . This ordering can be extended to a
lexicographical ordering between configurations (denoted by <LC) as follows (notice that all vector
configurations have the same size, which we denote by s):

C <LC C ′ ⇐⇒ (∃i, 0 ≤ i < s)(C[0, i− 1] = C ′[0, i− 1] ∧ C[i] <K C ′[i]) .

Theorem 1. Relation <LC is a strict total order on the set of configurations.

Proof. We must prove that <LC is irreflexive, transitive and total. Irreflexivity and totality follow from
the irreflexivity and totality of <K , respectively. Let us focus, then, on transitivity. Let C1 <LC C2

and C2 <LC C3. Let i0, i1 be the values such that C1[0, i0 − 1] = C2[0, i0 − 1] ∧ C1[i0] <K C2[i0] and
C2[0, i1−1] = C3[0, i1−1] ∧ C2[i1] <K C3[i1]. Let I = min(i0, i1). Notice that C1[0, I−1] = C3[0, I−1].
If I = i0 < i1, C1[I] = C1[i0] <K C2[i0] = C3[i0]. If I = i1 < i0, C1[I] = C1[i1] = C2[i1] <K C3[i1].
If I = i0 = i1, then C1[I] = C1[i0] <K C2[i0] = C2[i1] <K C3[i1]. Thus, since <K is transitive,
C1[I] <K C3[I], which implies C1 <LC C3.

Theorem 1 allows us to adopt <LC as the strict linear ordering on configurations.

5.3.2 Selection of the Partition Points

Partition points are configurations that serve as boundaries between ranges. In this section we show
how, given a range R = [C1, C2] (with C1 <LC C2) and a positive number n, we can select configura-
tions X1, . . . , Xn−1 ∈ R such that ranges

[C1, X1], [nextConf (X1), X2], . . . , [nextConf (Xn−1), C2],

where nextConf (Xi) is the next configuration after Xi with respect to <LC , are all contained in
[C1, C2] and are balanced with respect to the number of configurations they contain. Alg. 1 presents
the pseudocode for partitioning a range into two subranges. It consists of finding an appropriate “mid
point” between the two end points of the range. Lines 1–15 describe the most frequent case, where
the first position in which the vectors corresponding to the end points of the range disagree contains
elements that are far apart enough that a middle element can readily be found. The scenario, as well
as the result returned by Alg. 1, are illustrated in Fig. 5.4.

Notice that once a partition point has been found, the source range [C1, C2] is split into the
ranges [C1, C] and [nextConf (C), C2]. Pseudocode for method nextConf , which retrieves the next
configuration according to ordering <LC , is presented in Alg. 2. Intuitively, the behavior of Alg. 2 is
quite similar to adding 1 in elementary arithmetic – yet, instead of using digits 0 through 9 (or those
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1 Config binRangePartition(lv, rv : Config, vs : vecSpec)
2 i = 0; // Skip common prefix

3 while lv[i] == rv[i] do
4 i = i+ 1;
5 end

6 fdl , fdr = lv[i], rv[i]; // First values that differ

7 options = [x ∈ vs[i] : fdl <K x <K fdr ]; // Sorted list

8 if options != ∅ then

9 midOption = options[(len(options)− 1)/2]; // Most frequent case

10 output [0, i− 1] = lv[0, i− 1];
11 output [i] = midOption;
12 for i < j < len(vs) do
13 output [j] = max (vs[j]);
14 end

15 return output ;

16 else

// Values at pos i differ by exactly 1

// e.g. lv=[3,8,5,...], rv=[3,8,6,...]

17 if i = len(vs) then
18 return lv;
19 end

20 i = i+ 1;
21 while lv[i] == max(vs[i]) && rv[i] == min(vs[i]) do
22 i = i+ 1;
23 if i == len(vs) then

// Rest of lv is all maxs, rest of rv is all mins

// e.g. lv=[3,8,5,9,9,8,8], rv=[3,8,6,0,0,1,1]

24 return lv;

25 end

26 end

27 if lv[i] != max(vs[i]) then
// Found a non-max in rest of lv
// e.g. lv=[3,8,5,9,9,4,...], rv=[3,8,6,0,0,x,...]

28 output [0, i− 1] = lv[0, i− 1];
29 for i ≤ j < len(vs) do
30 output [j] = max (vs[j]);
31 end

32 return output ;

33 else

// Found a non-min in rest of rv
// e.g. lv=[3,8,5,9,9,8,...], rv=[3,8,6,0,0,3,...]

34 output [0, i− 1] = rv[0, i− 1];
35 for i ≤ j < len(vs) do
36 output [j] = min(vs[j]);
37 end

38 return output ;

39 end

40 end

41 end
Algorithm 1: The binary partitioning algorithm.

of any other fixed, uniform base), the algorithm uses, for each cell of a vector, the sorted list of options
available for that cell according to the vecSpec. The reader should keep in mind that the options for
each cell can be an arbitrary subset of the set of all atoms.

Let us now focus on the generation of range partitions in the general case. Algorithm 3 presents
the pseudocode for the actual partition algorithm. The algorithm starts from an input range, and
iterates over a list of already generated ranges as long as the requested number of ranges has not been
reached and there are still some ranges left to be split (ranges of the form [C,C] cannot be split any
further).
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Fig. 5.4: Application of partitioning (standard case).

1 Config nextConf (c : Config, vs : vecSpec)
// c must not be the last config.

2 i = len(vs)− 1;
3 output = c;
4 while true do

5 options = [x ∈ vs[i ]]; // Sorted list

6 pos = position of options[i ] in options;
7 if pos < len(options)− 1 then

8 output [i ] = options[pos + 1];
9 return output ;

10 else

11 output [i ] = options[0];
12 i = i − 1;

13 end

14 end

15 end
Algorithm 2: Pseudocode for method nextConf.

1 List[Range] rangePartitioning(R : Range, n : int, vs: vecSpec)
2 L = addToEmptyList(R); // L = [R]
3 i = 0; // index for traversing the list

4 while len(L) < n && hasSplittableRanges(L) do
5 if splittable(L[i ]) then
6 Config C1 = leftEndpoint(L[i ]);
7 Config C2 = rightEndpoint(L[i ]);
8 Config C3 = binRangePartition(C1, C2, vs);
9 removeRangeAtPos(L, i);

10 addRangeAtPos(L, i , [C1, C3]);
11 addRangeAtPos(L, i + 1, [nextConf (C3, vs), C2]);
12 if i < len(L)− 2 then

13 i = i + 2;
14 else

15 i = 0;
16 end

17 else

18 if i < len(L)− 1 then

19 i = i + 1;
20 else

21 i = 0;
22 end

23 end

24 end

25 end
Algorithm 3: The range partitioning algorithm.
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Tab. 5.2: Range partitioning: number and percentage of nontrivial subproblems (of those generated for BinTrees
with 10 Node).

Num. Ranges 512 1024 2048 4096 8192 16384

Nontrivial 10 20 35 56 66 90

Nontrivial % 0.019 0.019 0.017 0.013 0.008 0.005

5.3.3 Parallel Range Analysis

In Section 5.3.2 we proposed a method to partition a range into sub-ranges; we now explain how to
use the aforementioned in order to parallelize the analysis of an Alloy model.

Our scenario for parallel analysis makes use of a cluster of computers. Worker processes execute
commands sent by a master process, which runs on a dedicated processor. Actions that workers can
perform include: solving a task sequentially, aborting the ongoing analysis, splitting the current task
into a given number of ranges (and locally enqueueing the resulting subtasks), fetching a new task
from the local queue, and moving tasks between local and remote queues (requesting and obtaining
tasks from other workers). Further details on Ranger’s implementation will be provided in Section 5.4.

In the remaining parts of this section we present two alternatives for parallelization, both based on
range partitioning. Before doing so, we discuss the impact of Alloy’s symmetry-breaking predicates
on the ranges generated by partitioning.

Range Partitioning and Symmetry Breaking

Atom names are irrelevant when building an Alloy configuration: given a configuration that satisfies (or
not) the facts of an Alloy model, any other configuration obtained by mere permutation of atom names
(while, of course, preserving typing constraints) will behave in the same way. Symmetry-breaking
axioms are introduced by Kodkod [46] during the translation of the Alloy model to a propositional
formula, and greatly improve the performance of the underlying SAT-solver by avoiding the exploration
of many such superfluous isomorphisms. Therefore, symmetry breaking has a direct impact on what
non-superfluous configurations will look like. For example, for the model in Fig. 5.1, field root

can only relate to atom names null$0 or Node$4. Hence, any ranges in which root points to nodes
Node$0, Node$1, Node$2 or Node$3 contain configurations that cannot satisfy the propositional formula
generated by Kodkod. For our sample Alloy model from Fig. 5.1 (but using a scope of 10 Node, since
5 Node is too easy), Table 5.2 shows how partitioning the full range into increasingly large numbers of
ranges yields very small numbers of nontrivial subproblems. The remaining ranges can all be proved
unsatisfiable in under a millisecond each. As we will see in Sections 5.3.3 and 5.3.3, the fact that a
significant number of the tasks resulting from a partition may become trivial can lead to hardware
being severely underused. In order to measure the actual utilization of the assigned hardware during
parallel analysis, we define the metric

Hardware Use Efficiency =
Total non-idle seconds

Number of workers× t
,

where t is the wallclock runtime in seconds taken by the whole parallel analysis (as perceived by the
end user), and the numerator is the sum, over all workers, of the number of seconds during which
some task was actually being analyzed.

Flat Range Partitioning

One way of parallelizing the analysis based on range partitioning consists in determining a large enough
value of n (called the fan-out of the analysis), and having a worker partition the full range into n
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Tab. 5.3: Efficiency rates obtained for flat range partitioning of BinTree example, with 10 Node, using 64 workers.

Num. Ranges 512 1024 2048 4096 8192 16384

HUE 0.04 0.04 0.11 0.11 0.12

ranges using algorithm rangePartitioning. The n newly generated tasks are then solved in parallel
by the available workers. Each worker receives a task and solves it sequentially until a SAT/UNSAT
verdict is obtained. Unfortunately, this approach seldom performs as well as expected. In most cases
the solving time variance (hardest vs. easiest subproblems obtained after initial partitioning) is very
high. Thus, if the initial range is only partitioned once, eventually only a few active workers will
remain, while (almost all) other workers will be idle until the end of the run. Table 5.3 reports the
Hardware Use Efficiency (HUE) for the analysis of the model in Fig. 5.1 when flat range partitioning
is used.

Recursive Range Partitioning

The main drawback of flat range partitioning is its static nature. Trying to balance the number of
candidate configurations in each range is indeed a reasonable starting point, but we cannot predict,
in the general case, where the harder subranges might lie. A more dynamic approach to determining
the location of nontrivial subranges is therefore desirable. In recursive range partitioning, the oldest
active subproblem (i.e., the oldest among those that are still being SAT-solved) can be re-partitioned
by its assigned worker. This yields sub-subproblems, and so on, recursively. Recursive partitioning of
a range may occur under two circumstances:

• the UNSAT frequency, i.e., the number of UNSAT verdicts per second, falls below a user-defined
threshold, or

• there are idle workers.

The first condition aims at achieving progress during analysis by avoiding wasting time analyzing
tasks that are still too hard to be solved sequentially by a worker. The second condition targets the
HUE metric and strives to make good use of resources by avoiding idle workers.

Unlike flat partitioning, where the fan-out must be large and fixed beforehand, in recursive par-
titioning we use a small fan-out; its value is set to the number of workers. For instance, in the
experiments reported in Section 5.5, the fan-out is 64, since that is the total number of worker cores
in the cluster. In this way, whenever many of the 64 tasks turn out to be trivial (or shortly after idle
workers start to abound) the recursive partitioning process will react by “zooming in” (i.e., focusing
the computational effort) on the remaining nontrivial tasks.

Using recursive range partitioning, the HUE value for our example (for the same 10-Node scope)
becomes 0.84, which is about 8 times higher than with flat range partitioning. Even if we only count
the time invested in successful solving attempts as non-idle time (i.e., if partial solving attempts before
re-splitting were to be considered completely wasted effort), the HUE value for this run would be 0.59
– still a significant improvement over the low efficiency of flat partitioning.

The following theorem discusses the correctness of recursive range partitioning.

Theorem 2. Recursive range partitioning is sound and complete, i.e., an Alloy model has a satisfying
configuration if and only if one can be found using recursive range partitioning.

Proof sketch: Recursive range partitioning splits ranges whenever tasks are aborted. Proving the
theorem then requires showing that each time a range is partitioned according to Alg. 3, no configu-
rations are lost. Algorithm 3 iteratively splits a list of ranges using the binary split implemented in
Alg. 1. Then, given a range [C1, C2] visited by Alg. 3, it suffices to show, according to program lines 10
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and 11, that [C1, C2] = [C1, C3]∪ [nextConf (C3, vs), C2] (where vs is the global vecSpec and C3 is the
configuration returned by Alg. 1). We now need to prove that C3 ∈ [C1, C2] and that nextConf (C3, vs)
indeed returns the next configuration. The first proof is completed by considering the alternatives
provided by the guards in the algorithm. For instance, if the set options is nonempty, the proof is
immediate (see lines 9–15). Regarding the second property, we must prove that Alg. 2 terminates, and
that when it terminates it produces the next configuration. Termination is guaranteed because index
i iterates from the back of the array until it finds a position in the configuration in which the stored
atom name is not the maximum possible. Such a position must exist because the input configuration
is required not to be the largest possible one. Proving that the configuration produced by Alg. 2 is
the next one according to ordering <LC reduces to showing that if a configuration C exists such that
C3 <LC C and C ≤LC nextConf (C3, vs), then C = nextConf (C3, vs).

5.4 Implementation Details

5.4.1 Initial Model Translation and Vector Specification Construction

Given a user-provided Alloy model, as a first step, Ranger interfaces with the Alloy Analyzer to obtain
a list of suitable fields for range partitioning (currently, all functional binary relations are used; see
Section 5.5.5) and to have the model translated to CNF. During the translation, it also interacts
with Kodkod in order to obtain the necessary information to build the vecSpec: a copy of the atom
universe, details on which atoms appear in each relevant relation’s domain and range, and on which
propositional variable is being used to represent presence or absence of each tuple in each relevant
relation.

The model is only translated once. The resulting CNF file is broadcast by the master to all workers,
along with a description of the vecSpec, just before the distributed analysis phase starts. All further
range-related restrictions are to be injected by the workers, directly at the clausal level, every time
they load a new task into their local sequential solver. This eliminates the cost of re-running the Alloy
translation toolchain, and allows for subproblems to be very lightweight objects: each pending task
is represented by a pair of vectors (which require less than a few hundred bytes each, even for the
largest scopes and models in our benchmark).

5.4.2 Clauses Added to Enforce SAT-Solving Within Range

In Alg. 4 we show pseudocode illustrating what each worker does when loading a new subproblem.
Three groups of clauses are injected. The first group limits the search to candidate configurations that
are no smaller (as per <LC) than the left endpoint of the range, whereas the second group requires
that they be no larger than the right endpoint. For the third group, both vectors are scanned from
left to right until the end of their common prefix (if any) is found. A unit clause is added for every
cell that could only have one possible value (i.e., within the common prefix). At the first cell where
left and right values differ, an all-positive clause is generated.

The third group does not really add any new constraints: its clauses could also be derived (with
some effort) from the first two groups and the rest of the translated model. However, empirical
evidence suggests that the presence of this positive formulation often promotes faster propagation.

Let l be the vector length, and ci (with 0 ≤ i < l) the number of choices for the i-th cell according
to a vecSpec. Then

∑

i (ci − 1) is a worst-case upper bound for the number of clauses added by either
of the first two groups; as for the third group, it cannot add more than l clauses.

In practice, we have not encountered any case where the total number of added clauses that had
to be added reached 1% of the original number of clauses in the CNF instance.
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1 addRangeClauses(ss: SATSolver, R : Range, vs: vecSpec)
// Forbid anything smaller than left endpoint

2 Config lvec = leftEndpoint(R);
3 antecedent = [ ]; // Empty list

4 for ith, atom in enumerate(lvec) do
5 options = vs.atoms[ith]; // Sorted list

6 position = options.indexOf (atom);
7 forbidden = options[0, position − 1];
8 for f ith, f atom in enumerate(forbidden) do
9 f pvar = vs.pvars[ith][f ith];

10 ss.addClause(antecedent ++ [−f pvar ]);

11 end

12 atom pvar = vs.pvars[ith][position];
13 antecedent .append(−atom pvar);

14 end

// Forbid anything greater than right endpoint

15 Config rvec = rightEndpoint(R);
16 antecedent = [ ]; // Empty list

17 for ith, atom in enumerate(lvec) do
18 options = vs.atoms[ith]; // Sorted list

19 position = options.indexOf (atom);
20 forbidden = options[position + 1, len(options)− 1];
21 for f ith, f atom in enumerate(forbidden) do
22 f pvar = vs.pvars[ith][f ith + position + 1];
23 ss.addClause(antecedent ++ [−f pvar ]);

24 end

25 atom pvar = vs.pvars[ith][position];
26 antecedent .append(−atom pvar);

27 end

// Add a unit clause per common prefix cell

// and a clause for the first differing cell

28 atompairs = zip(lvec, rvec);
29 for ith, (latom, ratom) in enumerate(atompairs) do
30 options = vs.atoms[ith];
31 lpos = options.indexOf (latom);
32 rpos = options.indexOf (ratom);
33 if latom == ratom then

// still within common prefix

34 ss.addClause([ vs.pvars[ith][lpos] ]);

35 else

// first cell where values differ

36 ss.addClause(vs.pvars[ith][lpos, rpos]);
37 break;

38 end

39 end

40 end

Algorithm 4: Adding clauses to enforce ranged analysis.

5.5 Experimental Results

In this section we first describe the hardware and software setup (5.5.1). We then evaluate Ranger on
a benchmark of models that includes valid (5.5.2) and invalid (5.5.3) assertions. In 5.5.4 we evaluate
how the speedup achieved by Ranger evolves as the amount of hardware used for the analysis varies.
Finally, in 5.5.5 we discuss some possible threats to the validity of the presented experimental results.

5.5.1 Setup and Conventions

Ranger is a distributed application based on the MPI standard. Each of its worker threads runs the
Minisat [30] solver, version 2.2.0. All experiments were run in a cluster of 16 commodity PCs, each
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featuring an Intel Core i7-2600 4-core, 8-thread processor with a 3.40 GHz clock speed and 8 GB
DDR3 RAM, running Linux 3.2.0. All Ranger experiments were run on 8x8 (8 nodes, each running
8 worker threads) except where otherwise indicated. Each experiment was run 3 times; the reported
timing is the average thereof.

All times are given in wallclock seconds. “TO” (timeout) means failure to complete within 36,000
seconds (10 hours) except where otherwise indicated. “OofM” (out of memory) means failure to
complete due to exhausting 8 GB of main memory. “AA” (Alloy Analyzer) means that the same
sequential SAT-solver used by Ranger (Minisat 2.2.0) was run on the unmodified CNF translation of
the source Alloy model.

5.5.2 UNSAT Cases (Valid Properties)

BinaryTrees is the model that we introduced as a running example in Section 5.2. Property
TwoDefsEquivalent asserts the equivalence of two different characterizations of the binary tree
structure. As shown in Table 5.4, its difficulty curve is particularly steep: although the property can
be proven for scope 9 in under a minute, scope 10 requires over 7 hours. Ranger can prove the latter
in under 4 minutes – a 119x speedup. It can also prove the property for scope 11 in under an hour,
whereas the Alloy Analyzer fails to prove it within the 10-hour timeout. Note that in this case the
speedup is conservatively reported as being “>10.83”, since we do not know how much longer than
10 hours the Analyzer would need. The actual speedup is likely to be much higher.

LinkedLists is a model involving singly linked lists. In this case the goal is to verify that 3 different
definitions are equivalent. The model includes two separate properties to that effect: Pairwise, which
asserts that D1 ⇔ D2 ∧D2 ⇔ D3, and Circular (i.e., D1 ⇒ D2 ∧D2 ⇒ D3 ∧D3 ⇒ D1). Tables 5.5
and 5.6 show similar behaviors for both properties, with Ranger obtaining about 14x speedup on the
largest scope that the Alloy Analyzer can handle (within 10 hours), and then being able to prove the
properties for 2 additional scopes.

Chord is a model of the Chord [100] distributed hash table lookup protocol. It is one of the case
studies bundled with the Alloy distribution. The model contains one property, called FindSucces-

sorWorks, that is particularly hard to prove. Table 5.7 shows a speedup of at least 103x (again,
merely a floor value) for the first scope that is not tractable sequentially. It also shows that distributed
analysis pushes the tractability barrier another 2 scopes for this property.

StableMutexRing, another Alloy-bundled example, is a model of Dijkstra’s K-state mutual
exclusion algorithm for a ring [101]. There are two hard-to-prove properties in this model. Both use
the notion of a “bad tick” – an instant in time where two or more distinct processes try to run their
critical sections simultaneously. NoBadSafetyTrace asserts that it is impossible to find a trace
with a loop containing a bad tick (such that the algorithm would never stabilize). Closure asserts
that there can be no bad ticks if the first tick is “good”. As seen in Tables 5.8 and 5.9, Ranger pushes
the ten-hour tractability limit 10 scopes (from 12 to 22) for the former, and 4 scopes (from 13 to 17)
for the latter. At the last AA-tractable scopes (12 and 13, respectively), the speedups exceed 200x for
NoBadSafetyTrace and 40x for Closure.

FireWire describes the behavior of the leader election protocol used in the IEEE 1394 [102]
standard for connecting consumer electronic devices. This is another case study included with the
Alloy distribution. The hardest property in the model is AtMostOneElected, which asserts that
two or more devices cannot be elected as leader in the same state. As shown in Table 5.10, distributed
analysis yields nearly 20x speedup for scope 5. For scope 6, where the Alloy Analyzer fails to yield a
result within 10 hours, Ranger proves the property in under 4 hours.

5.5.3 SAT Cases (Invalid Properties / Instance Generation)

Most SAT cases arising from Alloy problems are easy — typically, when the translation of an Alloy
formula results in a satisfiable CNF, finding a satisfying valuation is a quick and simple matter.
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Tab. 5.4: BinaryTrees: TwoDefsEquivalent
Scope AA Ranger Speedup

8 6.00 5.49 1.09
9 43.69 16.58 2.63
10 25,552.44 215.22 118.72
11 TO 3,324.20 > 10.83
12 TO TO

Tab. 5.5: LinkedLists: ThreeDefsEquivalent (Pairwise)
Scope AA Ranger Speedup
13 24.25 14.56 1.67
14 86.15 37.57 2.29
15 346.48 91.09 3.80
16 1,862.96 197.98 9.41
17 11,580.27 819.81 14.13
18 TO 4,107.56 > 8.76
19 TO 22,845.55 >>

20 TO TO

Tab. 5.6: LinkedLists: ThreeDefsEquivalent (Circular)
Scope AA Ranger Speedup
13 22.17 14.73 1.50
14 74.94 35.61 2.10
15 360.01 85.65 4.20
16 1,602.04 189.79 8.44
17 11,484.27 859.62 13.36
18 TO 4,299.79 > 8.37
19 TO 24,077.44 >>

20 TO TO

Tab. 5.7: Chord: FindSuccessorWorks
Scope AA Ranger Speedup

6 94.90 23.95 3.96
7 1,447.98 67.86 21.34
8 TO 349.76 > 102.93
9 TO 3,569.07 >>

10 TO TO

Tab. 5.8: StableMutexRing: NoBadSafetyTrace
Scope AA Ranger Speedup
10 322.39 35.79 9.01
11 1,326.09 51.10 25.95
12 24,239.91 118.04 205.35
13 TO 330.74 > 108.85
14 TO 850.46 >>

15 TO 1,672.21 >>>

16 TO 3,802.20 >>>>

17 TO 5,263.09 >>>>>

18 TO 7,400.67 >>>>>>

19 TO 10,859.77 >>>>>>>

20 TO 16,404.06 >>>>>>>>

21 TO 23,982.52 >>>>>>>>>

22 TO 29,705.61 >>>>>>>>>>

23 TO TO
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Tab. 5.9: StableMutexRing: Closure
Scope AA Ranger Speedup
10 343.50 33.03 10.40
11 924.96 57.08 16.20
12 2,835.47 111.72 25.38
13 9,459.15 231.50 40.86
14 TO 707.88 > 50.86
15 TO 2,427.98 >>

16 TO 9,771.50 >>>

17 TO 30,607.91 >>>>

18 TO TO

Tab. 5.10: FireWire: AtMostOneElected
Scope AA Ranger Speedup

3 3.98 3.16 1.26
4 141.04 23.67 5.96
5 6,269.58 319.87 19.60
6 TO 14,297.74 > 2.52
7 TO TO

However, hard SAT problems do come up in practice, and can be very challenging indeed. Therefore,
we also evaluate Ranger on some difficult satisfiable Alloy instances.

BinomialHeap is the translation to Alloy of a Java binomial heap class implementation, taken
from [43]. One of its methods, extractMin(), contains a bug that can only be detected for some
sufficiently large input structures. Property ExtractMinCorrect asserts the correctness of said
method. Its translation to CNF yields UNSAT problems up to scope 12, but nontrivial SAT problems
for scopes 13 and above. Although the speedups obtained were modest (around 3x, on average), it
was important for us to confirm that Ranger did not miss the counterexample whenever one existed.

AVLTrees was originally written for automated test input generation. The goal, for scope n, is
to find some configuration that represents a valid AVL tree of size n. An easy task for small n, this
becomes much harder as n grows. Table 5.12 shows that it took the Analyzer over one hour to produce
an AVL tree of size 19, while Ranger achieved the same in 138 seconds – a 27x speedup. At scope 22,
sequential analysis exhausted 8 GB of memory, whereas distributed analysis succeeded in producing
AVLs of sizes 22 and 23.

The FireWire model also includes NoRepeats, an instance generation command. This is an
auxiliary property: the author of the model suggests running it repeatedly, increasing the number of
states, until no counterexample is found, to determine how many states suffice for a certain scope.
For large scopes, finding such intermediate SAT instances becomes a hard problem in its own right.
We ran these analyses sequentially for up to 16 states per scope, and for each scope, re-ran the most
demanding analysis using Ranger. As shown in Table 5.13, the distributed approach yielded over 40x
speedup for the last sequentially-tractable scope (22), and was able to raise the tractability limit from
22 to 34.

5.5.4 Adding More Hardware

For each of the aforementioned series, we took the hardest scope that was tractable by Ranger on 8x8
and re-ran it using half as much hardware, 50% more hardware, and twice as much hardware (i.e., on
4x8, 12x8, and the full 16x8 capacity of the cluster). The results are reported in Table 5.14. In all
UNSAT cases, the actual runtimes were close to the linear extrapolation (200%, 100%, 66%, 50%) of
the 8x8 timing.

SAT cases are less predictable since, rather than exhausting the search space, success depends on
quickly finding the first needle in the haystack. While AVL instance generation scaled even better
than expected, the other two cases did not do as well, and SAT runs on 4x8 performed poorly in
general.
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Tab. 5.11: BinomialHeap: ExtractMinCorrect
Scope AA Ranger Speedup

8 102.10 40.56 2.52
9 185.05 106.64 1.74
10 243.12 132.81 1.83
11 563.47 196.93 2.86
12 700.69 239.04 2.93
13 80.41 31.20 2.58
14 122.87 60.84 2.02
15 251.49 80.29 3.13
16 349.60 187.09 1.87
17 847.28 270.93 3.13
18 483.16 116.55 4.15
19 542.40 381.70 1.42
20 1,022.42 149.97 6.82

Tab. 5.12: AVLTrees: GenerateInstance
Scope AA Ranger Speedup
15 47.09 13.87 3.40
16 121.76 51.12 2.38
17 195.37 81.05 2.41
18 1,703.20 125.95 13.52
19 3,715.74 137.69 26.99
20 3,839.97 241.02 15.93
21 17,588.57 1,422.13 12.37
22 OofM 4,993.58 –
23 OofM 13,654.49 –
24 OofM TO

Tab. 5.13: FireWire: NoRepeats
Scope AA Ranger Speedup
16 148.97 17.01 8.76
18 334.40 28.48 11.74
20 497.93 41.12 12.11
22 765.93 18.21 42.06
24 OofM 46.20 –
26 OofM 63.52 –
28 OofM 100.62 –
30 OofM 89.99 –
32 OofM 95.79 –
34 OofM 171.11 –
36 OofM OofM
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Tab. 5.14: Adding more hardware
Model/Property Scope 4x8 8x8 12x8 16x8
LinkedLists: Equiv. Pairwise 19 TO 22,846 14,446 10,197

100% 63% 45%

LinkedLists: Equiv. Circular 19 TO 24,077 14,368 10,059
100% 60% 42%

BinTrees: Equivalence 11 6,584 3,324 2,273 1,688
198% 100% 68% 51%

Chord: FindSuccWorks 9 7,041 3,569 2,270 1,807
197% 100% 64% 51%

SMRing: Closure 17 TO 30,608 18,806 12,848
100% 61% 42%

SMRing: BadSafetyTrace 22 TO 29,706 20,526 17,354
100% 69% 58%

FireWire: AtMostOneElected 6 27,680 14,298 8,843 6,707
194% 100% 62% 47%

BHeap: ExtractMinCorrect 19 1,989 382 322 272
521% 100% 84% 71%

AVL: instance generation 19 TO 13,654 5,516 4,958
100% 40% 36%

Firewire: NoRepeats 34 19,949 171 177 195
11,659% 100% 104% 114%

5.5.5 Threats to Validity

When building a vecSpec from an Alloy model, the current Ranger implementation considers functional
binary relations. Note that this does not restrict input models to those that only use such relations.
Ranger can analyze Alloy models with relations of arbitrary type and arity; it simply ignores nonfunc-
tional and/or ternary relations for the purposes of building the vecSpec, and therefore, for those of
range partitioning. So far, this does not seem to be an impediment: most of the models in the bench-
mark use nonfunctional and/or ternary relations; some even use many of them, and comparatively few
functional binary ones. However, this does imply that if a model uses no functional binary relations
at all, it would not be splittable by the current version of Ranger, as the vecSpec would be empty. A
binary nonfunctional relation R ⊆ A×B can be seen as a ternary relation TR ⊆ A×B×{true, false},
where (a, b) ∈ R ⇔ (a, b, true) ∈ TR. Therefore, the problem reduces to handling ternary relations.
We can see a ternary relation T ⊆ A × B × C as a total function FT : A → P(B × C), where
FT (a) = {(b, c) ∈ B × C | (a, b, c) ∈ T}. Note that such functions would introduce a large number of
options in the vecSpec, but that each split reduces such options by half.

5.6 Related Work

As stated in Section 5.1, scaling Alloy analysis to larger scopes is necessary to improve the confidence
levels attainable by users when analyzing models. An important step in this direction is the inclusion
of symmetry-breaking predicates during the translation to propositional logic, significantly enhancing
analysis capabilities [103, 46]. Surprisingly, developments on parallel and/or distributed analysis of
Alloy models are scarce.

The first option to consider is using a parallel SAT-solver. Multi-core SAT-solver research has
gained a lot of momentum. ManySAT [104] and plingeling [105] are award-winning multithreaded SAT
solvers. As shown on Table 5.15, Ranger frequently outperforms both of them even when running on
a single machine (1x8), possibly due to the synergy between range partitioning and Alloy’s symmetry
breaking. But another important advantage of Ranger is its distributed nature, which makes it possible
to add more machines and combine their computational power. Multithreaded solvers heavily depend
on shared memory and are thus confined to a single computer.

Usable distributed SAT-solvers are hard to come by. PMSat [74], a cluster-oriented version of
Minisat, is available but reports generally small speedups. GrADSAT [72] reported experiments
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Tab. 5.15: Ranger on 1x8 vs. multithreaded SAT-solvers. (TO=30 min)

Model/Property Scope Ranger plingeling ManySAT
(1x8) v578f (1x8) v2.0 (1x8)

LinkedLists: Equiv. Pairwise 15 321.70 657.90 545.53
16 1,169.76 TO TO
17 TO TO TO

BinTrees: Equivalence 9 23.20 97.80 15.57
10 1,467.65 TO TO
11 TO TO TO

Chord: FindSuccWorks 6 33.87 173.80 51.34
7 269.88 1,514.10 606.86
8 TO TO TO

SMRing: Closure 11 221.37 837.50 361.60
12 639.62 1,657.60 1,039.99
13 TO TO TO

SMRing: BadSafetyTrace 11 180.05 TO 426.72
12 695.54 TO TO
13 TO TO TO

FireWire: AtMostOneElected 4 51.85 14.10 35.02
5 TO 71.80 1,529.32

BHeap: ExtractMinCorrect 14 65.15 435.50 12.89
15 445.18 506.70 139.19
16 TO 501.40 65.22

AVL: instance generation 15 20.07 8.10 15.95
16 175.42 12.90 31.65
17 TO 18.00 78.93

Firewire: NoRepeats 22 19.76 178.10 201.56
24 741.24 293.70 199.97
26 TO 502.50 450.80

showing an average 3.27x and a maximum 19.9x speedup using various numbers of workers ranging
between 1 and 34. C-sat [73] is a SAT-solver for clusters. It reports linear speedups, but the tool
is not available for experimentation. Also, relying on a parallel SAT-solver prevents making use of
Alloy-level information that may contribute to better analyses.

In [33], the notion of transcoping is introduced as an aid to improve parallel analysis of Alloy
models. Since Alloy analyses occur within given bounds, transcoping proposes to explore small scopes
first in order to extrapolate the best way to distribute the analysis of larger scopes. Ranger may
contribute to the development of transcoping, given that it introduces a new technique for distributing
the analysis.

Although little research has been done on parallelizing its analysis, Alloy has been used as an
intermediate language by different tools that parallelize code analysis. In [77], parallel analysis of
code is performed by splitting the program control flow graph and using JForge [6] (which relies on
Kodkod) to analyze each slice. Note that, as in [78], parallelization occurs at the code level, not at
the intermediate Alloy representation level. In [32], parallel analysis of Java code is performed by
translating complete methods to Alloy. The partitions needed to parallelize the analysis are obtained
from the intermediate Alloy representation. Unfortunately, the efficiency of the technique depends on
the presence of class invariants or the lack of aliasing, concepts usually absent in more general Alloy
models such as the ones considered in this chapter.

The vector-based representation of Alloy configurations is adopted from the candidate vectors of
the Korat tool [9] that performs a backtracking search for test generation using imperative predicates.
Two techniques implement Korat in parallel – one technique [59] uses executions of the imperative
predicate to distribute the search during backtracking by creating work items for parallel workers and
the other technique [106] fast-forwards the search to create ranges for parallel exploration without
work stealing. The problems addressed by Korat and Ranger (testing of imperative code and analysis
of Alloy models, respectively) as well as the respective partition techniques are quite different.

Ranging techniques for symbolic execution [107] and explicit state model checking [108] of im-
perative programs were introduced recently in the context of the KLEE symbolic execution tool for
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C [109] and the JPF model checker for Java [110], respectively. Ranging to analyze declarative models
in Alloy is very different from ranging to analyze imperative programs in C or Java. More precisely,
ranges in symbolic execution and model checking are based on program execution paths, specifically
sequences of control-flow branches. Such paths do not exist in declarative models. Our technique for
ranging for Alloy defines a novel form of ranges – at the black-box input space level, not white-box
control-flow level.

5.7 Conclusions and Further Work

This chapter introduced a novel technique for scaling Alloy’s SAT-based analysis using ranging. Ex-
periments using a variety of hard-to-solve Alloy formulas showed that the technique is very effective,
especially for valid assertions, where the search space needs to be exhausted. When dealing with
difficult invalid assertions, except for some situations with particularly low quantities of available
hardware, counterexamples were always found in a timely fashion.

Our work opens a new direction in scaling the analysis of declarative models. With the increasing
availability of multi-core and multi-processor systems, such parallel techniques have a vital role to play
in substantially enhacing our ability to develop more reliable software. Our next step is to update
the implementation as discussed in Section 5.5.5, so that models can be range-partitioned on a wider
class of relations. Also, the fact that superlinear speedups were obtained implies that some of the
gain does not stem just from parallelization, but rather from the partitioning itself – in some cases,
merely splitting a problem and solving the resulting subproblems sequentially would have yielded
some speedup. This surprising phenomenon deserves further analysis. We also plan to explore the
application of ranging to other declarative domains, such as SMT solving as well as deep static checking
where the program and its specification are represented together using a formula, which captures a
violation of the specification by the program for goal-directed counterexample generation.

5.8 Resumen

En este caṕıtulo presentamos un enfoque novedoso para el análisis distribuido de modelos Alloy.
Como ya hemos explicado en caṕıtulos anteriores, Alloy es un lengaje declarativo; una extensión de la
lógica de primer orden basada en relaciones. El lenguaje Alloy viene acompañado de una herramienta
automática de análisis, el programa Alloy Analyzer, que traduce modelos escritos en Alloy a fórmulas
proposicionales y utiliza tecnoloǵıa estándar de SAT-solving para buscar valuaciones que representen
contraejemplos (en caso de haberlos).

La idea clave de este caṕıtulo es que el problema de satisfacción de restricciones subyacente puede
dividirse en subproblemas de menor complejidad estableciendo un orden total sobre el espacio de
soluciones candidatas y dividiéndolo en rangos o intervalos disjuntos. De este modo, a cada rango
o copia del problema a verificar se le agregan restricciones adicionales que expresan el hecho de que
efectivamente se está dentro de ese rango (entre dos puntos del espacio linealizado de candidatos
a soluciones posibles). De este modo, las búsquedas utilizando SAT-solvers en cada uno de estos
rangos son más fáciles que la búsqueda sobre el espacio completo. Además, las distintas búsquedas
son independientes y pueden ejecutarse en paralelo. Por último, este mismo procedimiento puede
reaplicarse recursivamente de ser necesario (por ejemplo, si en algún momento hay procesadores ociosos
puede partirse alguno de los intervalos restantes en subintervalos, y aśı sucesivamente).

Hemos materializado estas ideas en un prototipo: la herramienta Ranger. La evaluación experi-
mental muestra que Ranger logra obtener speedups considerables (en varios casos, supralineales, posi-
blemente debido a una buena sinergia entre la técnica propuesta y el modo en que Alloy rompe
internamente las simetŕıas) para una variedad de problemas Alloy dif́ıciles. También muestra que el
tiempo de análisis se reduce casi linealmente al agregar mayor cantidad de hardware (para 32, 64, 96
y 128 procesadores).
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Summary

In this chapter we present a novel technique for producing bounded exhaustive test suites from hybrid
invariants, i.e., invariants that are expressed imperatively, declaratively, or as a combination of declar-
ative and imperative predicates. Hybrid specifications are processed using known mechanisms for the
imperative and declarative parts, but combined in a way that enables us to exploit information from
the declarative side, such as tight bounds computed from the declarative specification, to improve the
search both on the imperative and declarative sides. Moreover, our technique automatically evaluates
different possible ways of processing the imperative side, and the alternative settings (imperative or
declarative) for parts of the invariant available both declaratively and imperatively, to decide the
most convenient invariant configuration with respect to efficiency in test generation. This is achieved
by transcoping, i.e., by assessing the efficiency of the different alternatives on small scopes (where
generation times are negligible), and then extrapolating the results to larger scopes.

We also show experiments involving collection classes that support the effectiveness of our tech-
nique, by demonstrating that (i) bounded exhaustive suites can be computed from hybrid invariants
significantly more efficiently than doing so using state-of-the-art purely imperative and purely declara-
tive approaches, and (ii) our technique is able to automatically determine efficient hybrid invariants, in
the sense that they lead to an efficient computation of bounded exhaustive suites, using transcoping.

6.1 Introduction

It is widely acknowledged that software testing is a major engineering approach for guaranteeing
software quality [111]. Software testing is essential for software development, but it is also highly time-
consuming, so that automating testing-related tasks becomes crucial in helping software developers
and encouraging adoption of testing practices. Some testing tasks, such as test execution, are easily
automated. Others, in particular test input generation, are typically very hard to automate. Despite
the inherent complexity of automating test input generation, various techniques and tools have been
proposed to automatically produce test inputs, including some based on random generation [112, 113]
as well as others based on several different forms of constraint solving or model checking [76, 9, 10, 8,
24].

Most tools and techniques for test input generation require a specification of the inputs of the
program under analysis. This specification can be imperative, as is the case with Korat [9], UDITA
[10] and Symbolic PathFinder [24], or it can be declarative, i.e., provided as a formula in some logical
formalism. Tools like TestEra [8], TACO [20] and Forge [6] lie in the latter category. This essentially
leads to two families of approaches: imperative-specification-based and declarative-specification-based,
depending on the kind of language used to express the specifications of inputs.

Although the aforementioned tools for test generation are powerful, they often exhibit some com-
mon issues from the point of view of the end user. In particular, since generation approaches are
often tightly coupled to particular kinds of specifications (imperative or declarative), once a tool or
test generation approach is chosen, one is forced to write specifications within a particular paradigm,
i.e., either imperatively or declaratively. This may not be a problem when attempting to generate
test cases for programs with simple inputs (e.g., parameters of basic datatypes, or inputs with just
a few elementary conditions), where input specification is usually straightforward. But it certainly
is a limitation when dealing with programs that manipulate complex data, where input specification
often becomes elaborate. Indeed, in many cases, and in particular in the context of heap-allocated
data structures, input specifications tend to be complex and comprise several conditions on the in-
puts. Having to express all of them in the same style may turn out to be unnatural for engineers, and

105



6. HyTeK 106

consequently prone to errors.
Input specification is rendered even more complex by the fact that most test generation mechanisms

are sensitive to the precise way in which the specification is (syntactically) expressed. This is especially
the case with imperative-specification-based approaches. For instance, when checking two or more
restrictions on the inputs (e.g., acyclicity and balance in a tree-like structure), doing so in different
orders may lead to substantially different running times for test generation (e.g., from 8.6 seconds to
over 8.5 hours, depending on the particular ordering, for the generation of red-black trees with up to
8 nodes – see Section 6.6) from an imperative specification.

To help overcome the problems described above, in this chapter we present HyTeK, a technique
for bounded exhaustive test input generation with the following characteristics:

• HyTeK automatically generates test suites from input specifications given in the form of hybrid
invariants. These invariants are hybrid in the sense that they may be provided imperatively,
declaratively, or as a combination of declarative and imperative predicates. Methodologically,
this allows software engineers to design specifications that better reflect the nature of the problem
being modeled, or that better fit their specification preferences, and are therefore less error prone.

• Since automated test input generation is highly sensitive to the way in which the invariant is im-
plemented, HyTeK automatically explores alternative orderings of the specification components
on the imperative side, and in the event that part of the invariant is provided both declaratively
and imperatively, it decides the most convenient setting (imperative or declarative) in which
it is to be solved, so that the efficiency of test input generation is improved. This is done by
transcoping [33], i.e., by assessing the efficiency of the alternatives on small scopes, where gen-
eration times are negligible, and then extrapolating the results to larger scopes, where costs are
much higher and a single bad decision can render the whole generation task infeasible.

• While approaches based on fully declarative (resp. imperative) specifications have (and, in fact,
each particular tool has) their own associated optimization techniques, which are in general
difficult to translate to other contexts, the availability of different styles of specification in the
same invariant enables HyTeK to benefit from optimization approaches of one side in the other
one. This is achieved through two mechanisms. First, by using information obtained while
solving declarative portions of the invariant we are able to assist in pruning the search for
partially valid structures from the imperative portion of the specification. Second, we can
compute tight bounds [20] from the declarative invariant, and use these during test generation
both from the declarative and imperative parts of the specification, to reduce the search space.

The aforementioned technique is proposed for bounded exhaustive testing, an approach followed by
several testing tools [9, 114, 8, 115, 10], which consists of testing a piece of software on all valid inputs
within a certain scope (e.g., maximum number of objects involved in heap allocated inputs, ranges
for numerical inputs, etc.). Since this testing approach is intrinsically combinatorial, automated
input generation is clearly a necessity in this context. Our technique combines a mechanism for
processing imperative input specifications introduced in [9] through the Korat tool, with SAT solving
for processing the declarative portions of the input specification, in the style put forward through
the tool TestEra [8]. The combination of these two approaches motivates the name of our technique:
HyTeK stands for Hybrid TestEra-Korat.

Bounded exhaustive testing has proved to be particularly effective for testing complex data struc-
ture implementations. In order to evaluate the effectiveness of HyTeK, we develop experiments in-
volving collection classes, including a red-black-tree-based implementation of sets (TreeSet from the
java.util package), which is among the most involved commonly used data structures with respect to
invariant complexity.

Our experimental results show that:

• Bounded exhaustive suites can be computed from hybrid invariants significantly more efficiently
than doing so using state-of-the-art purely imperative and purely declarative approaches, and
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class TreeSet {
Node root ;
int s i z e ;

}

class Node {
Node parent ;
Node l e f t ;
Node r i g h t ;
int c o l o r ;
int key ;

}

Fig. 6.1: Classes for red-black trees implementation.

• HyTeK is able to automatically discover efficient hybrid invariants (in the sense that they lead
to an efficient automated generation of test suites) using transcoping.

6.2 Hybrid Input Specifications

Many automated program analysis techniques require specifications of the programs under analysis.
Test input generation tools are no exception – in order to automatically generate tests, these tools
often require a specification of the valid inputs of the program under consideration [9, 112, 76, 10,
8, 24]. Several different approaches exist for expressing input specifications, which in many cases
can become quite intricate and complex to express. Often, particularly in object-oriented programs,
these input specifications are given (at least partly) in the form of class invariants, also known as
representation invariants, of the input datatypes. In order to illustrate such specifications, let us
consider an interesting and complex data structure, red-black trees. Red-black trees are balanced
binary search trees. They are used as the implementation of class TreeSet in package java.util. The
class invariant for red-black trees comprises the following constraints:

rbt1: the structure is a tree,

rbt2: the tree is a binary search tree,

rbt3: each node has a color, which can be red or black,

rbt4: the root node is black,

rbt5: no two consecutive nodes in a path can be red, and

rbt6: every path from the root to a leaf node contains the same number of black-colored nodes.

This representation invariant of red-black trees can be thought of as an input specification of routines
handling red-black trees, such as the insertion and deletion routines defined in class TreeSet. An
imperative implementation of the representation invariant is typically given as a repOK routine [116],
e.g., as a boolean Java function that returns true if and only if a red-black tree object’s structure is
internally consistent, that is, it satisfies all six constraints above. For instance, assuming that red-
black trees are implemented in a way that is consistent with the classes shown in Fig. 6.1, then the
associated representation invariant can be imperatively captured by the repOK routine partially shown
in Figure 6.2.

A different approach to provide input specifications (or, as in our case, a representation invariant
for a given class) is to do so declaratively. This involves using some appropriate logical setting, and
expressing the input specification or representation invariant as a logical formula. Such logical settings
are widely available, for instance as languages for contract specification accompanying object-oriented
programming languages (e.g., JML [18]), or as specific formal specification languages. In this chapter
we will use Alloy [2], a popular relational formal specification language that is well suited for this kind
of specification. This choice is made without loss of generality – any declarative specification language
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could be used for this task. The red-black tree invariant can be expressed in Alloy as (partially) shown
in Fig. 6.3.

The imperative and declarative invariants above are, of course, very closely related. Indeed,
both enforce the same constraints on the input structure – they just express it in different styles.
When modeling the invariant, some engineers may find some constraints easier to express in one
style, while others may find them more naturally expressible in another. For instance, for many
programmers, constraint rbt1, which requires that the structure reachable from the root be a tree,
would be very directly expressible in an imperative language by means of a structure traversal (as
in method structureOK() in Fig. 6.2). On the other hand, developers familiar with the logical
setting used for declarative specifications might favor a declarative version of this constraint, based
on reachability or transitive closure operators. Furthermore, some constraints are inherently easier to
express declaratively. Consider, for instance, requirements rbt4, rbt5 and rbt6, which constrain the
valid colorings of red-black trees. An imperative version of these requirements is shown in Figure 6.4.
The declarative version of colorsOK(), shown in Figure 6.5, is much more concise.

To allow for greater flexibility when specifying inputs, we propose the use of hybrid invariants,
which may be specified as a mix of procedural and declarative constraints. Hybrid invariants lead
to a methodological improvement in specification, allowing software engineers to design specifications
that better reflect the nature of the problem being modeled, or that better fit their specification
preferences, making the process of specification less error prone. Moreover, enabling the possibility
of describing inputs with hybrid invariants may have a significant impact on analysis (in our case,
efficiency of the test input generation process). As we will show in later sections, hybrid invariants
allow us to leverage optimization approaches from one context in the other one. In particular, by using
information obtained while solving declarative portions of the invariant we are able to help prune the
search for partially valid structures from the imperative portion of the specification; and having a
declarative invariant allows for querying characteristics of the valid structures that lead to reductions
in the search space when solving the imperative and declarative parts of the input specification. This
will be explained in further detail in later sections.

6.3 Generating Test Inputs from Specifications

Our approach for generating test inputs from hybrid specifications builds on existing approaches for
generating test inputs from either imperative or declarative specifications. We describe these processes
below.

6.3.1 Test Inputs from Imperative Specifications

When representation invariants are expressed imperatively, a very efficient mechanism for generating
test inputs becomes available, as put forward in [9], and exploited by other approaches [10, 24], known
as the Korat algorithm. This algorithm, embodied in the associated homonymous tool, is able to
generate test inputs from imperative specifications, and is especially targeted at the generation of
complex, heap-allocated structures [9]. The Korat tool requires an imperative input specification,
i.e., a repOK() routine specifying the expected (valid) inputs to be generated, and a scope definition,
which provides the bounds for the domains involved in the structure. For instance, for red-black trees,
the repOK() routine would be the one shown in Fig. 6.2, while the notion of scope (specified as a
finitization procedure) would indicate the ranges for primitive-type fields as well as the minimum and
maximum number of objects of each class involved in the structure. For instance, it may specify that
generation has to be performed using at most 1 TreeSet object, 0 to 3 Node objects, 0. . . 3 as the range
for TreeSet.size, 0. . . 2 as the range for Node.key, and 0. . . 1 as the range for Node.color (colors
being represented here by integers).

Korat generates all valid structures (i.e., structures for which repOK() would return true) within
the provided bounds. For the red-black trees example, assuming the scope given above, Korat will
generate every valid (i.e., well-colored) red-black tree structure of a size no greater than 3 (in this
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public boolean repOK( ) {
//empty t r e e has s i z e 0
i f ( root == null )

return s i z e == 0 ;

// roo t i s b l a c k
i f ( root . c o l o r != BLACK)

return fa l se ;

// t r e e s t r u c t u r e i s ok
i f ( ! structureOK ( ) )

return fa l se ;

// s i z e i s ok
i f ( ! sizeOK ( ) )

return fa l se ;

// co l o r i n g i s ok
i f ( ! colorsOK ( ) )

return fa l se ;

// s t o r ed va l u e s are ordered
return keysOK ( ) ;

}

public boolean structureOK ( ) {
i f ( root . parent != null )

return fa l se ;
Set v i s i t e d = new HashSet ( ) ;
v i s i t e d . add ( root ) ;
L inkedLis t workList = new LinkedLis t ( ) ;
workList . add ( root ) ;
while ( ! workList . isEmpty ( ) ) {

Node cur rent = workList . removeFirst ( ) ;
Node c l = cur rent . l e f t ;
i f ( c l != null ) {

i f ( ! v i s i t e d . add ( c l ) )
return fa l se ;

i f ( c l . parent != cur rent )
return fa l se ;

workList . add ( c l ) ;
}
Node cr = current . r i g h t ;
i f ( c r != null ) {

i f ( ! v i s i t e d . add ( cr ) )
return fa l se ;

i f ( c r . parent != cur rent )
return fa l se ;

workList . add ( cr ) ;
}

}
return true ;

}

. . .

Fig. 6.2: [Partial] An imperative implementation (in Java) of a representation invariant for red-black trees.



6. HyTeK 110

// empty tree has size 0

(thiz.root = null => thiz.size = 0) and

// root is black

(thiz.root != null => thiz.root.color = BLACK) and

// tree structure is ok

(this.root != null => thiz.root.parent = null) and

all n:TreeSetNode | {

n in thiz.root.*(left+right) - null =>

(

(n.left != null => n.left.parent = n) and

(n.right != null => n.right.parent = n) and

(n.parent != null => n in n.parent.(left+right)) and

n !in n.+parent

)

} and

// size is ok

... and

// coloring is ok

... and

// stored values are ordered

...

Fig. 6.3: A declarative characterization, written in Alloy, of the representation invariant for red-black trees.

example, the value of the size field coincides with the number of nodes in the structure) and containing
keys ranging from 0 to 2. In order to achieve this, Korat builds a tuple where each entry corresponds
to a value of a field of the involved objects. In our example, the tuple would have length 17 – two
values for the root and size of the TreeSet object, and 15 for the five fields of the three nodes that
the tree may contain. For instance, the following tuple

〈 0, 1, NULL,NULL,NULL, 0, 0,
NULL,NULL,NULL, 0, 0,
NULL,NULL,NULL, 0, 0 〉

represents the tree of size 1 with a single node (the first zero in the tuple references the 0-th, i.e. the
first node object), whose parent, left and right fields are set to null, and whose key and color are zero
and black (also represented by a zero), respectively. Each entry in this tuple has a domain, which is
defined by the finitization procedure. More precisely, Korat works on representations of these tuples,
called candidate vectors, that represent the candidate tuples by replacing actual entries with indices
into the respective domains. For instance, the candidate vector

〈1, 1, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0〉

would correspond to the previously shown candidate tuple (each tuple entry has the first possible
value in its domain, except for the tree’s root and size). In the context of complex heap-allocated
structures (as well as in many other contexts), most of the candidate vectors would correspond to
invalid structures, i.e., the structures that do not satisfy the repOK() are usually considerably more
abundant than those that do. In our example, the candidate space contains 905, 969, 664 vectors (4
possibilities for each of the node-typed fields, combined with 4 possibilities for the size field, 3 for each
key field, and 2 for each color field). Yet there are only 12 distinct red-black trees (up to isomorphism,
as will be explained later on) within the scope of this example.

To generate test inputs, Korat exhaustively explores the space of candidate vectors. As shown in
Fig. 6.6, Korat starts with the initial candidate vector (all indices are zero) and executes repOK() on
this candidate, monitoring the fields accessed during execution and storing them in a stack. Korat
uses this stack in order to backtrack over candidate vectors. If the current candidate satisfies repOK(),
it is considered a valid test input. If repOK() fails, then the candidate is discarded. In both cases, to
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private boolean colorsOK ( ) {
// Red has on ly b l a c k c h i l d r en
LinkedLis t workList = new LinkedLis t ( ) ;
workList . add ( root ) ;
while ( ! workList . isEmpty ( ) ) {

Node cur rent = workList . removeFirst ( ) ;
Node c l = cur rent . l e f t ;
Node cr = cur rent . r i g h t ;
i f ( cur rent . c o l o r == RED) {

i f ( c l != null && c l . c o l o r == RED)
return fa l se ;

i f ( c r != null && cr . c o l o r == RED)
return fa l se ;

}
i f ( c l != null )

workList . add ( c l ) ;
i f ( c r != null )

workList . add ( cr ) ;
}
// Simple paths from root to
// NIL have same number o f b l a c k nodes
int numberOfBlack = −1;
workList = new LinkedLis t ( ) ;
workList . add (new Pair ( root , 0 ) ) ;
while ( ! workList . isEmpty ( ) ) {

Pair p = workList . removeFirst ( ) ;
Node e = p . e ;
int n = p . n ;
i f ( e != null && e . c o l o r == BLACK)

n++;
i f ( e == null ) {

i f ( numberOfBlack == −1)
numberOfBlack = n ;

else i f ( numberOfBlack != n)
return fa l se ;

} else {
workList . add (new Pair ( e . l e f t , n ) ) ;
workList . add (new Pair ( e . r i ght , n ) ) ;

}
}
return true ;

}

Fig. 6.4: An imperative predicate capturing the correct coloring in a red-black tree.

thiz.root != null => thiz.color = BLACK and

all n : thiz.root.*(left + right) - null |

n.color = RED and n.parent != null

=> n.parent.color = BLACK and

n.left != null and n.right = null

=> n.left.color = RED and

n.left = null and n.right != null

=> n.right.color = RED

Fig. 6.5: An Alloy declarative constraint capturing correct coloring in red-black trees.
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Algorithm korat ( ) {
Vector curr = in i tVe c t o r ;
Stack f i e l d s = new Stack ( ) ;
boolean ok ;
do {

( ok , f i e l d s ) = curr . repOK ( ) ;
i f ( ok ) {

r epor tVa l id ( curr ) ;
f i e l d s . push ( curr . r e a chF i e l d s − f i e l d s ) ;

}
f i e l d = f i e l d s . pop ( ) ;
while ( ! f i e l d s . isEmpty ( ) &&

curr [ f i e l d ] >=
nonIsoMax ( curr , f i e l d s , f i e l d ) ) {

curr [ f i e l d ] = 0 ;
f i e l d = f i e l d s . pop ( ) ;

}
i f ( ! f i e l d s . isEmpty ( ) ) curr [ f i e l d ]++;

} while ( curr != l a s tVec to r &&
! f i e l d s . isEmpty ( ) )

}

Fig. 6.6: Pseudo code describing the Korat algorithm for test generation from imperative specifications.

build the next candidate, the last accessed field is incremented to its next value. If one or more of the
last accessed fields are already in their corresponding maximum values, then these are reset to 0, and
the field accessed before them is incremented. If all fields are already at their maximum values, then
the state space of candidate vectors has been exhaustively explored, and Korat terminates.

By backtracking only on accessed fields, Korat is able to prune large parts of the candidate vector
space at a time. In fact, its backtracking process leads Korat-savvy users to get used to writing
repOK() in particular ways that seem to benefit test input generation. Note that in order to determine
that a candidate is invalid, it is often not necessary to access all reachable fields. The fewer fields
accessed, the better the pruning. Therefore, the sooner repOK() returns false (without modifying
field values unnecessarily), the better. This pruning mechanism is sound because, if the last accessed
field has not been modified, then the output for repOK() would not change (assuming that the routine
is deterministic), i.e., the parts of the structure visited by repOK() would remain the same, and
therefore repOK() would fail again.

Korat also incorporates a mechanism that avoids generating isomorphic candidates [9]. In this
context, two candidates are isomorphic if they only differ in the object identities of their constituents
(i.e., if one of the candidates can be obtained from the other by permuting object identities). Since most
applications never depend on the actual identities of objects (which represent the memory addresses or
heap references of objects), once a structure is generated, all its isomorphic structures may be safely
disregarded, since they are redundant (represent already explored cases). Korat avoids generating
isomorphic candidates by forcing a canonical representation of explored candidate vectors. More
precisely, a lexicographic order between candidate vectors is defined, and then incorporated into the
generation process in a way that allows the latter to only generate the smallest element (according to
the total order) among all isomorphic candidates. This mechanism works as follows. When considering
the range (its possible values) of a class-typed field in the construction of candidates during the search,
it is restricted to no more than one untouched (i.e., not previously referenced in the structure) object
of its corresponding domain. For example, suppose that in the construction of candidates one needs
to consider different values for a given position i in the candidate vector. Now suppose that the i-th
position corresponds to a class domain D, and that no fields of said domain have been accessed before
i in the last invocation of repOK(). The only possible value for the i-th position is 0. More generally,
if k objects of domain D have been accessed before in the last invocation of repOK(), these must be
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indexed 0 to k−1, and thus the i-th position can range from 0 to k, but may not exceed k. Notice that
the canonical representation of candidate vectors depends on how repOK() traverses the structure.

In many cases, the above-described backtracking process, pruning and isomorphism-elimination
mechanisms allow the Korat tool to significantly reduce the search space when generating test inputs.
The efficiency of the tool will greatly depend on how the repOK() routine is implemented. The repOK()
for red-black trees that was (partially) shown in the previous section is, in fact, taken from the Korat
distribution: the order in which the different invariant components are checked (structure, then size,
then color, then keys) has been manually fine-tuned by the developers of Korat for use with the tool.
For instance, for the abovementioned scope, this implementation of repOK() allows Korat to find all
12 valid structures after only exploring a mere 200 out of the 905, 969, 664 possible candidate vectors.
For further details, we refer the reader to [9, 115].

6.3.2 Test Inputs from Declarative Specifications

When input specifications are provided declaratively, these can be processed to produce inputs by
resorting to some form of constraint solving. By solving the input description, we are able to obtain
data that satisfy the specification, which can be used as input for the program under analysis. Let us
describe a mechanism for test data generation that fits our bounded exhaustive test generation scenario,
as previously described, and uses SAT solving as a constraint solving approach. This approach was
first proposed in [8] with the TestEra tool; we shall refer to it as the TestEra approach. Since its
introduction, it has been extended and generalized to deal with any testing criterion [76], although in
this project we use it to build bounded exhaustive test input suites.

As mentioned above, our process for generating test inputs from declarative specifications is based
on SAT solving, which is the process of, given a propositional formula ϕ, finding a satisfying valuation
for ϕ if one exists, or returning unsat if ϕ is unsatisfiable. Despite the fact that propositional satis-
fiability is an NP-complete problem, there are many SAT solvers that work very efficiently on large
classes of satisfiability problems, and are able to effectively deal with propositional specifications in-
volving millions of variables and clauses. In order to automatically build test inputs from a declarative
specification, we translate the specification into a propositional satisfiability problem (which requires
imposing a scope for the generation, so that the original specification can be “flattened” into a purely
propositional specification) in such a way that satisfying valuations of the resulting propositional
formula correspond to valid inputs within the provided scope.

Since we want to generate the whole space of valid inputs within a given scope, the above process
needs to be iterated. For this purpose we rely on incremental SAT solving: when a satisfying valuation
for a formula ϕ is found, a new formula α can be added to the constraints in order to forbid the part
of the search space that has already been traversed. Thus, subsequent searches for valuations that
satisfy ϕ ∧ α will not revisit states that have already been visited.

Let alpha be a formula characterizing the state space S of valid inputs (in our case, the proposi-
tional formula obtained from the input specification and the scope). When a satisfying valuation val

is found by the incremental SAT-solver fed with alpha, it determines a test input, captured by the
values v 1, . . . , v k of the primary variables p 1, . . . , p k in the propositional specification (secondary
variables are introduced in order to maintain the size of the formula tractable when translating to
CNF, but other than that, do not add any new information concerning the specification). Then, by
simply adding an extra clause

∨

1≤i≤k ¬(p i = v i) to alpha, we can guarantee that any new satis-
fying valuations will differ from the already-produced inputs. Fig. 6.7 illustrates the above-described
process. Within the algorithm, I-SAT(ϕ, α) denotes invocation of the incremental SAT-solver on a
formula ϕ, with the added information provided by formula α; getBlockingClause(val) corresponds
to the previously described clause, whose effect is to remove the last input produced by val. Note
how these clauses are accumulated in rm val. The algorithm uses incremental SAT-solving, as we
mentioned, to avoid starting from scratch each time a new input is queried from the solver. As in the
imperative case, we prevent the generation of isomorphic structures by using appropriate, automati-
cally generated symmetry-breaking axioms, as explained in [20], which force a canonical breadth-first
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Algorithm IncTestGenerat ion {
Su i t e = empty ;
rm val = true ;
while ( I−SAT( alpha , rm val ) ) {

va l = getValuat ion ( ) ;
Su i t e = Su i t e + getTestInput ( va l ) ;
rm val = rm val and getBlock ingClause ( va l ) ;

}
}

Fig. 6.7: Bounded Exhaustive Generation using incremental SAT Solving.

labeling of the nodes.
The bounded exhaustive coverage obtained by the algorithm in Fig. 6.7 is optimal, in the sense that

only valid inputs within the scope are produced, and each valid input within the scope is produced
exactly once.

Besides providing an alternative approach for specifying invariants, declarative specifications allow
us to query specifications in order to compute tight relational bounds [20] in the context of SAT-based
analysis. A tight bound for a field f of an object o is a restriction on the domain of o.f , i.e., on the set of
possible values that o.f may be assigned, that removes from said domain all cases that can be deemed
infeasible based on the specification. Since the possible values of o.f are captured as propositional
variables in the encoding of the test generation problem as a boolean satisfiability problem, reducing
the domains of object fields implies being able to eliminate variables from the SAT problem, thus
increasing its scalability. In this way, tight bounds can be used to preprocess a satisfiability problem,
removing infeasible variables from the problem (or, more precisely, replacing these by false) in order to
simplify it. For instance, consider our red-black trees example again. Let us now focus on a particular
object and field, N0.left. Notice that, according to the scope we previously indicated, there are four
possibilities for this field: it can be assigned null, N0, N1 or N2. Now suppose that, as part of the
declarative invariant, we have a declarative version of structureOK() (i.e., capturing the fact that the
structure is a tree). We can query the SAT solver about the feasibility of N0.left = null, N0.left = N0,
N0.left = N1 andN0.left = N2. Notice that each queryQ corresponds to asking the SAT solver whether
it is possible to build a valid tree structure (with symmetry breaking) in which Q holds. Certainly,
N0.left = null is satisfiable (think of a tree with a single node, N0, at the root); N0.left = N0 is, on the
other hand, infeasible, since it violates acyclicity; N0.left = N1 is again feasible (think of a tree whose
root has a nonempty left subtree), and finally N0.left = N2 is infeasible due to symmetry breaking
(any tree, when traversed in breadth-first fashion, will assign N1 to the left node of the root, which by
symmetry breaking can only be N0). Moreover, observe that as the scope is increased, the number of
alternatives for N0.left grows as well, yet its tight bound (for this example) remains the same, so the
reduction becomes more profitable. Computing tight bounds essentially consists of performing these
queries to simplify the corresponding satisfiability problem. It can be done effectively using a cluster
to parallelize the large number of independent queries to the SAT solver. More importantly, it can be
computed, stored and reused for many different analyses [20].

6.4 Generating Test Inputs from Hybrid Specifications

The two mechanisms described in the previous section allow us to generate inputs from either fully
imperative or fully declarative input specifications. Let us discuss the problem of generating inputs
from hybrid specifications, that is, from representation invariants given as a combination of imperative
and declarative descriptions. As an example, consider the specification given in Fig. 6.8. In this hybrid
specification of red-black trees, the binary tree structure, sortedness and correct size constraints are
checked imperatively, whereas the coloring is checked declaratively (assuming the availability of a
hybridSpecEval() routine that combines imperative and declarative constraints).

At first glance, the generation of inputs from such hybrid specifications may seem like a simple
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public boolean repOK( ) {
Formula colorsOK = new Formula ( ”

root != nu l l => c o l o r = BLACK and
a l l n : TreeSetNode | {

n in root . ∗ ( l e f t+r i gh t ) − nu l l =>
(

(n . l e f t != nu l l => n . l e f t . parent = n) and
(n . r i g h t != nu l l => n . r i g h t . parent = n) and
(n . parent != nu l l =>
n in n . parent . ( l e f t+r i gh t ) ) and

n ! in n.+parent
)

}” ) ;
return hybridSpecEval ( partialRepOK ( ) , colorsOK ) ;

}

public boolean partialRBTRepOK ( ) {
//empty t r e e has s i z e 0
i f ( root == null )

return s i z e == 0 ;

// t r e e s t r u c t u r e i s ok
i f ( ! structureOK ( ) )

return fa l se ;

// s i z e i s ok
i f ( ! sizeOK ( ) )

return fa l se ;

// s t o r ed va l u e s are ordered
return keysOK ( ) ;

}

Fig. 6.8: Hybrid representation invariant for red-black trees.

task, made possible by a simple combination of the two techniques presented in the previous section
– one would merely need to generate (partial) structures from one of the specifications, using the
corresponding generation approach, and complete the obtained structures using the other. However,
there are important mismatches that make this combination less direct. In particular, notice that
the two partial input specifications refer to the whole structure, i.e., even though they may constrain
disjoint portions of the structure, each generation approach will provide data for the portion of the
structure that needs to be fixed (in the sense that it cannot be changed) by the other generation
mechanism. After applying the first generation mechanism, one may simply check with the generation
mechanism applied in the second place whether what was fixed by the first one is correct or not,
and backtrack (or continue the search) if not. For instance, one may perform bounded exhaustive
generation from the declarative colorsOK specification, producing all correctly colored structures,
which include those in which keys are not sorted, the size field does not match the actual number of
nodes in the structure, etc., and then apply partialRBTRepOK() to each of these, discarding those
that do not satisfy this imperative constraint. This results in a very ineffective “generate and filter”
mechanism, since the first generation will enumerate all possibilities for whatever it is not constraining,
and the second will only serve as a filter of what is acceptable and what is not. Therefore, we will
avoid following this approach.

To solve the abovementioned problem with the combination of the generation mechanisms, we
need to effectively determine which portion of a structure obtained by the first generation mechanism
has been fixed by it, i.e., to precisely capture the partial structure that the generation mechanism
to be applied in the second place has to consider as rigid. Doing this when the generation from
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c:?
k:1

c:?
k:2

nullnull

size: 3
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N0
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null null

N1

c:?
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Fig. 6.9: A valid partial structure produced by partialRBTRepOK(), which admits multiple colorings.

the logical specification is applied first is not direct, and cannot in principle be solved by a simple
syntactic analysis, for two reasons: parts of the structure may be indirectly constrained by a logical
formula even if these parts are not mentioned in the constraining formula, and (most importantly)
the constraining formula may mention parts of the structure and not be willing to constrain them.
Constraint colorsOK is an example of the latter: it refers to the whole tree structure of a red-black
tree through the expression root.*(left + right), yet its purpose is simply to constrain which color
gets assigned to each node. On the other hand, when the generation from an imperative specification
is applied first, determining which parts have been fixed is straightforward: when executing the
imperative specification, the algorithm keeps track of the stack of fields accessed in the process. When
a (partially) valid structure is found, the accessed fields tell us exactly which fields were visited to
determine the validity, and so we must fix these fields (notice that changing any of the fields may
result in the imperative specification changing its verdict on the structure, i.e., what was found to be
valid may become invalid and vice versa).

Considering the above observation, our approach for the combination of the processes for solving
imperative and declarative specifications works as follows. We first solve the imperative partial speci-
fication using the Korat mechanism, and then apply the SAT-based generation to the remaining part
of the structure. Let partialRepOK() and declSpec be the partial imperative and declarative spec-
ifications of the inputs of interest, respectively (in our example, these would be partialRBTRepOK()

and colorsOK, respectively). We start using partialRepOK() to produce valid structures as explained
in the previous section. When a valid structure s is obtained, note that although s is a fully concrete
structure, partialRepOK() only refers to a part of s. To determine the partial structure that has been
“fixed” by partialRepOK() we look at the stack of fields accessed during the execution of the routine
that led to finding the partially valid structure. Let us call this partial structure s′. We encode s′

as an additional constraint for the SAT problem declSpec; this forces considering partial structure
s′ to be “rigid” in the constraint problem. By solving the resulting formula we obtain, as satisfiable
valuations, fully complete structures completing what partialRepOK() had provided.

As an example, let us consider our previous hybrid specification of red-black trees, and assume
that, during the execution of partialRBTRepOK(), the structure in Fig. 6.9 is produced. Then, based
on the fields accessed when executing partialRBTRepOK() on this structure (cf. partialRBTRepOK()
definition), the additional constraint for the SAT problem colorsOK would be the following:

this = T0 and T0.root = N0 and T0.size = 3 and

N0.parent = null and N0.left = N1 and

N0.right = N2 and N0.key = 1 and

N1.parent = N0 and N1.left = null and

N1.right = null and N1.key = 0 and

N2.parent = N0 and N2.left = null and

N2.right = null and N2.key = 2

Since only the color attributes of nodes are left free (all other attributes are in the accessed fields stack,
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and thus fixed as shown by the constraint above), the SAT-based exhaustive search for structures will
produce all possible colorings for this structure. In this case, it will return two colorings, namely, one
with all nodes colored black, and another with the root colored black and the other two nodes colored
red.

Let us turn our attention to the case in which the SAT solver returns unsat. In this case we may
simply force the imperative process to backtrack, and continue. But we can better profit from the
unsatisfiability to determine whether we can further prune the imperative search. To help prune the
imperative side, we try to find a substructure of s′ that, in combination with declSpec, still leads
to unsatisfiability. Let af = [(f1, v1), (f2, v2), . . . , (fk, vk)] be the fields and corresponding values that
together form s′, given in the order in which they have been visited by partialRepOK() (i.e., fk is
the top of the stack of accessed fields). We may start checking for the unsatisfiability of declSpec
with prefixes of af of increasing size, until the first unsatisfiable case is found. That is, we could
start checking declSpec ∧ [] (no structure fixed), then declSpec ∧ [(f1, v1)] (only the value of f1 is
fixed to v1), then declSpec ∧ [(f1, v1), (f2, v2)], and so on, until the first unsatisfiable case if found.
Note that we can be certain that the whole structure will be unsatisfiable, since we started with an
unsatisfiable case to begin with. If we end up finding that no smaller prefix of af is inconsistent with
declSpec, we simply backtrack the imperative generation as usual. If, on the other hand, we find
that a smaller prefix af’ = [(f1, v1), (f2, v2), . . . , (fi, vi)] is inconsistent with declSpec, we can pop
the remaining fields from the stack of accessed fields, i.e. set the stack of accessed fields to af’, and
continue the “imperative” search from there. The smaller the inconsistent prefix found, the better the
pruning on the imperative search. This pruning is sound: we only discard invalid structures. Indeed,
note that if af changes but af’ does not, the corresponding structures will continue to be invalid,
since af’ is inconsistent with declSpec. Furthermore, by respecting the order in which af accessed
the structure’s fields, we do not interfere with Korat’s backtracking mechanism, ensuring that we do
not miss unexplored cases (in addition to those identified as invalid).

The pruning mechanism described above is sound, but it may be costly. The reason is that, in
the worst case, it could require as many calls to the SAT solver as there are prefixes of the accessed
fields stack. Hence, instead of going with this approach, we follow the same principle, but with a
significantly more efficient process. Many SAT solvers provide a useful mechanism: when an unsat
verdict is obtained, they can trace back the unsat reason, a (not necessarily minimal) subset of the set
of assumptions that explains the cause of the unsatisfiability in terms of assumptions. Basically, we
can use the unsat reason to perform the aforementioned process more efficiently. Instead of performing
additional queries to the SAT solver, we simply pop elements from the stack of accessed fields until
the first element belonging to the unsat reason is found. Since the unsat reason is conservative (i.e.,
it may identify a superset of the minimal set of assumptions leading to unsatisfiability, but never a
subset), this more efficient pruning approach is also sound.

Finally, notice that we can also use this approach to help the imperative generation when the Korat
process finds an invalid structure. Normally, Korat would just backtrack, and continue the search. If
we combine this invalid structure with declSpec, the result may be:

• unsatisfiable, i.e., the invalid partial structure s′ together with declSpec leads to an unsatis-
fiability from which we can benefit, using the corresponding unsat reason to help pruning the
imperative search, or

• satisfiable, in which case we simply let the imperative search continue, without producing the
corresponding input, since it subsumes an invalid structure s′.

This is the pruning mechanism that we incorporate in our approach. Let us illustrate it with a
concrete example. Consider red-black trees once again, as well as the hybrid input specification
given previously, which comprises the imperative partialRBTRepOK() and the declarative colorsOK.
Suppose that the test input generation is being performed for the following scope: up to 6 nodes, size
within [0. . . 6], keys within [0. . . 5], and 2 colors. Consider the partial structure given in Fig. 6.10,
produced by partialRBTRepOK() as a valid partial structure. When attempting to color this structure,
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Fig. 6.10: An invalid partial structure produced by partialRBTRepOK().

the SAT solver will fail, informing us that the satisfiability problem (corresponding to the coloring) is
infeasible, i.e., colorsOK is inconsistent with the current partially valid structure. Due to the visit that
structureOK() performs, the stack of accessed fields for the current partial structure is the following:

[T0.root , N0.left , N0.parent , N0.right ,
N1.left , N1.parent , N1.right ,
N2.left , N2.parent , N2.right ,
N3.left , N3.parent , N3.right , T0.size,
N0.key , N1.key , N2.key , N3.key ]

To continue the input generation, a standard Korat backtracking will attempt first to provide alterna-
tive key values until these are exhausted (many of which will be valid key assignments), then different
sizes will be tried until these are exhausted, and so on, until eventually it will start changing N3.right;
given the scope, the changes to the latter field will lead to many additional attempts to extend the
tree to the right. Moreover, the number of attempted invalid structures increases as backtracking pro-
gresses, since after exhausting the extensions of N3.right, all extensions of N3.left will be combined
with extensions of N3.right, and so on.

However, when analyzing the intersection between the unsat reason and the accessed fields, our
approach is able to pop various fields, and obtain:

[T0.root , N0.left , N0.parent , N0.right ,
N1.left , N1.parent , N1.right ]

Essentially, the unsat reason indicates that as long as we do not change N1.right (taking into account
that N0.left = null, which is deeper in the stack), the coloring of the structure remains infeasible. We
can then safely pop fields

N2.left , N2.parent , N2.right ,
N3.left , N3.parent , N3.right , T0.size,
N0.key , N1.key , N2.key , N3.key

from the stack of accessed fields before continuing the search. Next, since N1.right is already at its
highest possible value (due to Korat’s symmetry-breaking approach), the backtracking will continue
checking extensions to N1.left (which will fail) until a change in N0.left is forced. This pruning has
an important impact on test input generation.

The resulting algorithm, which combines generation from the imperative part of the invariant
partialRepOK() with generation from the declarative part of the invariant declSpec, and performs
unsat-reason-based pruning, is shown in Fig. 6.11. Let us ignore, for the time being, the use of
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1 Algorithm HyTeKGen( ) {
2 Bounds bounds = computeBounds ( dec lSpec ) ;
3 Vector curr = in i tVe c t o r ;
4 Stack f i e l d s = new Stack ( ) ;
5 boolean ok ;
6 do {
7 ( ok , f i e l d s ) = curr . partialRepOK ( ) ;
8 i f ( ok ) {
9 rm val = ge tPar t i a lVa lua t i on ( curr , f i e l d s ) ;

10 i f (SAT( dec lSpec && bounds && rm val ) ) {
11 while ( I−SAT( dec lSpec && bounds , rm val ) ) {
12 va l = getValuat ion ( ) ;
13 repor tVa l id ( getTestInput ( va l ) ) ;
14 rm val = rm val && getBlock ingClause ( va l ) ;
15 }
16 }
17 else {
18 unsatReasonFie lds = ge tF i e l d s ( unsatReason ( dec lSpec && bounds && rm val ) ) ;
19 while ( ! unsatReasonFie lds . conta in s ( f i e l d s . top ( ) ) ) f i e l d s . pop ( ) ;
20 }
21 }
22 else {
23 rm val = ge tPar t i a lVa lua t i on ( curr , f i e l d s ) ;
24 i f ( !SAT( dec lSpec && bounds && rm val ) ) {
25 unsatReasonFie lds = ge tF i e l d s ( unsatReason ( dec lSpec && bounds && rm val ) ) ;
26 while ( ! unsatReasonFie lds . conta in s ( f i e l d s . top ( ) ) ) f i e l d s . pop ( ) ;
27 }
28 }
29 repeat {
30 f i e l d = f i e l d s . pop ( ) ;
31 while ( ! f i e l d s . isEmpty ( ) && curr [ f i e l d ] >= nonIsoMax ( curr , f i e l d s , f i e l d ) ) {
32 curr [ f i e l d ] = 0 ;
33 f i e l d = f i e l d s . pop ( ) ;
34 }
35 i f ( ! f i e l d s . isEmpty ( ) ) curr [ f i e l d ]++;
36 } un t i l ( f i e l d s . isEmpty ( ) | | i sCompat ib le ( curr , bounds ) )
37 } while ( curr != l a s tVec to r && ! f i e l d s . isEmpty ( ) )
38 }

Fig. 6.11: Pseudocode describing HyTeK’s approach to generating inputs from hybrid specifications.

tight bounds (line 2, and the uses of bounds in lines 10, 18, 23 and 35). Note that the algorithm
essentially maintains Korat’s structure (i.e., the imperative search drives the process), yet as opposed
to Korat, when the imperative invariant, which is in this case partial, succeeds in finding a valid
candidate (lines 8-21), the SAT-based generation completes the found partial structure via exhaustive
enumeration based on the declarative specification (lines 9-20), by following the IncTestGeneration
approach; observe how the partial structure built by partialRepOK() is fixed before starting the
SAT-based generation (line 9 and its use in lines 10 and 11). Also, as we explained earlier, when
the SAT-based generation is exhausted, or the partial structure found by partialRepOK() is invalid
(partialRepOK() returned false) or infeasible (unsatisfiable when combined with declSpec), fields in
the stack of accessed fields are popped until the first field in the unsat reason is found (lines 17-20 and
22-28), prior to advancing to the next candidate in the Korat fashion (lines 29-36).

Let us now move on to discussing tight bounds. If we have part of the invariant specified declar-
atively, it can be used to compute tight bounds. Since these would be computed from a partial
specification, they might not be the tightest, but they are certainly valid: whatever is determined to
be infeasible from the partial specification will remain infeasible for the whole specification (i.e., when
combined with the imperative generation side). Therefore, the tight bounds that we automatically
compute from the declarative part are also valid for the imperative side, and thus can be used to
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restrict the domains of fields in order to improve the search. These tight bounds will provide greater
profits when at least part of the invariant is provided both declaratively and imperatively, since bounds
in such cases will definitely restrict the domains of fields over which the imperative side will iterate.
This is a point in favor of having this kind of redundancy in specification, if possible.

In HyTeK, tight bounds are employed in two ways. First, they are incorporated into SAT queries
involving the hybrid specification in order to improve SAT solving (lines 10, 11, 18, 24 and 25 of
Fig. 6.11), since they lead to removing infeasible propositional variables, as we explained before. The
satisfiable and unsatisfiable instances of the specification are exactly the same with and without tight
bounds, so the algorithm’s behavior is not altered by their use – its SAT queries are just made more
efficient.

Second, tight bounds are used to restrict field domains when calculating the next candidate to try
on the imperative side (see line 36 in Fig. 6.11).

As an example of the latter use of tight bounds, let us once again consider the structure in Fig. 6.9,
with the imperative partial specification partialRBTRepOK() and the partial declarative specification
colorsOK and treeStructureOK (notice the redundancy of the tree structure specification, provided
both declaratively and imperatively in this case). Now, after enumerating all possible colorings for
structure in Figure 6.9, the next partial candidate has to be computed.

Assuming that the scopes allow up to 1 TreeSet object, up to 3 Node objects, range [0. . . 3] for
TreeSet.size and range [0. . . 2] for Node.key, then, if the stack of accessed fields is:

[T0.root , N0.left , N0.parent , N0.right ,
N1.left , N1.parent , N1.right ,
N2.left , N2.parent , N2.right , T0.size,
N0.key , N1.key , N2.key ]

since no other valid key and size assignments are possible for this tree (according to the scope), we
will eventually reach the following stack (and the same structure):

[T0.root , N0.left , N0.parent , N0.right ,
N1.left , N1.parent , N1.right ,
N2.left , N2.parent , N2.right ]

Now the process should attempt different assignments to N2.right, namely, N0, N1 and N2 (null is
the current assignment). In this case, due to tight bounds computed for tree structures of up to 3
nodes satisfying symmetry breaking, the only possible right child for N2 is null, and therefore the
process will be forced to backtrack, without attempting any other case for N2.right (all cases will be
“advanced” in loop 29-36).

There is a subtle technical issue related to the use of tight bounds from the declarative part for
pruning the imperative search; it has to do with the fact that tight bounds, since they are computed
from the declarative invariant, will assume a breadth-first traversal of the structure, whereas the im-
perative side will label nodes according to the order in which these are visited by partialRepOK().
This mismatch can be solved by maintaining sets of labels corresponding to the tight bounds, associ-
ated with the nodes obtained in the repOK() traversal, and checking bound feasibility through label
intersection, as explained in [28].

6.5 Optimizing Test Input Generation

Bounded exhaustive analyses are becoming more popular, especially in automated verification and
test generation contexts, as various tools based on bounded exhaustive approaches (e.g., Korat [9],
UDITA [10], Alloy [2], TestEra [31], Forge [6], Symbolic PathFinder [24], to name a few) demonstrate.
In these contexts, it is typically the case that the developer wants to perform analyses on increasingly
large scopes. Indeed, as the scope is increased, bounded verification is able to find errors that were
not detectable at smaller scopes, and bounded test generation is able to produce more interesting and
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complex tests (or test inputs) whose generation was infeasible with smaller scopes. Thus, incrementing
the scope in bounded exhaustive analyses has desirable effects on bug finding, test generation and
coverage.

Increasing the scope, however, typically has undesirable effects on efficiency. While a particu-
lar analysis may be efficient for small scopes, as scope is increased, the running times for bounded
exhaustive analyses inherently grow very quickly, making the analyses infeasible. So one has to deal
with contradictory concerns – increasing scopes is needed to improve analysis impact, while decreasing
scopes is necessary in order to keep analysis times affordable.

In many cases, one cannot be satisfied with small scopes, since the program under analysis may
require larger scopes to exercise particular portions of the code. For instance, if we are generating
tests for a routine that manipulates balanced trees, e.g., insertion on red-black trees, then one would
need sufficiently large scopes to force some rebalancing and rotations. If targeting a particular scope
is a necessity, and cannot be directly achieved due to efficiency reasons, one has to start considering
different variables that may make the analysis more efficient. For instance, in Korat, SPF, UDITA
and other tools, and in the approach presented in this chapter, the analysis is highly sensitive to
the way in which repOK() is implemented, since the backtracking over candidate structures depends
directly on how this routine visits structures. So, a possible way of making the analysis more efficient
is to “play” with repOK(), looking for variants that may affect (in many cases substantially) the
efficiency of the exploration of candidate structures, and therefore the test generation process as a
whole. A way of considering variants of this routine is by checking different aspects or parts of
the input specification (i.e., valid structural organization, size, sortedness, balance, etc.) in different
orders. For instance, there may be a huge difference in the number of explored candidates (and the
efficiency of the generation process) if one checks structural organization, sortedness and balance –in
that order– compared to first checking structural organization, then balance and finally sortedness.
In our case, since we allow for hybrid input specifications, an additional variable is which part of
the input specification is to be left imperative, and which part is to be left declarative, assuming, of
course, that there is some degree of redundancy in this respect (i.e., that at least some part of the
input specification is available both declaratively and imperatively). Anyone familiar with a bounded
exhaustive tool knows that choosing the appropriate combination is usually far from straightforward,
and although experience may dictate some general strategy, one typically has to experiment with
several alternatives before finding the right “form” of the input specification with respect to generation
efficiency.

Since our approach for test input generation is bounded exhaustive, it suffers from this problem
as well. We deal with the problem by resorting to transcoping. This technique, put forward in [33]
for the parallel analysis of Alloy models, originally consisted of examining alternative partitions of a
problem for small scopes, and extrapolating this information to select an adequate partition for larger
scopes. In our present context, we will use this approach towards two goals:

• to select the best ordering among the parts of an imperative input specification, and

• if some parts of the input specification are given both declaratively and imperatively, to determine
the most convenient setting in which each of these are to be solved, i.e., the most appropriate
way of partitioning the specification into (disjoint) declarative and imperative portions.

If a specification is given entirely imperatively, then our approach will attempt to find the opti-
mal ordering of the components of the imperative repOK(). If the input specification is given partly
operationally and partly declaratively, with no intersection, our approach will search for an optimal
ordering of the imperative part. Finally, if the input specification is given partly operationally and
partly declaratively, but with some intersection, meaning that at least one aspect of the input spec-
ification is given both imperatively and declaratively, our approach will decide: which parts of this
intersection are better solved imperatively, which parts are better solved declaratively, and for the
imperative part, what the optimal ordering is. The decision is made by trying all alternatives on
small scopes, where test input generation times are negligible, and extrapolating the results to larger
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scopes, while progressively narrowing down the number of candidates in order to keep the total cost
reasonable.

As an example, consider a representation invariant for red-black trees that consists of the following
6 parts:

1. If root is null, size is zero.

2. If root is not null, its color is black.

3. The structure reachable from the root is a binary tree.

4. The size field correctly captures the number of nodes in the structure.

5. The coloring is valid (no two consecutive red nodes in any path, same number of black nodes on
all paths).

6. The keys are correctly sorted (the tree is a search tree).

For this case, let us suppose that imperative versions of constraints 1–5 are available, while constraints
5 and 6 are available declaratively (notice the redundancy that exists due to the imperative and
declarative versions of constraint 5). Then we have 5! possibilities corresponding to the cases in which
the first five portions are solved imperatively, plus 4! possibilities corresponding to the cases in which
the last 2 are solved declaratively (or, equivalently, the first 4 are solved imperatively), for a total of
144 hybrid invariants.

Of course, one might envision many different approaches to transcope information. Essentially,
the main steps along the transcoping process are:

• Choosing scopes to be used for the initial assessment, which will then be extrapolated to larger
scopes.

• Choosing the criterion for the extrapolation, e.g., running time, number of produced candidates,
etc.

• Selecting some fraction or subset of the best-performing configurations to be promoted to the
next scope.

Choosing values for these parameters is not necessarily straightforward; careless choices could affect
the appropriateness of the extrapolation and the performance of the whole approach. To continue
with the above example, suppose that we use scope 3 to run the initial assessment of alternatives, that
we choose running time as the promotion criterion and that we select only the best-performing 10%
(that is, the fastest 10%) of the invariants to be promoted to the next scope. This means that we run
the test input generation process described in the previous section for the 144 invariants for scope 3,
sort them by their running times, then select the fastest 14 candidates for scope 4, and so on.

As an additional example, our empirical evaluation (more details of which will be explained later
on) uses input generation time as the promotion criterion. It starts at scope 1 and keeps all candidates
until reaching the first scope where the difference between the fastest and slowest candidates ceases
to be negligible, promotes the top 1

3 of the candidates to the next scope, and keeps iterating until a
single-digit number of candidates remain. This is more than what one would be willing to run in a
concrete analysis scenario, but we do run these additional experiments for evaluation purposes (of the
general efficiency of the approach, and that of transcoping in particular).

6.6 Evaluation

In previous sections, we proposed the use of hybrid input specifications; we introduced a technique
for bounded exhaustive input generation from such specifications, and we presented an approach for
automatically tailoring these specifications for the sake of efficiency. In this section, we perform an
empirical evaluation of these proposals. We shall focus on the following research questions, associated
with hybrid specifications and our proposed techniques:
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Q1) Can the generation from hybrid specifications perform better on typical data structures than
state-of-the-art fully imperative and fully declarative techniques?

Q2) Can the right combination of imperative and declarative parts of a hybrid specification be de-
termined effectively by means of transcoping?

Our assessments to answer the above questions involve two data structures: red-black trees and
AVL trees. The red-black tree implementation is based on the core of the implementation of class
TreeSet in package java.util.Collections, well-known for being representative of a class of structures
that challenge the efficacy of test generation tools. The AVL implementation was taken from class
TreeList in package apache.commons.collections4, and its invariant is somewhat less stringent than that
of red-black trees. Both data structures are present in most benchmarks for bounded exhaustive test
generation.

6.6.1 Experimental Setup

All experiments were run on an Intel Core i5-750 processor running at 2.67 GHz with 8 GB of 1,333
MHz DDR3 main memory, running Debian GNU/Linux. Since our prototype tool is developed in
Java, it runs on a JVM, for which we set a 4 GB heap usage limit. Java version 1.7.0 (OpenJDK
64-Bit Server VM) was used to run all experiments. In all cases where a SAT-solver was needed, we
used Minisat [30] version 2.2.0.

Scopes in this Section are referred to as a single number. Scope n means, for both case studies,
up to n nodes, keys in the range 0 . . . (n− 1) and size field in the range 0 . . . n.

6.6.2 Experimental Design

Let us now describe the design of our experimental evaluation. Both of the data structures that we
analyze feature representation invariants that are expressed as a series of constraints; essentially, the
invariant is the conjunction of said constraints. The 6 constraints of the invariant for red-black trees
are those numbered 1–6 in Section 6.5, and are taken from the invariant of this data structure in the
Korat distribution. The five constraints that compose the representation invariant for AVL trees are
the following:

1. If root is null, size is 0.

2. The structure reachable from the root is acyclic.

3. The keys are correctly sorted.

4. The size matches the number of nodes in the structure.

5. The tree structure is balanced.

We assume that all constraints of both invariants are available both declaratively and imperatively,
i.e., that we have full redundancy in this regard. In other words, for each data structure, each constraint
enforced by the procedural specification has a corresponding (equivalent) constraint in the declarative
specification, and vice versa. Notice that this implies having to decide on which side (imperative or
declarative) each constraint should be solved.

For a given invariant expressed in this way, its constraints can be represented by their indices, and
hybrid invariants as tuples with a sequence (for the imperative portion) and a set (for the declarative
portion) of said indices. As pointed out previously, the order in which the constraints are solved is
irrelevant on the declarative side, whereas on the imperative side it is not; hence the use of sequences
(resp. sets) to represent the imperative (resp. declarative) portion of a hybrid invariant. More
precisely, let Crbt = {1, 2, 3, 4, 5, 6} and Cavl = {1, 2, 3, 4, 5} be the sets of constraints characterizing
the invariants of red-black trees and AVL trees, respectively. For each set Cx, given any permutation
P of any subset of Cx, we can build a hybrid specification H whose imperative part includes the



6. HyTeK 124

constraints in P in the order in which they appear in P , and whose declarative part contains those
constraints from Cx that are not in P . For instance, if P is sequence 〈2, 1, 5〉, taken from the red-black
tree constraints, then H must be {3, 4, 6}. Notice that, for a given structure, the declarative part of a
hybrid invariant is implied by the the imperative portion of the invariant (it is its complement), so that
henceforth, when referring to a particular hybrid invariant, we shall simply refer to the corresponding
imperative portion (i.e., its list of indices, such as 〈2, 1, 5〉).

For our experiments, we assembled all the hybrid invariant combinations that can be built in
the manner just described. In particular, notice that due to the full redundancy in the invariants,
the assembled hybrid invariants include fully imperative and fully declarative ones, and for the case
of imperative invariants, all permutations of constraints are included, too (i.e., all possible hybrid
invariants buildable with the available constraints are considered). There are 1,957 and 326 different
hybrid invariants for red-black trees and for AVLs, respectively. Of course, for each data structure,
all those invariants are equivalent: each of them characterizes exactly the same set of valid structures.
But the running times for test input generation using each of them can differ significantly, either
because some constraints are solved on different sides (declarative or imperative), or because the
order of constraints on the imperative side is different. Although taking into account all possible
hybrid predicates, due to the full redundancy in specification, makes the transcoping phase much
harder (since many alternatives have to be considered), it also enables us to evaluate how different
partitions of the specification into declarative and imperative portions, and orderings of the latter,
may lead to different performances.

For each analyzed data structure, we carried out bounded exhaustive input generation for all of
its different hybrid invariants, for scopes 1 to 6 (in the case of red-black trees), and for scopes 1 to 9
(in the case of AVL trees), and we recorded the corresponding running times. We could afford to run
all possible invariants for a few more scopes in the case of AVLs due to both the number of different
hybrid invariants and the average running times being somewhat smaller than for red-black trees
(probably because the latter invariant is more complex). Note that, since fully imperative and fully
declarative invariants are among the possible hybrid invariants, running times for these candidates
(associated with using solely Korat-like generation, and solely TestEra-like generation, respectively)
are also recorded as part of the experiments.

Due to the number of different hybrid invariant combinations and the increasing computational
cost per unit as scope is increased, we ruled out exhaustively running all combinations for scopes
larger than 6 (in the case of red-black trees) or larger than 9 (in the case of AVL trees). Similarly,
scopes smaller than 3 (in the case of red-black trees) or smaller than 6 (in the case of AVL trees)
involve running times that are too short and volatile to provide useful transcoping information (either
because total running time is too small a fraction of a second or the max-min ratio is too close to 1).

We promote to the next scope those hybrid predicates that constitute the best third of the exper-
iments (i.e., the fastest 33% when sorted by total running time for test input generation). We also
keep the fully imperative and fully declarative invariants, regardless of whether or not they remain
in the top third, for control purposes. We stop refining the short list (that is, we start running all
remaining candidates in all larger scopes) once the number of candidates falls below 10.

6.6.3 Experimental Results

When running all possible hybrid invariants (which, as we explained, subsume the fully imperative and
fully declarative invariants), given a fixed scope, groups of hybrid specifications (for which generation
can be done efficiently and for which generation takes significantly longer) can be clearly distinguished.
This can be observed in Figs. 6.12 and 6.13, which plot all the experiments by scope in logarithmic
scale. Scopes 3–6 and 6–9 are shown for red-black trees and for AVL trees, respectively (some of the
smaller scopes are omitted from the charts when they would yield a flat line). Notice how, in both
cases and despite the difference in test input generation times, the curves have a very similar shape.
At this point, we can start answering our research questions. Indeed, the best hybrid specifications
in scopes 3 to 6, for red-black trees, and scopes 6 to 9, for AVLs, outperform all fully imperative and
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Fig. 6.12: Analysis time, all red-black tree hybrid predicates, scopes 3–6.

fully declarative specifications, in running times for bounded exhaustive generation. Moreover, the
top 33% best hybrid specifications do not contain fully imperative invariants, for either of the case
studies, at any scope. The fully declarative invariant does appear in some of the top thirds of both
case studies, but is not among the final short list in either of the case studies.

Also note how the noticeable differences in the performance of hybrid specifications as well as the
visible preservation of the curves’ shape in the graphs seem to provide initial evidence that transcoping
indeed works as expected, since the worst specifications continue to worsen as scope increases, while
the fastest specifications also keep performing well as scope is increased.

When taking the best 33% and promoting those candidates to the next scope, from scope 3 (resp.
6) in the case of red-black trees (resp. AVLs) onwards we consistently retain hybrid predicates that
scale better for test input generation; notice that up to scope 6 (resp. 9) in the case of red-black trees
(resp. AVLs), we have the running times for all the possible hybrid predicates, so that scalability
is measured with respect to the whole population of hybrid specifications. Fig. 6.14 and Figure 6.15
illustrate the transcoping process for red-black trees and for AVL trees, respectively.

On the other hand, it is also important to note that the candidates that were identified as bad
at smaller scopes (for instance, the 5 hybrid predicates 〈1, 4, 2, 6, 3〉, 〈4, 6, 2, 1, 3, 5〉, 〈4, 1, 2, 6, 3, 5〉,
〈4, 6, 3, 1, 2, 5〉 and 〈1, 4, 2, 6, 3, 5〉 for red-black trees) maintained their condition when transcoping:
test input generation exceeded 5 hours as early as scope 8 for all these specifications. Considering
that the set of 8 predicates selected through transcoping can generate equivalent tests at that scope in
2 seconds, the predicates identified as best exhibit a speedup of at least 9,000x with respect to the bad
candidates. These results show that transcoping indeed allowed us to make well-informed decisions,
answering Q2.

Let us return to research question Q1 – whether hybrid predicates can lead to better test generation
times with respect to non-hybrid (fully imperative and fully declarative) specifications. Table 6.1
compares test input generation times using the final, single-digit set of hybrid predicates selected by
transcoping (which are truly hybrid, with nonempty declarative and imperative portions) with test
input generation times using Korat and the SAT-based test input generation approach described in
Section 3.2, on red-black trees. Korat is executed on the fully imperative invariant for red-black trees
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Fig. 6.13: Analysis time, all AVL hybrid predicates, scopes 6–9.

that shows the best performance, which corresponds to the sequence of constraints 〈1, 2, 3, 4, 5, 6〉, and
coincides with the way this invariant is structured in the case study accompanying Korat’s distribution.
The SAT-based test generation approach uses a fully declarative specification of red-black trees that
has been improved in previous work to optimally exploit SAT solving for bounded analysis [20]. Table
6.1 reports, for each scope between 3 and 15 and for red-black trees, the following information:

• The average test input generation time required by the 8 best hybrid invariants identified by
transcoping (〈1, 3〉, 〈3, 1〉, 〈1, 2, 3〉, 〈1, 3, 4〉, 〈2, 3, 1, 4〉, 〈2, 1, 3〉, 〈2, 3, 1〉, 〈2, 3, 4, 1〉), all of which
are truly hybrid.

• The time required by Korat on the purely imperative invariant 〈1, 2, 3, 4, 5, 6〉.

• The time required by the SAT-based approach (in the style of TestEra) on the fully declarative
invariant.

• The speedups obtained with respect to each of the latter.

Although it is not possible to determine the precise speedups for scopes where timeouts occur, we
can certainly guarantee that the actual speedup exceeds the ratio between the timeout and the time
required by HyTeK.

In summary, our experiments allowed us to answer both of our research questions affirmatively.
For both of our case studies, bounded exhaustive test generation from hybrid specifications, using the
technique presented in previous sections, was more efficient than state-of-the-art techniques limited to
fully imperative and to fully declarative specifications, respectively. Transcoping, at least for our case
studies, proved to be an effective mechanism to identify the right hybrid specifications, i.e., to decide
which parts to express declaratively and which ones to express imperatively (and, for the latter, what
ordering to use) in order to improve efficiency and maximize scalability of test input generation.

6.6.4 Implementation Details

Our prototype tool is implemented on top of the standard Korat distribution. The prototype con-
tributes to the Korat codebase as a set of additions, while trying to keep modifications to a minimum.
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H K TE

Scope 3 0.37 0.36 0.75
speedup 1x 2x

Scope 4 0.38 0.39 0.91
speedup 1x 2x

Scope 5 0.42 0.49 1.27
speedup 1x 3x

Scope 6 0.52 0.61 1.73
speedup 1x 3x

Scope 7 0.83 0.91 2.18
speedup 1x 2x

Scope 8 1.86 2.05 4.54
speedup 1x 2x

Scope 9 5.61 7.28 13.15
speedup 1x 2x

Scope 10 14.46 34.72 43.02
speedup 2x 3x

Scope 11 23.73 176.16 147.06
speedup 7x 6x

Scope 12 37.41 959.39 504.84
speedup 25x 13x

Scope 13 104.46 5,616.48 1,915.75
speedup 53x 18x

Scope 14 300.07 TO 7,933.30
speedup >60x 26x

Scope 15 1,194.79 TO TO
speedup >15x >15x

Tab. 6.1: Comparison of HyTeK (H) with Korat (K) and TestEra (TE), for red-black trees. HyTeK considers
average of the 8 best hybrid invariants found via transcoping. Times are reported in seconds. The
timeout (TO) is set at 5 hours.

By adjusting command-line options, the user can choose whether to run the HyTeK prototype or the
original Korat tool (more details can be found in the README.HyTeK.txt file).

In addition to the Java implementation, the following are included in the current HyTeK distribu-
tion:

• Already-generated support files, including all the .java, .bounds, .pvars, .als and .cnf files needed
to reproduce all experiments.

• Two scripts: one to automate the creation of support files for all combinations of imperative
and declarative parts, and another one to convert previously computed tight bounds from the
format used by [20] to the format used by the HyTeK prototype. (These scripts are not needed
to reproduce the experiments, since all support files are already provided with the distribution.
They are only needed to add new test cases or larger scopes.)

• A command-line version of the Alloy Analyzer with batch model enumeration capabilities (needed
to generate new test cases, and to reproduce TestEra-like behavior).

• The C++ source code for the solver used by HyTeK via Java Native Interface (Minisat 2.2.0 plus
JNI wrappers) and a precompiled 64-bit ELF Linux binary thereof.

6.6.5 Threats to Validity

The first possible threat to the validity of our experiments is the selection (and the number) of
case studies. We deal with complex data structures because the technique presented in this chapter
is meant to improve bounded exhaustive test generation, and this testing approach is known for
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H K TE

Scope 7 0.27 1.63 1.37
speedup 6x 5x

Scope 8 0.49 9.68 2.51
speedup 19x 5x

Scope 9 1.20 72.94 4.56
speedup 61x 4x

Scope 10 3.40 544.42 10.41
speedup 160x 3x

Scope 11 10.38 4,060.85 26.64
speedup 391x 3x

Scope 12 42.12 TO 92.67
speedup >427x 2x

Scope 13 133.16 TO 290.38
speedup >135x 2x

Scope 14 435.91 TO 979.33
speedup >41x 2x

Scope 15 1,562.05 TO 3,505.84
speedup >12x 2x

Tab. 6.2: Comparison of HyTeK (labeled H), with Korat (K) and TestEra (TE), for AVL trees. HyTeK considers
average of the 4 best hybrid invariants found via transcoping. Times are reported in seconds. The
timeout (TO) is set at 5 hours.

being particularly well-suited for code that handles complex heap-allocated data structures. Our
experimental evaluation is based only on two case studies of this kind. These were carefully selected
for fairness in the comparison with other generation techniques, and to correctly assess the viability of
transcoping. The red-black tree data structure has been identified by previous research [9] as one of
the most complex and hardest to deal with, from the point of view of input test generation. The AVL
data structure, despite being somewhat simpler, has also been extensively studied and is found in most
benchmarks related to test generation. Both data structures were selected because of the complexity
of their invariants, made out of 6 and 5 different portions (being more complex, and therefore more
difficult, than other data structures commonly used as benchmarks for this kind of analysis). These
complex invariants lead to a high number of alternative configurations both for non-hybrid and hybrid
invariants. This poses a more subtle problem when having to select the right order in which to solve
them (in the fully imperative case), and also serves as a stress test for the transcoping process presented
in this chapter. In particular, for simpler invariants (such as, for instance, that of singly linked lists:
merely acyclicity and the size matching the number of nodes), the different alternative configurations
are just a few, making the problem of correctly selecting the right order for generation a much easier
one.

In our comparison with existing techniques, the structure of our invariants may be biased towards
our analysis technique. To avoid this problem and make the comparison fair, we took these specifica-
tions from case studies of other tools. The red-black tree invariant is taken directly from the Korat
distribution, and hence has been manually tailored by experienced users (the developers of the tool)
to exploit the generation technique at its best. The AVL tree invariant is based on a specification that
is part of the Roops benchmark1.

Another threat to the validity of our results is the selection of the other tools for comparison.
Instead of Korat, other tools such as SPF or UDITA could have been chosen for comparison; how-
ever, these do not offer alternative mechanisms for generation from imperative invariants. Moreover,
Korat has been recognized as the most efficient amongst a set of similar tools for bounded exhaustive
generation [59]. In the context of SAT-based bounded exhaustive generation, there are fewer tools
to compare with. Essentially, we can either compare with TestEra, or with the tool introduced in
[20]. The latter is our choice because it is more efficient due to the use of tight bounds, as shown in

1 http://code.google.com/p/roops/
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Fig. 6.14: An illustration of the transcoping process for red-black trees.

[20]. Therefore, from the point of view of efficiency, the comparison is fairer than if it had been done
against TestEra.

An (internal) threat to the validity of the results is the correctness of our tool. Although we
did not prove our implementation to be correct, we compared the number of structures obtained
for the case studies in all cases. We consistently obtained exactly the same number of structures,
for all analyzed hybrid invariants and all scopes in our experiments, which also coincide with the
corresponding number of structures both using standard Korat and TestEra. While this does not
constitute proof of correctness, it is concrete evidence that we are not excessively pruning the search
(we do not discard valid cases), nor solving simpler constraints (we do not generate, in any of the
cases, invalid structures that other tools and techniques would discard).

As an attempt to ensure the reliability of our results, we have rerun our prototype tool several
times (always on dedicated machines), consistently obtaining results nearly identical to those reported
in this chapter.

6.7 Related Work

Our work is concerned with test input generation. In this regard, it is related to many approaches
aimed at tackling the same problem, including random generation approaches, and more closely, gener-
ation based on constraint solving. Since in this chapter we target bounded exhaustive test generation
(although the techniques presented in it can be generalized to other automated test generation ap-
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Fig. 6.15: An illustration of the transcoping process for AVL trees.

proaches), our approach is particularly related to other tools dealing with this kind of testing. Korat
[9], FAJITA [76], TestEra [8], and UDITA [10] are tools targeting this domain. No other tool for
automated test generation (bounded exhaustive or any other kind) supports hybrid input specifica-
tions. Moreover, most tools only support one generation approach, with no automated aid for tailoring
specifications for improving generation. UDITA offers more flexibility, by allowing different kinds of
generation approaches (e.g., based on input factories, or on structure generation and filtering), and
even allows one to combine these approaches. However, like the other tools mentioned, it does not
tailor specifications automatically. This task is largely manual, and is based on the experience of
users with different tools. To the best of our knowledge, this is the first test generation approach that
automatically manipulates input specifications to improve generation.

The SPIN [117] model checker introduced the idea of combining an imperative language with
a model checker’s input language. SPIN allows writing models in its input language Promela and
supports insertion of C code into the models. In contrast with Alloy, which provides a declarative
logic backed by SAT technology, SPIN provides traditional stateful model checking with a focus on
checking temporal logic properties. Moreover, SPIN does not support the use of different solvers to
solve separate kinds of constraints (which is our focus in this chapter).

Chang and Jackson [118] add support for temporal logic to Alloy by translating the ensuing for-
mulas into a BDD-based representation, thereby enhancing Alloy with some operators from temporal
logic, albeit not with imperative constructs.

In the context of Alloy’s integration with imperative code, the Alloy tool-set has served as an
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execution engine for (partial) Java programs using their Alloy specifications [68, 119, 120]. These
projects focus on the problem of executing specifications using Alloy’s SAT-based backend to update
states of imperative programs, and not the problem of how to efficiently solve logical constraints
written in a mixed notation using a combination of solvers, as done in our work.

Similar in spirit to these projects is more recent work by Koksal et al. which presented Kaplan [121],
an extension to the Scala programming language to support constraint programming. The purpose of
our approach is different from Kaplan since we focus on writing and solving logical constraints using
a hybrid approach, whereas Kaplan provides a general purpose integration of constraint programming
into a stateful language. Moreover, we show how to integrate a constraint solver for first-order logic
with a solver for Java predicates. In contrast, Kaplan uses the SMT solver Z3 [57] as the underlying
enabling technology for constraint programming.

Uzuncaova’s doctoral work [122, 123] introduced incremental solving for Alloy models, where a
solution to one formula is fed as a partial solution to efficiently solve another formula, and applied
incremental solving in the context of test input generation for software product lines.

More recently, Ganov et al. [124] introduced annotations for Alloy models to guide solving of
Alloy constraints using different dedicated solvers, including an integer constraint solver and a string
constraint solver. However, the focus of that work is on constraints written purely in the declarative
language Alloy. In contrast, our work is on hybrid invariants, which are written partly in Alloy and
partly in Java; moreover, we perform incremental solving using solvers designed for constraints in
different programming paradigms.

Khalek’s doctoral work [125, 126] designed the JABAL framework for writing and solving con-
straints in a mixed declarative and imperative paradigm, which applies a solver for declarative con-
straints and a solver for imperative constraints together, and lays out the initial groundwork. This
chapter introduces a new technique for formulation and solving of hybrid invariants, which provides a
tight integration of declarative constraint solving and imperative constraint solving and applies them
in synergy, where information that assists in imperative solving is first computed during declarative
solving and then utilized to make imperative solving much more efficient. Moreover, we optimize our
technique using a novel approach, namely transcoping [33], which was not previously developed for
hybrid invariants.

6.8 Conclusions and Future Work

We introduced HyTeK, a novel technique for test input generation that builds test suites from hybrid
input specifications. In order to deal with these hybrid invariants, our technique combines Korat,
an efficient mechanism for producing test inputs from imperative invariants, with SAT solving to
process declarative invariants. Hybrid invariants are more flexible and general than fully imperative
or fully declarative invariants, allowing software engineers to design specifications that better fit their
specification preferences or better reflect the nature of the problem being modeled, thus rendering
the process of specification less error prone. Moreover, the availability of parts of the specification in
different paradigms enabled us to benefit from optimizations of one context in the other one, leading
to more efficient generation of test inputs than doing so from fully imperative or fully declarative
invariants. The resulting hybrid technique is a sophisticated combination of known techniques for test
generation (from imperative and declarative specifications), whose associated profit is better overall
than the sum of the parts that it incorporates.

We also presented a technique for automatically tailoring hybrid input specifications to improve
test input generation. This technique automatically explores alternative orderings of the specification
components on the imperative side, and when part of the invariant is provided both declaratively and
imperatively, it decides the most convenient setting (imperative or declarative) in which each part is
to be solved.

We assessed the approach presented in this chapter on two relevant and interesting data structures,
whose invariants are regarded as among the most difficult for automated analysis. Our evaluation
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showed that, for these case studies, our technique performs substantially better than previous state-
of-the-art approaches in declarative constraint solving as well as imperative constraint solving. The
transcoping mechanism proved to be an effective means to discover the most convenient hybrid input
specification, provided there is room to consider alternatives.

In our current approach, the interaction between the declarative and imperative constraint solving
approaches is given essentially in one direction: information from the declarative side is exploited by
the imperative side of the generation. We are exploring ways of profiting from information gathered
while solving the imperative side, to be exploited by the declarative constraint solving.

6.9 Resumen

En este caṕıtulo presentamos una técnica para generar suites de casos de test para programas Java
siguiendo una metodoloǵıa exhaustiva acotada, pero haciéndolo a partir de invariantes h́ıbridos: esto
es, utilizando como especificación invariantes de representación que puedan expresarse ya sea en forma
imperativa, en forma declarativa, o como una combinación de predicados declarativos e imperativos.

Estas especificaciones h́ıbridas son procesadas utilizando mecanismos bien conocidos para sus
partes imperativas y sus partes declarativas, respectivamente, pero combinándolos de modo tal que
nos permite explotar información obtenida del lado declarativo, como por ejemplo cotas ajustadas
para los campos Java (véase Caṕıtulo 2) que hayan sido computadas a partir de la especificación
declarativa, para mejorar la búsqueda tanto del lado declarativo como del lado imperativo.

Por otra parte, la técnica permite evaluar automáticamente en qué orden conviene considerar las
distintas partes del invariante imperativo, y en caso de existir algún nivel de redundancia (por ejemplo,
si se cuenta con ciertas partes del invariante tanto en versión declarativa como imperativa), en qué
paradigma conviene expresar cada parte (es decir, para cada parte del invariante que exista en ambas
versiones, si es preferible utilizar la versión declarativa o la imperativa) con el objetivo de lograr mayor
eficiencia en la generación de casos de test.

Esto se lleva a cabo utilizando transcoping (véase Caṕıtulo 4), es decir evaluando todas las al-
ternativas (o una gran cantidad de ellas) en un scope lo suficientemente pequeño como para que ello
resulte viable a nivel del costo computacional, y luego extrapolando los resultados a scopes cada vez
mayores, descartando en cada iteración las alternativas menos eficientes y quedándose con las más
promisorias.

Mostramos algunos experimentos basados en clases que implementan colecciones. Para estos ex-
perimentos puede observarse que (i) las suites de test exhaustivo-acotadas pueden computarse a partir
de invariantes h́ıbridos de modo significativamente más eficiente que a partir de invariantes puramente
imperativos o puramente declarativos, y que (ii) la técnica es capaz de utilizar transcoping para de-
terminar automáticamente qué órdenes y combinaciones resultan en invariantes h́ıbridos eficientes, en
el sentido de que conducen a un cómputo eficiente de suites de test exhaustivo-acotadas.
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Summary

Lazy Initialization (LI) allows symbolic execution to effectively deal with heap-allocated data struc-
tures, thanks to a significant reduction in spurious and redundant symbolic structures. Bounded Lazy
Initialization (BLI) improves on LI by taking advantage of precomputed relational bounds on the
interpretation of class fields in order to reduce the number of spurious structures even further. In this
chapter we present BLISS, a novel technique that refines the search for valid structures during the
symbolic execution process. BLISS builds upon BLI, extending it with field bound refinement and
satisfiability checks. Field bounds are refined while a symbolic structure is concretized, avoiding cases
that, due to the concrete part of the heap and the field bounds, can be deemed redundant. Satisfia-
bility checks on refined symbolic heaps allow us to prune these heaps as soon as they are identified as
infeasible, i.e., as soon as it can be confirmed that they cannot be extended to any valid concrete heap.
Compared to LI and BLI, BLISS reduces the time required by LI by up to 4 orders of magnitude for
the most complex data structures. Moreover, the number of partially symbolic structures obtained
by exploring program paths is reduced by BLISS by over 50%, with reductions of over 90% in some
cases (compared to LI). BLISS also uses less memory than LI and BLI, which enables the exploration
of states unreachable by previous techniques.

7.1 Introduction

Determining to what extent a software artifact is correct is among the most challenging problems
in software engineering. Traditional testing is a widely adopted approach to guaranteeing software
correctness, but its well-known limitations threaten its effectiveness as a bug-finding technique. There-
fore, more thorough program analysis techniques, which may offer greater levels of confidence (often
enhancing or complementing traditional testing) constitute an important research topic.

One technique that offers better guarantees of correctness is model checking [127]. Java PathFinder
(JPF) [22] is a well-known tool, based on this technique, that targets Java source code and is capable
of finding bugs in both sequential and multithreaded programs. Moreover, through an extension called
Symbolic PathFinder (SPF) [24, 25], the tool is able to automatically generate test cases, search for
violations of user-provided assertions or uncaught exceptions, handle arithmetic constraints, complex
data structures and rich constraints on the program inputs.

SPF combines symbolic execution [26] with model checking and constraint solving. Symbolic
execution, a well-established program analysis technique, traverses the different paths in a program
using symbolic inputs. Unlike the concrete states in JPF, states in SPF are symbolic. Symbolic
approaches to systematically exploring program paths have proved effective for verification, as well as
for automated test input generation by solving the path constraints obtained during the exploration.
When using these symbolic approaches [109, 128, 129, 25], verifying code that manipulates dynamically
allocated data structures is significantly more difficult than verifying code dealing with basic data types
(the traditional target of symbolic execution). To effectively handle heap-allocated data structures,
SPF generalizes symbolic execution by introducing Lazy Initialization (LI) [27]: it constructs the heap
as the program paths are explored, and defers concretization of symbolic heap object attributes as
much as possible.

LI has two important properties. Firstly, it produces symbolic heaps that are pairwise non-
isomorphic. The number of heaps over which a method must be symbolically executed is greatly
reduced by the elimination of symmetric structures, while guaranteeing that no relevant states are
missed. Secondly, LI exploits any method precondition provided, by filtering out any heaps that
violate it.

133
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To improve symbolic execution, LI can be enhanced with the use of precomputed, relational field
bounds [20]. Intuitively, field bounds restrict the number of choices that LI needs to consider when
it is forced to concretize a part of the heap. In [28], this idea was realized using TACO bounds [19]
(which are discussed in Section 7.2.2), introducing Bounded Lazy Initialization (BLI) and obtaining
significant speedups with respect to LI.

In this chapter we present a set of novel techniques that build on LI and BLI. They incorporate
bound refinement (RBLI) and satisfiability checks (BLISS, BLISSDB). In the former, field bounds
are refined by leveraging information from already-concretized fields; this makes it possible to further
prune the alternatives to be considered during symbolic execution. In the latter, auxiliary satisfiability
checks are employed to determine the feasibility of partially symbolic structures, forcing the symbolic
execution process to backtrack as soon as a partially symbolic candidate is found impossible to extend.

BLISS, as these techniques are collectively called, allows us to obtain speedups of more than
100X over LI in many cases. For example, the analyses of the contains methods from classes TreeSet
and AvlTree achieved speedups of 14X and 188X over LI, respectively. Furthermore, our techniques
also provide advantages in the context of automated test input generation, a task for which, as we
mentioned, symbolic execution is particularly effective [128]. Indeed, BLISS can usually reduce the
number of partially symbolic structures collected by over 50%, with reductions of over 90% in some
cases, compared to LI. Since these partially symbolic structures must be fully concretized (using SMT
solving) to produce actual test inputs, and since BLISS only removes spurious cases, the technique
impacts test input generation time while retaining the same coverage obtained by LI. For instance, for
the above-mentioned contains methods, the sets of partially symbolic structures obtained by BLISS
are 12.5% and 1.6% as large as the ones obtained using LI, respectively.

Contributions

The main contributions of the work presented in this chapter are summarized as follows:

1. We introduce Refined Bounded Lazy Initialization (RBLI), a sound and complete optimization
of BLI. RBLI requires the existence of relational field bounds (as introduced to SPF in BLI) and
is often responsible for most of the speedup observed.

2. We introduce Bounded Lazy Initialization with SAT Support (BLISS), an additional optimiza-
tion which builds upon the existence of refined bounds as produced by RBLI, and makes use
of user-provided class representation invariants. We show that BLISS is sound and complete,
and that it is often responsible for most of the reduction in the number of partially symbolic
structures obtained during systematic path exploration.

3. We optimize BLISS by caching SAT results. BLISS typically produces a large number of short
computations, and a significant portion of these can be reused in later, related analyses. Hence,
we cache SAT results in a Redis [130] database, leading to an optimized version that we call
BLISSDB.

4. We evaluate our techniques on a benchmark consisting of 32 methods from 6 well-known collec-
tion classes, and show that the combination of the techniques can yield significant speedups as
well as considerable test suite size reduction.

Organization

This chapter is organized as follows. Section 7.2 describes SPF and briefly reviews previous work on
LI and BLI, the existing techniques for symbolically executing code that handles heap-allocated data
structures. In Section 7.3 we present RBLI and prove its soundness and completeness. In Section 7.4
we introduce BLISS, prove its soundness and completeness, and present BLISSDB. Section 7.5 contains
an evaluation of RBLI, BLISS and BLISSDB on several implementations of collection classes, some of
which have been previously used to evaluate SPF. Section 7.6 discusses related work. In Section 7.7
we present our conclusions and proposals for further work.
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7.2 Symbolic PathFinder and (Bounded) Lazy Initialization

Java PathFinder is a flexible tool for software analysis. Its core is a virtual machine (VM) for Java byte
code. Unlike a standard Java VM, the JPF VM is capable of backtracking. The tool identifies program
statements that lead to alternative branches, and systematically explores those alternatives. Besides
branching that arises as a consequence of thread scheduling, the main source of nondeterminism is
program inputs. When these inputs involve –for instance– integer variables, this may lead to path
explosion (often called state space explosion).

Symbolic execution [26] collapses families of executions by replacing concrete values with symbolic
ones. Whenever branching conditions are encountered in the program, constraints are collected to
reflect the decisions that were taken; the conjunction of constraints along one program path is referred
to as the path condition for that path. Such conditions are checked for feasibility using constraint
solvers (typically SMT solvers), and when one is found to be infeasible, the underlying model checker
driving the symbolic execution backtracks and explores other paths. This systematic exploration of
paths can be used for verification and bug finding. Moreover, the path conditions obtained in the
exploration of program paths can be solved to find concrete inputs that will drive an execution down
the corresponding paths, thus leading to a mechanism for automated white-box test input generation.

In this chapter we present improvements over existing work for the symbolic analysis of code
handling dynamically allocated data structures. Therefore, in Section 7.2.1 we summarize Lazy Ini-
tialization [27], the technique currently used by SPF for exploring such data structures. In [28] we
introduced a first improvement over Lazy Initialization; in order to discuss this technique (which is
called Bounded Lazy Initialization) in Section 7.2.3, we first introduce in the concept of TACO bounds
in Section 7.2.2.

7.2.1 Lazy Initialization

For heap-allocated structures, SPF uses Lazy Initialization (LI) [27]. LI keeps structures partially
symbolic; if an object’s attribute f is still symbolic, it will be made concrete whenever the execution
of the program under analysis attempts to access its value. This on-demand concretization explains
the “lazy” appellative of the algorithm. The concretization process considers three possibilities: f
is initialized with null, f is initialized with a previously introduced concrete object, or f holds a
reference to a newly introduced concrete object whose attributes are all symbolic. These choices are
systematically explored by the underlying model checker. A pseudocode description of LI is shown in
Alg. 5, originally presented in [27]. Notice that the code under analysis need not execute on a purely
symbolic structure; it may execute on an input that is partially symbolic and for which symbolic parts
are explored using LI. This same property holds for the techniques that we will introduce in further
sections.

if (f in uninitialized) then
if (f is reference field of type T) then

nondeterministically initialize f to
1. null
2. a new object of class T (with uninitialized fields)
3. an object created during a prior

initialization of a field of type T
if (method precondition is violated) then

backtrack();
end

end
if (f is primitive field) then

initialize f to a new symbolic value of appropriate type
end

end

Algorithm 5: Pseudocode of the Lazy Initialization algorithm.

Fig. 7.2b shows some of the alternatives explored by the LI algorithm when executing the traverse
algorithm from Fig. 7.2a on a binary tree, with binary trees defined by classes BinTree and Node
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1 public class BinTree {
2 Node root ;
3 }
4
5 public class Node {
6 Node l e f t ;
7 Node r i g h t ;
8 }

Fig. 7.1: An implementation of heap-allocated binary trees.

as shown in Fig. 7.1. Executing traverse on structure 1 from Fig. 7.2b reaches the branching con-
dition “right != null”. Therefore, field right must be concretized. This leads to the generation
of structures 2–4 in Fig. 7.2b. Let us continue with structure 4. Upon execution of the statement
“right.traverse();” on this structure, the recursive invocation of traverse leads us, once again, to
the concretization of N1.right. This time, 4 alternatives are generated. Notice that amongst these
structures, some are clearly invalid due to the presence of loops (this is the case for instance for
structures 3, 6 and 7). In order to prune such invalid structures at an early stage, LI resorts to
preconditions. We discuss below what preconditions are, and how they are applied during LI.

Preconditions and Lazy Initialization

A precondition for a method m is a condition that is assumed to be true before the execution of
m. Such conditions are used by the class designer/programmer to characterize those input states in
which the method is expected to behave as intended. For example, the method for traversing a binary
tree depicted in Fig. 7.2a requires the input structure to be a binary tree, and in particular, to be
non-null and acyclic, since the algorithm might otherwise perform a null dereference or get stuck in
an infinite loop. In object-oriented programming, one part of a method’s precondition is usually the
representation invariant of the method’s parameters (including that of the implicit this object on
which the method is executed). A representation invariant, also called class invariant, is a condition
that accompanies a class, which must be established by its constructors and preserved by its public
methods. Thus, such invariants characterize properties of valid instances of the class. For instance,
for heap-allocated binary trees, the representation invariant would specify that the structure is indeed
a tree (acyclic, with every node having exactly one parent except for the root).

Besides being useful as program documentation, representation invariants (and, more generally,
preconditions) can be reflected programmatically as imperative routines that check whether the in-
variant or precondition holds. Imperative representation invariants are usually referred to as repOK
routines.

As explained in [27], and as illustrated in Alg. 5, LI requires an imperative precondition for the
program or method under test. But not just any precondition will work properly with LI: the average
repOK routine, for instance, is not necessarily prepared to deal with the fact that it might run into
parts of the structure that are still symbolic. In other words, LI assumes the existence of an imperative
precondition that has been properly adapted to deal with partially symbolic structures. We shall refer
to such preconditions as hybrid, since they can be applied to structures involving both concrete and
symbolic values.

A hybrid precondition could be a straightforward adaptation of the original concrete precondition:
one that attempts to detect ill-formed structures, but returns true as soon as it runs into a symbolic
value that it does not know how to handle. Of course, it could also be a much more sophisticated
routine, carefully designed by the user with symbolic execution in mind – for instance, one that
backtracks whenever symbolic values are found, and tries to detect ill-formedness later on. This
raises an important trade-off. The former approach is a simple over-approximation that may return
false positives, which could slow down the analysis, but it has the enormous advantage of being fully
automatic. The latter approach, on the other hand, is more specific, less prone to false positives and
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\requires isBinTree();
public void traverse() {
    if (right != null){
        right.traverse();
    }
    if (left != null){
         left.traverse();
    }
}
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Fig. 7.2: Method traverse on binary trees, and some of the structures generated by LI along its symbolic execu-
tion.

thus potentially more scalable, but it requires expert human intervention and bears considerable risk
of introducing new errors. Ensuring that a handcrafted hybrid precondition is correct with respect to
the original concrete one would become a nontrivial problem on its own right. This is why we chose
the former (i.e., to systematically derive a conservative hybrid precondition from an available concrete
one) as our default course of action, and for experimental evaluation. For example, Fig. 7.3 shows an
acyclicConcrete method that checks whether a fully concrete structure is acyclic, and a hybrid version
thereof, acyclicHybrid, which will admit partially symbolic structures. The hybrid version includes
special constants and associated boilerplate code in order to handle symbolic values from each of the
types involved.

There are some limitations to what can be pruned using hybrid preconditions. These limitations
stem from the fact that LI only sets the values of accessed fields of reference types. Primitive-
typed fields, however, obtain their values from the solutions to path conditions, which are computed
by constraint solvers. Unfortunately, these primitive values usually cannot be used within hybrid
preconditions. To illustrate this fact, let us enrich our BinTree class with an int field named key, and
consider again method traverse from Fig. 7.2a, enriching its precondition with a new constraint that
requires the root’s key to have value 0. Recall that hybrid preconditions are used to prune symbolic
execution, by forcing the process to backtrack when a symbolic instance is found not to be obtainable
from an initial heap satisfying the hybrid precondition. Since traverse does not access field key, the
constraint solver may assign arbitrary values to root.key. In particular, if it were to assign a nonzero
value to said field, this would lead to pruning a valid partially symbolic tree, as well as all of its
concretizations, thus turning LI into an incomplete technique.

One might argue that, rather than using the constraints on primitive values to prune symbolic
execution, such constraints could be used to enhance path conditions, thus narrowing the space of
solutions found by constraint solvers. However, let us recall that preconditions are imperative in this
context, and therefore cannot be directly conjoined with path conditions. One way of “conjoining”
imperative preconditions with path conditions is by sequentially composing the imperative precon-
dition with the program under analysis. Although this does achieve the desired goal of integrating
the constraints on the primitive values into the path conditions, it severely hinders scalability: in the
code resulting from such a composition, the imperative precondition “prefix” will typically force an
enumeration of all valid concrete (or nearly concrete) instances prior to the execution of the routine
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1 public boolean acyc l i cConc r e t e ( ) {
2 Set<BinTreeNode> v i s i t e d = new HashSet<BinTreeNode >() ;
3 Li s t<BinTreeNode> pending = new ArrayList<BinTreeNode >() ;
4 BinTreeNode root = this . root ;
5 v i s i t e d . add ( root ) ;
6 pending . add ( root ) ;
7 while ( ! pending . isEmpty ( ) ) {
8 BinTreeNode node = pending . remove ( 0 ) ;
9 BinTreeNode l e f t = node . l e f t ;

10 i f ( l e f t != null ) {
11 i f ( ! v i s i t e d . add ( l e f t ) ) {
12 return fa l se ;
13 }
14 pending . add ( l e f t ) ;
15 }
16 BinTreeNode r i g h t = node . r i g h t ;
17 i f ( r i g h t != null ) {
18 i f ( ! v i s i t e d . add ( r i g h t ) ) {
19 return fa l se ;
20 }
21 pending . add ( r i g h t ) ;
22 }
23 }
24 return true ;
25 }

1 public boolean acyc l i cHybr id ( ) {
2 i f ( this == SYMBOLIC BinTree)
3 return true ;
4
5 Set<BinTreeNode> v i s i t e d = new HashSet<BinTreeNode >() ;
6 Li s t<BinTreeNode> pending = new ArrayList<BinTreeNode >() ;
7 BinTreeNode root = this . root ;
8 i f ( root == SYMBOLIC BinTreeNode)
9 return true ;

10
11 v i s i t e d . add ( root ) ;
12 pending . add ( root ) ;
13 while ( ! pending . isEmpty ( ) ) {
14 BinTreeNode node = pending . remove ( 0 ) ;
15 BinTreeNode l e f t = node . l e f t ;
16 i f ( l e f t != null && l e f t != SYMBOLIC BinTreeNode) {
17 i f ( ! v i s i t e d . add ( l e f t ) ){
18 return fa l se ;
19 }
20 pending . add ( l e f t ) ;
21 }
22 BinTree r i g h t = node . r i g h t ;
23 i f ( r i g h t != null && r i gh t != SYMBOLIC BinTreeNode) {
24 i f ( ! v i s i t e d . add ( r i g h t ) ){
25 return fa l se ;
26 }
27 pending . add ( r i g h t ) ;
28 }
29 }
30 return true ;
31 }

Fig. 7.3: A concrete precondition and its hybrid counterpart.
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under analysis, which defeats the purpose of symbolically executing said routine.
Yet another alternative would be to require a declarative precondition to be provided, so that it

can be directly conjoined with path conditions. This approach has serious disadvantages as well. If
the whole declarative precondition is included in each and all path conditions, their sizes are substan-
tially increased, making them exceed the capabilities of the constraint solver sooner, thus diminishing
scalability. If, instead, the path conditions are solved before symbolic execution, so that they need
not be carried along all symbolic paths, then we end up, as in the aforementioned case, enumerating
all valid concrete (or nearly concrete) instances.

7.2.2 TACO and Field Bounds

TACO (Translation of Annotated Code) [19, 20] is a tool for bounded program verification that targets
Java code annotated with JML [44] contracts. In order to verify the correctness of a Java program, i.e.,
that it does not violate its contract and does not raise unhandled exceptions, it requires the engineer
to provide a scope, which consists of a maximum number of iterations and object instances for the
classes involved. It then checks the correctness of the program within the provided scope – that is,
it checks that no execution involving at most as many objects and iterations as prescribed by the
scope can violate the contract or raise an unhandled exception. To achieve this, TACO translates the
program and its declarative specification into a propositional formula, which is solved using off-the-
shelf SAT-solvers. Essentially, satisfying valuations of the resulting formula correspond to program
executions violating the program specification; thus, unsatisfiability of the formula means that the
program is correct within the given scope. Notice that these declarative specifications most times
include a declarative representation invariant, which is part of the method precondition.

In TACO, the encoding of bounded program correctness as a satisfiability problem involves char-
acterizing heap states as relations. Given a class C, a class field f of type C ′ defined in C can be
represented in a given program state as a total function f mapping object references from C to C ′.
Notice that properties of the state, including the maximum number of objects of each class (i.e., the
scope), may make some tuples of C × C ′ infeasible as part of field f. In particular, if the state is
assumed to satisfy constraints (e.g., the states prior to the execution of the code under analysis are
assumed to satisfy a precondition), all tuples corresponding to ill-formed structures will necessarily be
absent from f in that state. Furthermore, if symmetry breaking is imposed by enforcing a canonical
ordering on the way references are stored in the heap model (see [20] for a careful introduction), then
structures that do not comply with this canonical ordering are dismissed, and the number of tuples
allowed in the relations that bound the fields can be significantly reduced. TACO field bounds capture
precisely these feasible cases. A field bound for a field f of type C → C ′ is a subset Uf ⊆ C ×C ′, such
that every tuple t that is not Uf cannot correspond to the contents of f in any valid instance of C
within scope k. By valid instance we mean an instance that satisfies the corresponding specification
and symmetry-breaking constraints associated with the field. Essentially, tuples that are absent from
the upper bound Uf are infeasible, i.e., are guaranteed not to belong to any valid instance. Note that
C × C ′ is a field bound for a field f of type C → C ′, although it is not necessarily the tightest possi-
ble bound (i.e., the one containing the smallest possible subset of tuples). The tighter a bound, the
better, since it provides more information about infeasible cases for the corresponding field. While a
thorough description of our symmetry-breaking process is given in [19], we emphasize that the induced
canonical ordering labels object identifiers in accordance with a breadth-first traversal of the memory
heap. Fig. 7.4 shows how a singly-linked list and a binary tree are labeled. It is also worth mentioning
that TACO field bounds, that is, those that were automatically computed using the approach put for-
ward in [19], are the tightest possible bounds for the data structures that were studied in [19] (which
include those analyzed in this chapter): they exclude every tuple that can be proved infeasible for the
corresponding class invariants and scopes.

In order to illustrate TACO field bounds, consider again binary trees, as defined in Fig 7.1. The
representation invariant for this structure, which is expected to be part of the precondition of any
method handling binary trees, requires the heap structure starting at the root to be a tree. Symmetry
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Fig. 7.4: Object labeling according to TACO’s symmetry breaking.

• root ⊆ {N0, null}

• left ⊆ {(N0, null), (N0,N1), (N1, null), (N1,N2), (N1,N3),

(N2, null), (N2,N3), (N3, null)}

• right ⊆ {(N0, null), (N0,N1), (N0,N2), (N1, null),

(N1,N2), (N1,N3), (N2, null), (N2,N3), (N3, null)}

(a)

• root ⊆ {N0, null}

• left ⊆ {(N0, null), (N0,N1), (N1, null), (N1,N3),

(N2, null), (N3, null)}

• right ⊆ {(N0, null), (N0,N2), (N1, null), (N1,N3),

(N2, null), (N3, null)}

(b)

Fig. 7.5: Tight relational bounds automatically computed by TACO for binary trees (a) and for complete binary
trees (b), using a scope of up to 4 nodes.

breaking forces tree node reference labels to be assigned in breadth-first order. Suppose that the scope
is 4 (i.e., we only consider trees containing at most 4 nodes). The tightest possible field bounds for
fields root, left and right are shown in Fig. 7.5a, and are exactly those computed by TACO. Notice
that the binary tree illustrated in Fig. 7.4 satisfies the constraints (valid tree, with nodes labeled in
breadth-first order, and within scope 4); the tuples in the bounds that are involved in this tree are
highlighted in Fig. 7.5a.

Clearly, for a given scope, the tightest field bounds are determined both by symmetry breaking
and by the class invariant. Therefore, if we considered a stronger class invariant, the corresponding
field bounds would be more restrictive (that is, they would contain fewer tuples). Continuing with our
example, if we used a stronger class invariant, for instance, one characterizing complete binary trees
(complete up to the penultimate level, and such that nodes on the last level are located as far to the
left as possible), then the corresponding bounds would be the ones given in Fig. 7.5b.

7.2.3 Bounded Lazy Initialization

Bounded Lazy Initialization (BLI) [28] is an optimization of LI that leverages the availability of TACO
bounds. Essentially, TACO bounds are used to reduce the number of alternatives that need to be
explored during symbolic execution, avoiding the generation of some of the structures that LI would
produce. Instead of being labeled with object identifiers, nodes in partially symbolic structures are
labeled with sets of object identifiers, in accordance with the bounds. Given a partially symbolic
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Fig. 7.6: Shifting of node identifiers due to null values in the BFS traversal.

structure S and a node N in S whose label is a set lN of identifiers, this set intuitively denotes the set
of object identifiers that could potentially be assigned to node N in a concrete structure extending S.
Naturally, in each concrete structure, a single identifier is assigned. But, since TACO picks identifiers
in a canonical way that is consistent with a breadth-first traversal of the structure, a node may receive
different identifiers in different structures depending, for instance, on the number of null values found
before N along the traversal. Fig. 7.6 shows a pair of concrete binary trees. Each node is assigned
an identifier picked from the set {N0,N1,N2} under the constraint that the BFS traversal of the trees
must produce a sorted sequence (we assume N0 < N1 < N2). Note that, in Fig. 7.6a, the rightmost
node has been assigned identifier N2; this is the only possibility that respects the BFS traversal. In
Fig. 7.6b, the rightmost node is assigned identifier N1. This is due to the presence of null as the left
subtree of the root node, which shifts the available node identifiers.

Root nodes receive as their label set their corresponding field bounds, without null. Field bounds
are also involved in the definition of labels for non-root nodes. Given a node N with label lN, we define
its target label set through field f as the set label(N, f) characterized by the following expression:

label(N, f) =





⋃

n∈lN

n.Uf



− null ,

where Uf is the field bound for f. Notice that null is never part of the label set of a node. This is
because only concrete nodes are assigned label sets, and the label corresponds to the identifiers that
this node may receive. When the value of attribute f for node N has to be concretized following the
BLI algorithm, we consider the following alternatives:

• N.f is set to null,

• N.f points to an existing concrete node N′ if the latter has a label set that has a nonempty
intersection with label(N, f), or

• N.f points to a newly introduced concrete node N′ whose label is defined as label(N, f) if the
latter set is nonempty.

The cases in which pruning takes place are the second and the third. Let us describe this in more
detail. As we said, the label set associated with a node captures the alternative identifiers that the
node may adopt. When a previously introduced node Nt is being considered as the f field of another
node Ns, this case only makes sense as an option if the label set of Nt has some intersection with
the possible values reachable from Ns’s label set through f, according to the bounds. Similarly, when
a node’s label set is empty, it means that no identifier can be assigned, which deems the extension
infeasible. Algorithm 6 shows the pseudocode of the BLI algorithm. Notice how the alternatives for
the initialization of fields with previously visited nodes is reduced in this algorithm, compared with
LI.

Fig. 7.7 shows how the generation of structures from Fig. 7.2 is carried out in the context of BLI
when the bound for binary trees (Fig. 7.5a) is considered. In the example we begin with the heap root
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if (f is uninitialized) then
if (f is reference field of type T) then

nondeterministically initialize f to
1. null
2. a new object n of class T (with uninitialized fields)

and label(n) := label(this,f),
if label(this,f) is nonempty

3. an object x created during a prior
initialization of a field of type T
such that label(this).intersects(label(x))

if (method precondition is violated) then
backtrack();

end

end
if (f is primitive field) then

initialize f to a new symbolic value of appropriate type
end

end

Algorithm 6: Pseudocode for the Bounded Lazy Initialization (BLI) algorithm.

\requires isBinTree();
public void traverse(){
      if (right != null){
         right.traverse();
      }
      if (left != null){
         left.traverse();
      }

}
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Fig. 7.7: Some of the structures generated by BLI during execution of method traverse.

labeled {N0} (the other possibility being for the root to be null). When accessing field right, BLI only
generates structures 2 and 4. Structure 3 is never generated because the label for the root node (set
{N0}) and the set label(N0, right) (set {N1,N2}) do not intersect. A similar reasoning explains why
structures 6 and 7 are not generated. Notice that in these cases we have only prevented the generation
of structures that would be deemed redundant by LI as well upon execution of the precondition. We
have only saved the time that would have been spent in the execution of the precondition.

BLI may also prune subtrees that would not be pruned by LI. Let us consider structure 4 from
Fig. 7.2. If we now use bounds for complete binary trees (see Fig. 7.5b), an accordingly labeled version
of structure 4 is shown in Fig. 7.8. Notice that LI would extend structure 4 to generate structure 8,
and would even attempt further extensions. Instead, since label(N2, right) = ∅, the only possibility
for concretizing N2.right according to BLI is to assign null. Therefore, a unique extension, namely,
structure 5, will be produced by BLI.

BLI is sound and complete with respect to LI, provided that field bounds are correct (they only
exclude infeasible tuples). BLI’s soundness and completeness with respect to LI mean that a valid
structure (one that satisfies the existing class invariant), is generated by BLI if and only if it is
generated by LI [28].
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Fig. 7.8: A version of structure 4 extracted from Fig. 7.2, labeled using bounds for complete binary trees.

Theorem 6. Let M be a method under analysis. A valid structure S is generated along the symbolic
execution of method M using LI if and only if it is generated along the symbolic execution of M using
BLI.

Proof: ⇒) Let us assume S is not generated via BLI and let us arrive at a contradiction. As
discussed above, there are two situations in which S may be discarded by BLI, namely,

• the concretization of N.f is a new node whose label set is empty, or

• the concretization of N.f is a previously introduced node whose label set does not intersect
label(N, f).

Regarding the first case, since S is pruned by BLI, there is a symbolic execution step in which the
concretization of attribute f from node N leads to a new node N′ using LI, but label(N, f) = ∅ and S is
pruned using BLI. But, since bounds are correct and S is a valid structure, (N,N′) ∈ Uf and therefore
label(N, f) 6= ∅ (a contradiction).

Regarding the second case, let S0 be a symbolic structure whose concretization using LI leads to
S, and such that it is discarded by BLI when node N is made to point to a previously existing node
N′ with label(N, f) disjoint from the label set of N′. Notice that for an arbitrary node N0 in S0, its
label set is the set of node identifiers that can be assigned to node N0 along BFS traversals of full
concretizations of S0. Let LS0 and LS 1 be the label sets for nodes N and N′, respectively. Since S is
a valid structure, let n0, n1 be the identifiers assigned to nodes N and N′ in the BFS traversal of S,
respectively. Clearly, n0 ∈ LS0 and n1 ∈ LS1 . Also, in S, n0.f = n1. Thus, 〈n0, n1〉 ∈ Uf . But then,
n1 ∈ label(N, f) and label(N, f) ∩ LS1 6= ∅ (a contradiction).
⇐) Trivial (since BLI is more restrictive than LI).

7.3 Refined Bounded Lazy Initialization

Refined Bounded Lazy Initialization (RBLI) is the first technique that we introduce in this chapter,
building upon BLI. We will show that the proposed technique is sound and complete, and will also
set the basis for the experimental evaluation that will be reported in Section 7.5.

Notice that the number of structures generated by BLI during concretization is directly related to
its label set. A label set containing fewer identifiers would usually produce fewer candidate structures.
Let us consider the binary tree depicted in Fig. 7.9a. Let N denote the node whose label is the set
{N1,N2}. According to the bounds for binary trees (see Fig. 7.5a), label(N, right) = {N2,N3}. Since
{N1,N2} ∩ {N2,N3} 6= ∅, the structure depicted in Fig. 7.9b is generated when attribute right is
concretized following BLI (as well as when LI is used). In the remaining parts of this section we will
argue that the generation of such candidates may be safely prevented.

A closer look at the reason why the structure depicted in Fig. 7.9b was generated shows that
if identifier N1 were not part of the label for node N (i.e., if the label for node N was {N2}), then
label(N, right) would be {N3}. Therefore, since {N2}∩{N3} = ∅, the structure would not be generated.
Recalling the explanation from Section 7.2.3 for having sets of identifiers (rather than just identifiers)
as labels, we note that in a binary tree that respects the symmetry breaking imposed by TACO, node
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Fig. 7.9: A binary tree and an extension generated by BLI, yet pruned by RBLI.

N0.right may be assigned identifiers N1 or N2. But, since identifier N1 has been already assigned to
a different node prior to N in the breadth-first search traversal of the structure, it can be removed in
this partially symbolic structure from set {N1,N2}.

The refinement technique that we propose consists of performing a breadth-first traversal of the
structures until the first symbolic value in the search is found. Let us denote by posBFS (N, S) the
position of an arbitrary node N in the breadth-first traversal of the structure S, prior to the first
symbolic node. We know that identifiers in N’s label that differ from posBFS (N, S) may be removed.

Algorithm 7 shows the refinement algorithm. It returns a boolean value, indicating whether the
(possibly) refined structure is still valid, or became redundant due to the refinement. Lines 22-25 show
how the labels for concrete nodes, prior to the first symbolic node in breadth-first traversal, are set.
Lines 19-21 show that if the current label of a node does not contain its only valid position, then the
structure is spurious and can be removed. Algorithm 8 shows the pseudocode for the RBLI algorithm.
Notice how this algorithm builds over BLI, by enabling the systematic path exploration to backtrack
when the current partially symbolic structure is found to be spurious.

The following theorem shows that RBLI is sound and complete with respect to LI.

Theorem 7. RBLI is sound and complete with respect to LI, i.e., a valid (with respect to the concrete
imperative precondition) structure is produced by RBLI if and only if it is produced by LI.

Proof: Soundness is straightforward. Since RBLI differs from BLI in that the former incorpo-
rates a process for bound refinement, RBLI cannot produce instances that are not produced by BLI.
Since BLI is sound with respect to LI, RBLI is sound with respect to LI as well.

The proof of completeness of RBLI with respect to LI is based on the fact that every concrete
node N in a symbolic structure S has as a label a set that contains all the identifiers that can be
assigned to N along BFS traversals of any fully concrete extension of S. Since our approach is based
on the assumption that correct field bounds are used, we can assume that RBLI executes on symbolic
structures that satisfy the above condition, to show that RBLI does not prune valid structures.

Let S0 be a symbolic structure. Let Ni be the concrete node in S0 in position i in the BFS traversal
of S0. Let LS i be the label set for node Ni, and let RLS i be the refined label set for Ni produced by
RBLI. Let us suppose that there exists a valid fully concrete structure S that extends S0 that will not
be generated due to discarding S0. Also, let us suppose Ni /∈ RLS i (thus pruning the valid structure
S). Certainly, Ni ∈ LS i due to the completeness of BLI with respect to LI. Then, since RBLI differs
from BLI only in bound refinement, Ni must have been removed from RLS i during refinement. Recall
that the refinement process stops as soon as a symbolic node is reached. Thus, the fact label set LS i

was refined implies Ni must occur in a fully concrete prefix of the BFS traversal of structure S0.
Let posBFS (Ni, S) be the index of node Ni in the BFS traversal of structure S.

• If i < posBFS (Ni, S), then node Ni appears in a smaller BFS traversal position in S0 than its
final BFS position in S. Since what differentiates S0 from S is the concretization of symbolic
values, node Ni must appear in a previous BFS position in S0 due to the concretization of a
symbolic value in S0 that occurs before Ni in the breadth-first traversal. But then, since there
is a symbolic value prior to Ni in the BFS traversal of S, LS i is not refinable, i.e., RLS i = LS i.
This contradicts the fact that Ni ∈ LI i and Ni /∈ RLS i.
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1 boolean refineHeap(Heap h)
2 Set〈HeapNode〉 roots = h.getRoots();
3 if (not roots.isEmpty()) then

4 Queue〈HeapNode〉 pending = new List〈HeapNode〉();
5 Set〈HeapNode〉 visited = new Set〈HeapNode〉();
6 for (HeapNode hn : roots) do

7 pending.add(r);
8 visited.add(r);

9 end

10 int currIndex = 1;
11 boolean foundSymbolic = false;
12 while (not pending.isEmpty() and not foundSymbolic) do

13 HeapNode hn = pending.remove();
14 if (isSymbolic(hn)) then

15 foundSymbolic = true;
16 return true;

17 else

18 if (not isNull(hn)) then

19 if (not h.getLabel(hn).contains(currIndex)) then

20 return false;
21 end

22 LabelSet ls = new LabelSet();
23 ls.add(currIndex);
24 h.setLabel(hn, ls);
25 currIndex++;
26 for (Field f : hn.getFields()) do

27 HeapNode n = hn.getFieldValue(hn, f);
28 if (isSymbolic(n) or visited.add(n)) then

29 pending.add(n);
30 end

31 end

32 end

33 end

34 end

35 end

36 return true;

37 end

Algorithm 7: The heap refinement algorithm.

if (f is uninitialized) then
if (f is reference field of type T) then

nondeterministically initialize f to
1. null
2. a new object n of class T (with uninitialized fields)

and label(n) := label(this,f)
3. an object x created during a prior

initialization of a field of type T
such that label(this).intersects(label(x))

if (method precondition is violated || !refineHeap(currentHeap)) then
backtrack();

end

end
if (f is primitive field) then

initialize f to a new symbolic value of appropriate type
end

end

Algorithm 8: Pseudocode for the Refined Bounded Lazy Initialization (RBLI) algorithm.
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• If i > posBFS (Ni, S), then we have a node in a structure whose label is strictly greater than
its BFS position, contradicting the symmetry-breaking predicates, which force a breadth-first
canonical reference assignment for structures.

The completeness of RBLI (as well as the completeness of BLI) with respect to LI indicates that
the technique will only prune redundant structures. As mentioned before, this means not just that
the systematic exploration of feasible paths will be more efficient, but also that, if the resulting path
conditions are solved to build test suites, the suites obtained by RBLI and BLI may be smaller than
those obtained by LI, resulting in fewer test cases. Thanks to completeness, the test cases that will
not be part of suites built using BLI or RBLI, or any other of the techniques to be introduced in this
chapter, will be redundant with respect to the concrete precondition of the method under analysis,
and therefore also spurious. As it will be shown in Section 7.5, bound refinement often provides most
of the observed speedups of our techniques over LI.

7.4 BLISS and BLISSDB

Bounded Lazy Initialization with SAT Support (BLISS) is the second main contribution of this chapter.
BLISS extends RBLI with a mechanism for pruning partially symbolic structures as soon as their
concretization is determined to be infeasible, i.e., they cannot possibly be concretized to become a
valid fully concrete structure. This is achieved by searching for concretizations of partially symbolic
structures using the corresponding preconditions (e.g., data structure class invariants), and resorting
to SAT solving. When no concretization exists for a given partially symbolic structure, it can be
safely discarded in the symbolic execution process. Since these SAT solver invocations are costly,
we introduce an optimization of BLISS called BLISSDB in which SAT call verdicts are cached in a
database and reused across different analyses. This section introduces BLISS, and then describes the
BLISSDB optimization.

BLISS prunes redundant partially symbolic structures that could not be pruned by the previously
introduced techniques. To this end, BLISS conjoins the declarative class invariant with a propositional
description of the concrete part of the structure; since no constraints are imposed on the symbolic
parts of the structure, a SAT-solver call allows us to determine whether there is a way to concretize the
parts that still remain symbolic in order to obtain a fully concrete structure. This high-level intuition
will be made precise in this section.

To illustrate BLISS, let us consider a somewhat more complex example than the previously shown
one (binary trees). Fig. 7.10 shows a main program used as a driver for the symbolic execution of a
breadth-first traversal of a red-black tree. Red-black trees are balanced binary search trees. They are
used as the implementation of class TreeSet in package java.util.collections, and satisfy the following
constraints, which constitute their class invariant:

rbt1: the tree is a binary search tree,

rbt2: each node has a color, which can be red or black,

rbt3: the tree root is black,

rbt4: no two consecutive nodes in a path can be red, and

rbt5: all the paths from the root to a leaf contain the same number of black-colored nodes.

Consider the partially symbolic red-black tree depicted in Fig. 7.11a, which is generated during
the symbolic execution of method bfsTraverse. Let us discuss why this tree cannot be colored in a way
that satisfies the class invariant, which is reasonable to assume would be part of the precondition for
bfsTraverse. First, condition rbt1 forces the root node to be black. The coloring of root.left deserves
some analysis. If root.left is red, then root.left.right must be red too in order to satisfy condition rbt5.
But this leads to a violation of condition rbt4. Therefore, root.left must be black. However, since all
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1 public stat ic void main ( S t r ing [ ] a rgs ) {
2 TreeSet X = new TreeSet ( ) ;
3 X = ( TreeSet ) Debug . makeSymbolicRef ( ”X” , X) ;
4 try {
5 i f (X != null )
6 X. b f sTraver se ( ) ;
7 } catch ( Throwable t ) {}
8 }

Fig. 7.10: A “main” method driving the SPF analysis of method bfsTraverse.
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Fig. 7.11: A partially symbolic red-black tree that is considered valid by LI and BLI (a), and its RBLI-refined
version (b), also considered valid by RBLI, but pruned by BLISS.

the paths from the root to a leaf node must contain the same number of black nodes, they must all
have exactly 2 black nodes (one of them being the root node). It is therefore impossible to give a valid
coloring to the right subtree.

Even though the tree in Fig. 7.11a is redundant, due to our discussion in Section 7.2.1, this tree
would be generated during the execution of LI. Moreover, the node labeling, computed according to
the TACO bounds for red-black trees with up to 6 nodes, shows that this tree will also be generated by
BLI. It will even be generated by RBLI, as illustrated by Fig. 7.11b, which shows the same tree after
refinement has been applied to the node labels. Unlike LI, BLI and RBLI, BLISS would recognize the
infeasibility of Fig. 7.11a via a satisfiability check on the structure, pruning it and consequently not
considering it, nor any of its extensions.

To perform BLISS satisfiability checks we use a declarative precondition for the method under
analysis, which must be provided by the user. For instance, for method bfsTraverse, the precondition
would be the red-black tree class invariant applied to the method’s parameter, expressed in a language
such as JML [53]. Fig. 7.12 presents a fragment of such an invariant.

In order to perform the above described satisfiability checks, we automatically translate the
method’s declarative precondition to a SAT-solving problem using the TACO tool. We combine
the propositional translation of the declarative precondition with a characterization of the partially
symbolic structure whose feasibility we want to check. To this end, BLISS uses a mapping called pvars
(for “propositional var iables”) whose key set is made of triples of the form:

〈sourceHeapNode,field , targetHeapNode〉

and whose values are variable numbers in the DIMACS [131] CNF encoding of the propositional
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1 /∗@
2 @ invar i an t root != nu l l ==> root . co l o r== BLACK;
3 @ invar i an t
4 @ (\ f o r a l l Node n ;
5 @ \ reach ( root , Node , l e f t ) . has (n ) ;
6 @ ((n . co l o r == RED && n . l e f t != nu l l ) ==>
7 @ n . l e f t . c o l o r == BLACK) &&
8 @ (\ f o r a l l Node x ;
9 @ \ reach (n . l e f t , Node , l e f t ) . has ( x ) ;

10 x . key < n . key ) &&
11 @ (\ f o r a l l Node x ;
12 @ \ reach (n . r i gh t , Node , l e f t ) . has ( x ) ;
13 x . key > n . key ) &&
14 @ . . .
15 @∗/

Fig. 7.12: A fragment of the JML class invariant for TreeSet.

formula that results from the translation of the declarative precondition. Intuitively,

pvars.get(〈s, f, t〉) = v

means that v is the variable that encodes the fact that field f maps the source heap node s to the
target heap node t. For efficiency reasons to be discussed in Section 7.5.3, the analysis is simplified
if we consider nodes s and t whose label sets are singletons. Note that this naturally happens in
the fully concrete prefixes of the BFS traversal of a heap, after RBLI has been applied. Therefore,
we apply BLISS after RBLI, in order to benefit from these fully concrete prefixes. BLISS makes use
of SAT-solving under assumptions, a common SAT-solver feature that allows one to call the solver
repeatedly on the same CNF instance, each time passing as parameter a different set of assumptions
(literals that will be assumed to hold during the analysis). BLISS performs a BFS traversal of the
heap and generates the assumptions to be used during that analysis. Algorithm 9 presents BLISS’s
traversal process. Note that, at its core, it collects as assumptions the fully concrete prefixes of the
BFS traversal of the partially symbolic structure. For our refined sample structure in Fig. 7.11b,
the SAT-solver would solve the propositional translation of the declarative class invariant under the
following assumptions:

pvars.get(〈N0, left , N1〉), pvars.get(〈N0, right , N2〉), pvars.get(〈N1, left ,null〉),
pvars.get(〈N1, right , N3〉), pvars.get(〈N2, left ,null〉), pvars.get(〈N2, right , N4〉),
pvars.get(〈N3, left ,null〉), pvars.get(〈N3, right ,null〉), pvars.get(〈N4, left , N5〉) .

Algorithm 10 shows the pseudocode of the BLISS algorithm, where the processHeapWithSolver

routine is used. Note that this algorithm builds over RBLI, adding a new condition under which the
systematic path exploration is forced to backtrack, namely, when the current partially symbolic heap
is found to be spurious by a SAT query. Also, processHeapWithSolver is executed after refineHeap,
therefore operating on the already refined label sets of the nodes in the partially symbolic heap.

BLISS satisfiability checks serve, in many situations, the same purpose that preconditions/class in-
variants on partially symbolic structures serve during LI, i.e., to rule out partially symbolic structures
that cannot be extended to a valid concrete structure. However, BLISS improves upon preconditions
under various aspects. First, preconditions must be generalized to deal with symbolic structures. This
task has to be manually carried out by the engineer, who has to attempt to algorithmically decide
if a partially symbolic structure is concretizable from the already concretized part of the structure.
Typically, this approach is limited in the way it refers to symbolic portions of the partially symbolic
structure, and is dependent on how well the engineer is able to “generalize” the concrete precondi-
tion/class invariant to symbolic structures. Second, preconditions or imperative class invariants do
not take the scope – that is, the number of available nodes, loop iterations, and so on – into con-
sideration. Satisfiability checks based on the translation of declarative class invariants, on the other
hand, can predicate on symbolic portions of the structure straightforwardly (essentially, via existential
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1 boolean processHeapWithSolver(Heap h)
2 Node root = getRoot(h);
3 if (not isSymbolic(root) and not isNull(root)) then

4 Queue〈Node〉 pending = new LinkedList〈Node〉();
5 HashSet〈Node〉 visited = new HashSet〈Node〉;
6 HashSet〈Integer〉 assumptions = new HashSet〈Integer〉;
7 pending.add(root);
8 visited.add(root);
9 while (not pending.isEmpty()) do

10 Node src = pending.remove();
11 if (not isSymbolic(src) and not isNull(src)) then

12 for (String fn : classFieldNames) do

13 Node target = pointsThroughField(src, fn);
14 assumptions.add(pvars(src, fn, target));
15 if (visited.add(target)) then

16 pending.add(target);
17 end

18 end

19 end

20 end

21 boolean verdict = solver.isSatisfiable(assumptions);
22 return verdict;

23 end

24 return true;

25 end

Algorithm 9: Assumptions computation in BLISS.

quantification), and are able to draw conclusions based on the scope, which is a necessary part of every
satisfiability check, as in the previous example.

On the other hand, using BLISS needs some additional effort in comparison with LI and our
previously introduced extensions: it requires the engineer to provide a declarative invariant. We shall
elaborate on this fact in Section 7.5.4.

if (f is uninitialized) then
if (f is reference field of type T) then

nondeterministically initialize f to
1. null
2. a new object n of class T (with uninitialized fields)

and label(n) := label(this,f)
3. an object x created during a prior

initialization of a field of type T
such that label(this).intersects(label(x))

if (method precondition is violated || !refineHeap(currentHeap) ||
!processHeapWithSolver(currentHeap)) then

backtrack();
end

end
if (f is primitive field) then

initialize f to a new symbolic value of appropriate type
end

end

Algorithm 10: Pseudocode of the BLISS algorithm.

As the following theorem states, BLISS is sound and complete (assuming equivalence of the declar-
ative and procedural invariants) with respect to LI. When we refer to the equivalence with the proce-
dural class invariant we mean with respect to the one that operates on fully concrete structures, and
not the hybrid one. The latter is a more general and weaker version of the former.

Theorem 8. BLISS is sound and complete with respect to LI, i.e., a valid structure is produced by
BLISS if and only if it is produced by LI, provided that, for the class under analysis, the declarative
class invariant used by BLISS is equivalent to the imperative class invariant on which the hybrid
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invariant used by LI is based.

Proof: BLISS extends RBLI with satisfiability checks on partially symbolic structures. Notice
that these checks are only used for pruning, so BLISS cannot generate any structure that RBLI would
not generate. Then, since RBLI is sound with respect to LI, BLISS is also sound with respect to LI.

Now let us prove completeness. Let S be a valid structure generated by LI within scope k, but
rejected by BLISS for the same scope. It certainly is not rejected due to bound refinement, since RBLI
is complete with respect to LI. Then, its generation by BLISS has been prevented due to satisfiability
checks. That is, there must exist a partially symbolic structure S′ such that S extends S′, and BLISS
found S′ to be redundant. Since the encoding of declarative class invariants and partially symbolic
structures employed by BLISS is sound and complete with respect to bounded verification (cf. [20]),
the encoding of S′ being infeasible implies that there is no concrete structure within scope k that
extends S′ and satisfies the declarative class invariant. But, since S extends S′, it is within scope
k and satisfies the concrete imperative class invariant, it must be the case that the declarative and
imperative invariants are not equivalent, contradicting our hypothesis.

Satisfiability checks usually take substantially more time than concrete executions of the kind
that LI performs when executing an imperative hybrid repOK or precondition on partially symbolic
structures. Thus, BLISS SAT checks will be worthwhile only if the number of structures pruned thanks
to these checks is greater than those pruned by hybrid precondition checking in LI, so that the cost
of SAT checks pays off with respect to considering a significantly larger number of structures (those
generated if only preconditions on symbolic structures are employed). The level of pruning provided
by BLISS depends on the strength of the corresponding class invariant, and on the method under
analysis and how it traverses the structure. We will show in Section 7.5 that, in our case studies,
BLISS improves the analysis time in 25 (out of 32) methods with respect to LI. Moreover, BLISS
allowed us to analyze a method, namely AvlTree.bfs, using scope 20, whereas LI runs out of memory
in scope 13 (cf. Table 7.3).

Again, as for the case of RBLI, since BLISS helps in reducing the number of partially symbolic
structures collected while systematically exploring path conditions, it provides significant advantages
in automated test input generation considering test suites built by concretizing the collected partially
symbolic structures. Furthermore, since BLISS is sound and complete with respect to LI, only redun-
dant cases are dismissed by the technique, ensuring that we retain exactly the same coverage obtained
by using standard SPF with LI. As our experiments show (cf. Table 7.5.2), in some cases we achieve
reductions of up to 99.8% on the number of partially symbolic structures produced using LI. As we
will show in the experimental evaluation section, among the techniques introduced in this chapter,
BLISS is the one responsible for most of the reductions in the number of partially symbolic structures
obtained during systematic path exploration.

Unlike LI and our previously introduced techniques BLI and RBLI, BLISS introduces additional
SAT checks during SPF’s symbolic execution. One might wonder what the advantage could be of
using these additional SAT checks, considering the fact that SPF already uses SMT-solving to prune
the search space by solving path conditions. However, note that, while the SMT checks performed
internally by SPF have a complexity that depends on the structure of the program under analysis
(since these are used to solve individual path conditions), the additional SAT checks performed by our
technique are completely independent of the program structure – they only depend on the program’s
precondition and scope. Since preconditions/invariants on data structures usually involve quantifiers
and reachability constraints, we consider that this separation of concerns positively contributes to the
performance of the approach.

The above described technique requires a significant number of satisfiability checks – a priori,
one per each partially symbolic structure found along the symbolic execution process. If we consider
the workflow that users typically employ when performing bounded analyses of the kind offered by
Symbolic PathFinder, we note that a large number of those checks can be reused. An engineer using a
bounded verification tool will generally want to check a property for increasingly large scopes: he or she
would begin by checking a property for some small scope, so as to ensure termination within reasonable
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Fig. 7.13: A partially symbolic red-black tree redundant in scope 6, and a valid concrete extension in scope 8.

time, and then perform checks for larger and larger scopes, in order to gain greater confidence in the
validity of the property (until eventually reaching a scope where the tool needs more time or space
than available). Thus, when checking a property for a scope k, we may find it useful to reuse any
equivalent satisfiability checks that might already have been performed on prior analyses for scopes
smaller than k.

As an example, consider again the structure in Fig. 7.9a. BLISS would check this structure’s
feasibility before extending it, when performing symbolic execution for a given scope, say, 3. Note
that if instead of 3, the scope is 4 (or any other number greater than 3), the structure in Fig. 7.9a will
still be feasible under this new scope. This is the case due to two facts. Firstly, scopes are non strict
in our analyses, in the sense that checking a property α for a scope k corresponds to verifying whether
α holds or not for all inputs whose size is at most k (as opposed to strict analysis, which would check
the property for inputs of size exactly k). Secondly, (correct) TACO field bounds are monotonic with
respect to scope incrementation, as the following theorem shows.

Theorem 9. Let C be a class and f a field in it, of type C ′. Let Uk
f and Uk+1

f be TACO field bounds

for f for scopes k and k + 1, respectively. Then, Uk
f is contained in Uk+1

f .

Proof: Let t be a tuple in Uk
f . Since TACO bounds are the tightest for a corresponding class

and scope, there must exist a valid structure c of class C within scope k, such that 〈c, c.f〉 = t. Since
c is a valid structure within scope k, it is also a valid structure within scope k + 1. Therefore, by the
correctness of TACO bounds, 〈c, c.f〉 must belong to Uk+1

f , i.e., t ∈ Uk+1
f .

The above observation involves only the satisfiable cases: whenever a symbolic structure is found
to be feasible for scope k, it will also be feasible for scopes greater than k. However, the same situation
does not hold for unsatisfiable cases. A symbolic structure may be redundant due to scope restrictions,
but its concretization may become feasible if larger scopes were used. For instance, Fig. 7.13a is
redundant as a partially symbolic red-black tree when the scope is 6. This is because there are already
6 concrete nodes; hence, all possible extensions concretize symbolic references to the null value. This
leads to a tree that is a concretization of the tree in Fig. 7.11a, which we already discussed was not
concretizable as a red-black tree. Fig. 7.13b, on the other hand, depicts an appropriately-colored
concrete extension of the tree in Fig. 7.13a. This means that the tree in Fig. 7.13a is feasible in
scope 8. Therefore, infeasibility in a given scope does not necessarily promote to larger scopes. The
BLISSDB technique consists then of an optimization to BLISS, that takes advantage of previous SAT
computations by caching the results for satisfiable cases. Algorithm 11 shows BLISSDB’s traversal
process. Essentially, BLISSDB is the same as Alg. 10, but instead of calling processHeapWithSolver,
it calls processHeapWithSolverDB, which caches satisfiable results.
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1 boolean processHeapWithSolverDB(Heap h)
2 Node root = getRoot(h);
3 if (not isSymbolic(root) and not isNull(root)) then

4 Queue〈Node〉 pending = new LinkedList〈Node〉();
5 HashSet〈Node〉 visited = new HashSet〈Node〉;
6 HashSet〈Integer〉 assumptions = new HashSet〈Integer〉;
7 pending.add(root);
8 visited.add(root);
9 while (not pending.isEmpty()) do

10 Node src = pending.remove();
11 if (not isSymbolic(src) and not isNull(src)) then

12 for (String fn : classFieldNames) do

13 Node target = pointsThroughField(src, fn);
14 assumptions.add(pvars(src, fn, target));
15 if (visited.add(target)) then

16 pending.add(target);
17 end

18 end

19 end

20 end

21 boolean verdict;
22 if (foundSatisfiable.get(assumptions)) then

23 verdict = true;
24 else

25 verdict = solver.isSatisfiable(assumptions);
26 if (verdict) then

27 foundSatisfiable.add(assumptions);
28 end

29 end

30 return verdict;

31 end

32 return true;

33 end

Algorithm 11: Assumptions computation in BLISSDB.
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In Section 7.5 we will discuss experimental results. It is our experience that depending on the
SMT and SAT solvers being used, BLISSDB can produce a 2x speedup over BLISS.

7.5 Evaluation

Before getting into the description of the experimental results, note that each of the presented tech-
niques builds over the previous ones: BLI extends LI, RBLI extends BLI, BLISS extends RBLI, and
BLISSDB extends BLISS. Since all the techniques are sound and complete with respect to LI, only
spurious paths (and the corresponding partially symbolic structures) are removed by our techniques.
Also, each technique introduces further pruning over the previous one, since each one incorporates
some new element (compared with the corresponding previous technique) to decide the infeasibility
of a path/symbolic structure. However, it is not obvious whether these mechanisms pay off from an
efficiency point of view, since a particular pruning technique could be too costly while only removing
a small number of spurious paths/symbolic structures. In this section we evaluate this issue, i.e.,
whether the techniques introduced in this chapter are worthwhile.

The BLI, RBLI, BLISS and BLISSDB algorithms described in the previous sections were in-
corporated into the standard distribution of Symbolic PathFinder and compared with the already-
implemented LI algorithm. To assess these algorithms, we used a benchmark consisting of 32 methods
from the following data structures:

• LinkedList: An implementation of the AbstractList abstract datatype based on circular doubly-
linked lists, taken from the java.util package. We consider methods repOK (which checks that
the structure is actually a well-formed doubly-linked circular list), add (which appends the given
element at the end of the list), contains (which returns true if the list contains a given element),
and remove (which removes the element stored in a certain position in the list). Note that this
class is implemented using a cyclic structure, which shows the suitability of the techniques for
such structures as well.

• BinTree: An implementation of binary trees. We consider methods bfs (for breadth-first search
traversal of a tree), dfs (for depth-first search traversal of a tree), repOK (which checks that the
structure is actually a tree), and count (which counts the number of nodes in a tree).

• TreeSet: An implementation of the Set abstract datatype based on red-black trees, taken from
the java.util package. We consider methods for breadth-first search traversal (bfs), depth-first
search traversal (dfs), repOK (which tests whether the structure is a valid TreeSet), method
contains, which searches a TreeSet for a given element, and methods add and remove, which
insert and remove elements, respectively.

• TreeMap: A red-black-tree-based implementation of the SortedMap abstract datatype, taken from
package java.util, and used in [71]. The class includes methods containsKey, print (which traverses
the underlying red-black tree), put and remove. Unlike TreeSet, where Symbolic PathFinder is
used to analyze isolated methods, for this class we follow the procedure adopted in [71], which
consists in analyzing sequences of method invocations of increasing length.

• AvlTree: An AVL-tree-based implementation of the Map abstract datatype, used first as a case
study in [129], and also used in [19, 20]. This implementation includes methods for bfs and dfs
traversals, as well as contains, insert and delete. An appropriate repOK method characterizing
valid AVL trees is included as well.

• BinomialHeap: This class is a Binomial Heap implementation of the Heap abstract datatype,
and is one of the case studies discussed in [71]. It includes methods for bfs and dfs traversals, a
corresponding repOK, and methods insert, extractMin and remove. We analyze these methods in
isolation. Additionally, as in [71], we also consider sequences of method invocations of increasing
length. These sequences include invocations of methods insert, findMinimum, extractMin, delete



7. BLISS 154

and decreaseKey. Method extractMin contains a nontrivial, real-world bug, which was found
in [19]; we will use this method both as a driver guiding the execution of BLISS, and also to
determine whether BLISS can improve the analysis time required to find that bug using LI.

The analysis consisted both in systematically exploring program paths for the above structures
and methods, and collecting the corresponding partially symbolic structures that would need to be
concretized via SMT-solving to build test suites. Notice that since our techniques are sound and
complete with respect to LI, although the sets of structures collected with different techniques may
differ in size, the corresponding test suites will be the same for all techniques (our techniques only
remove redundant cases). Analyzing our techniques both on heavily constrained structures (such as
red-black trees, where tight bounds are smaller) and on less constrained structures (such as binary
trees or linked lists) is relevant for a number of reasons. First, the number of partially initialized
structures generated using bounded lazy initialization and the extensions presented in this chapter
strongly depend on the cardinality of the field bounds. Second, in the BLISS technique both the cost
of performing SAT checks and the corresponding pruning depend on the strength of the class invariant.
Class BinTree is particularly interesting because, unlike the other classes in our benchmark, its adapted
“hybrid” class invariant can precisely determine the infeasibility of partially symbolic structures.
Under these circumstances, TACO bounds will not contribute, either by producing significant analysis
speedups or by reducing the number of collected partially symbolic structures for test generation,
when compared with those produced by LI. This is experimentally confirmed in Tables 7.6 and 7.5.2.

7.5.1 Experimental Setup

Throughout this section times are presented following the pattern mmm:ss. “TO” (timeout) means
failure to complete the analysis within 10 hours. “OOM” (out of memory) indicates failure to complete
due to exhaustion of the 4 GB of JVM heap memory. TACO field bounds were not recomputed as
part of the experiments for this chapter. Instead, the databases of previously computed TACO bounds
for the data structures involved in the experiments were reused. Computing field bounds, as put
forward in [19], requires checking, via SAT-solving, the feasibility of each tuple in the corresponding
field’s semantic domain. Thus, a large number of SAT queries, which depend on the scope, must be
performed. However, these checks are all independent from one another, and thus lend themselves to
parallelization. Indeed, the approach proposed in [19] to compute tight field bounds uses a cluster.
The article includes the time required to compute bounds for the classes used in this chapter, using
a cluster of 16 identical quad-core PCs (64 cores total), each featuring two Intel Dual Core Xeon
processors running at 2.67 GHz, with 2 MB (per core) of L2 cache and 2 GB (per machine) of main
memory. Such hardware is older and significantly slower than the one used in this chapter (to be
described in the next paragraph). The time may be significant (for instance, for red-black trees with
up to 20 nodes it took 40:37, and for AVL trees with up to 20 nodes it took 168:23 to compute the
TACO bounds). Still, since bounds are used in the analysis of all methods in a class, and even across
tools (these same bounds were used in TACO [20] and MUCHO-TACO [32] analyses), these bound
computation times are amortized. For instance, red-black tree bounds for scope 20 were used in 3
methods in [20], in 3 methods in [32], and in 9 methods (from classes TreeSet and TreeMap) in this
chapter. For each method in this chapter we used the bounds along the analysis with BLI, RBLI,
BLISS and BLISSDB. Therefore, these specific bounds were used 42 times. This makes the total time
(40:37) contribute 00:58 to each analysis, which does not significantly alter the speedups achieved.
Regarding the bound computation for class AvlTree, the TACO bounds for scope 20 were used in 4
methods in [20], in 3 methods in [32], and in 6 methods in this chapter (each one of the latter using
the bounds during BLI, RBLI, BLISS and BLISSDB analyses). Thus, the total bound computation
time in this case (168:23), contributes 5:26 to each of the 31 performed analyses. Again, adding this
time to our analysis times has a minor impact on most experiments.

All new experiments reported in this chapter were run on an Intel Core i7-2600 processor with a
3.40 GHz clock speed and 8 GB DDR3 RAM, running Linux 3.2.0. All times are wallclock times as
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provided by SPF. 4 GB of heap memory were allocated for the Java virtual machine.

7.5.2 Experimental Results

Tables 7.1–7.7 report the analysis times for techniques LI, BLI, RBLI, BLISS and BLISSDB, on all
the aforementioned classes and methods, for various scopes. The lowest analysis times are highlighted,
and the corresponding speedup is then reported as the quotient of the analysis time required by LI
and the best analysis time among those reported for BLI, RBLI, BLISS and BLISSDB. Note that in
some cases, LI runs out of memory while the other techniques do not. In those cases we report an
infinite speedup (∞). This happens in 20 methods. Particularly interesting are the cases for methods
TreeSet.bfs and AvlTree.bfs, where LI runs out of memory by scope 14 and 13, respectively, whereas
BLISS and BLISSDB are able to reach scopes 17 and 20, respectively.

Looking at the speedups for method BinomialHeap.bfs in Table 7.4, we see that for scopes 15
through 20, “>” symbols pile up. For scope 15, the explanation for such notation is simple: if the
actual analysis time was 10 hours, the speedup would be 36,000x. However, since the analysis timed
out at 10 hours (but could have taken possibly much longer to complete), all that we can conservatively
affirm is that the speedup is at least 36,000x. Analysis times typically grow exponentially as the scope
is increased. For scope 16, although we can only guarantee a 36,000x speedup, due to the exponential
growth in analysis times it is likely that the actual speedup is much larger (noted by≫) than 36,000x.
The same principle applies to even larger scopes; in order to remind the reader of the exponential
growth in analysis times, we add another “>” symbol for each scope.

In Table 7.8 we sort the 32 methods in our experimental evaluation by maximum speedup achieved.
The listing also includes the technique that yielded said speedup. We focus on those analyses where
memory was not exhausted. Therefore, infinite speedups are dismissed. From Table 7.8 we see that 19
out of the 32 methods (59%) achieve a speedup greater than or equal to 5x. According to Table 7.5.2,
for most of the methods where the speedup was below 5x, the reduction in the number of partially
symbolic structures collected is significant. For example, as shown in Table 7.9, out of the 13 methods
whose analysis speedup is below 5x, 6 reduce the corresponding set of partially symbolic structures
by more than 50%. In fact, out of the 32 methods under analysis, 47% get their collected structures
reduced by more than 50%. This will yield considerable savings in testing, since these structures will
need to be solved to build test suites.

The remaining 7 methods, in which low speedups and reductions on collected structures occurred,
are the following:

1. BinTree.bfs,

2. BinTree.dfs,

3. BinTree.repOK,

4. BinTree.count,

5. LinkedList.repOK,

6. LinkedList.add, and

7. LinkedList.remove.

The fact that class BinTree does not lend itself well to the techniques introduced in this chapter
should not be surprising. This is due to the fact that BinTree is a class whose adapted hybrid class
invariant (characterizing whether a partially symbolic structure can be extended to a binary tree)
can precisely determine the infeasibility of partially symbolic structures. Therefore, as discussed just
before Section 7.5.1, there is no room for additional pruning benefits beyond those achieved by using
the hybrid invariant within LI.
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Tab. 7.1: Analysis time and speedup for class TreeSet (all techniques).

Method Technique S07 S08 S09 S10 S11 S12 S13 S14 S15 S16 S17 S18 S19 S20
bfs LI 00:05 00:17 00:58 03:37 13:43 53:43 179:10 OOM

BLI 00:03 00:11 00:31 02:15 09:33 39:25 OOM
RBLI 00:01 00:04 00:11 00:38 02:29 09:50 39:28 OOM
BLISS 00:01 00:02 00:03 00:06 00:12 00:29 01:13 03:05 07:45 20:02 55:38 OOM
BLISSDB 00:01 00:02 00:03 00:05 00:10 00:23 00:56 02:15 05:13 12:58 OOM
Speedup 5x 8x 19x 43x 82x 140x 188x ∞ ∞ ∞ ∞

dfs LI 00:02 00:05 00:19 01:13 05:44 OOM
BLI 00:01 00:02 00:06 00:26 02:16 OOM
RBLI 00:00 00:02 00:04 00:16 01:17 08:03 27:38 OOM
BLISS 00:01 00:04 00:11 00:58 05:06 23:21 135:14 TO
BLISSDB 00:01 00:04 00:12 01:10 05:24 22:41 103:26 485:27 TO
Speedup 2x 2x 4x 4x 4x ∞ ∞ ∞

repOK LI 03:34 22:46 150:44 OOM
BLI 01:58 15:58 78:49 OOM
RBLI 00:55 06:38 24:10 194:17 OOM
BLISS 00:17 00:49 01:57 05:39 22:21 96:36 OOM
BLISSDB 00:17 00:49 01:56 05:30 22:11 98:37 OOM
Speedup 12x 27x 77x ∞ ∞ ∞

contains LI 00:05 00:12 00:29 01:07 02:39 06:11 14:35 32:54 75:11 174:47 OOM
BLI 00:01 00:02 00:02 00:05 00:12 00:28 01:06 02:37 06:02 13:57 32:37 OOM
RBLI 00:01 00:02 00:02 00:05 00:12 00:28 01:08 02:38 06:07 14:10 33:03 74:17 OOM
BLISS 00:01 00:02 00:02 00:05 00:13 00:31 01:15 02:54 06:52 16:21 38:15 88:54 204:01 OOM
BLISSDB 00:01 00:02 00:02 00:05 00:13 00:30 01:12 02:49 06:32 15:21 35:47 83:00 190:06 OOM
Speedup 5x 12x 14x 13x 13x 13x 13x 12x 12x 12x ∞ ∞ ∞

add LI 03:50 23:47 150:57 OOM
BLI 02:17 17:02 81:03 OOM
RBLI 01:12 07:19 25:35 200:55 OOM
BLISS 00:33 01:30 03:32 09:13 31:01 118:22 OOM
BLISSDB 00:34 01:31 03:30 09:04 30:40 119:10 OOM
Speedup 6x 15x 43x ∞ ∞ ∞

remove LI 01:55 07:35 30:11 112:00 417:00 OOM
BLI 00:54 04:22 11:12 53:17 235:39 OOM
RBLI 00:53 04:18 10:56 53:33 237:13 OOM
BLISS 00:55 04:34 11:57 59:04 OOM
BLISSDB 00:54 04:24 11:02 OOM OOM
Speedup 2x 1x 2x 2x 1x

Tab. 7.2: Analysis time and speedup for class TreeMap (all techniques).

Method Technique S01 S02 S03 S04 S05 S06 S07 S08 S09 S10 S11 S12 S13
trace L1 LI 00:00 00:00 00:01 00:04 00:16 00:57 03:29 12:44 47:03 173:20 OOM

BLI 00:00 00:00 00:00 00:02 00:03 00:17 01:30 06:43 15:58 76:21 OOM
RBLI 00:00 00:00 00:00 00:02 00:03 00:18 01:25 06:31 15:40 74:34 323:47 OOM
BLISS 00:00 00:00 00:00 00:02 00:03 00:17 01:28 06:49 16:56 81:28 373:01 OOM
BLISSDB 00:00 00:00 00:00 00:02 00:03 00:18 01:26 06:41 15:37 76:16 342:54 OOM
Speedup 1x 1x 2x 5x 3x 2x 1x 3x 2x ∞

trace L2 LI 00:00 00:14 01:25 07:58 41:30 205:21
BLI 00:02 00:15 00:29 04:03 07:50 72:00 OOM
RBLI 00:02 00:14 00:29 03:23 07:11 60:33 OOM
BLISS 00:02 00:14 00:29 03:24 07:15 57:32 OOM
BLISSDB 00:02 00:15 00:30 03:28 07:22 57:08 OOM
Speedup 0.5x 1x 2x 2x 5x 3x

trace L3 LI 00:49 08:04 73:13 OOM
BLI 00:50 08:03 21:46 OOM
RBLI 00:49 08:11 21:43 OOM
BLISS 00:49 08:02 21:46 215:34 OOM
BLISSDB 00:49 08:07 21:52 216:03 OOM
Speedup 1x 1x 3x ∞
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Tab. 7.3: Analysis time and speedup for class AvlTree (all techniques).
Method Technique S07 S08 S09 S10 S11 S12 S13 S14 S15 S16 S17 S18 S19 S20
bfs LI 00:05 00:16 00:55 03:22 12:43 49:00 OOM

BLI 00:01 00:07 00:16 00:35 01:16 09:52 60:03 OOM
RBLI 00:00 00:01 00:04 00:09 00:14 00:44 03:23 15:54 73:22 OOM
BLISS 00:00 00:01 00:02 00:03 00:05 00:10 00:22 00:50 01:47 03:56 08:08 16:12 29:25 OOM
BLISSDB 00:00 00:01 00:02 00:03 00:05 00:09 00:20 00:42 01:26 02:56 05:36 10:01 17:09 36:33

Speedup 5x 16x 27x 37x 152x 326x ∞ ∞ ∞ ∞ ∞ ∞ ∞ ∞

dfs LI 00:03 00:10 00:34 02:03 08:23 OOM
BLI 00:01 00:04 00:07 00:14 00:27 03:53 22:30 OOM
RBLI 00:00 00:01 00:03 00:06 00:13 01:18 08:30 OOM
BLISS 00:00 00:01 00:03 00:05 00:10 01:38 14:04 90:10 476:05 TO
BLISSDB 00:01 00:02 00:03 00:06 00:10 03:18 20:53 111:53 561:25
Speedup 3x 10x 11x 24x 50x ∞ ∞ ∞ ∞

repOK LI 01:18 03:49 10:51 29:50 82:10 223:34 OOM
BLI 01:03 03:44 10:18 27:19 71:33 219:25 OOM
RBLI 00:33 02:01 06:32 17:42 37:45 110:42 OOM
BLISS 00:29 01:25 03:28 07:34 16:23 38:52 103:02 264:35 OOM
BLISSDB 00:28 01:24 03:24 07:36 16:25 38:26 104:18 258:11 OOM
Speedup 2x 2x 3x 3x 4x 5x ∞ ∞

contains LI 00:05 00:12 00:29 01:07 02:42 06:16 14:26 32:46 74:51 OOM
BLI 00:00 00:01 00:01 00:01 00:01 00:02 00:05 00:12 00:28 01:08 01:05 01:06 01:07 02:36

RBLI 00:00 00:01 00:01 00:01 00:01 00:02 00:05 00:12 00:28 01:06 01:06 01:07 01:06 02:39
BLISS 00:00 00:01 00:01 00:01 00:01 00:02 00:05 00:13 00:30 01:11 01:13 01:13 01:14 03:02
BLISSDB 00:00 00:01 00:01 00:01 00:01 00:02 00:05 00:13 00:29 01:11 01:13 01:07 01:08 02:54
Speedup 5x 12x 29x 67x 162x 188x 173x 163x 160x ∞ ∞ ∞ ∞ ∞

insert LI 18:28 91:16 OOM
BLI 02:03 23:45 30:43 30:36 30:45 OOM
RBLI 01:44 18:37 26:14 26:15 26:07 OOM
BLISS 01:42 19:00 26:30 26:16 26:32 OOM
BLISSDB 01:44 18:57 26:34 26:06 26:27 OOM
Speedup 10x 3x ∞ ∞ ∞

remove LI 117:33 OOM
BLI 25:18 443:50 OOM
RBLI 18:42 OOM
BLISS 18:01 OOM
BLISSDB 18:02 OOM
Speedup 6x ∞
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Tab. 7.4: Analysis time and speedup for class BinomialHeap (all techniques, methods bfs, dfs and repOK).

Method Technique S10 S11 S12 S13 S14 S15 S16 S17 S18 S19 S20
bfs LI 00:59 03:33 12:52 48:40 171:59 TO

BLI 00:18 00:59 03:11 11:38 42:49 140:52 520:12 TO
RBLI 00:01 00:02 00:05 00:13 00:39 01:20 01:36 02:11 02:40 03:40 07:31
BLISS 00:00 00:00 00:01 00:01 00:01 00:01 00:01 00:02 00:02 00:03 00:03
BLISSDB 00:00 00:00 00:00 00:01 00:01 00:01 00:01 00:01 00:01 00:01 00:02

Speedup 59x 213x 772x 2,920x 10,319x >36,000x ≫36,000x >≫36,000 ≫≫36,000 >≫≫36,000 ≫≫≫18,000
dfs LI 00:49 02:44 09:07 30:53 103:15 338:52 TO

BLI 00:08 00:15 01:00 02:01 08:59 25:45 50:12 111:33 247:05 476:14 TO
RBLI 00:05 00:12 00:34 01:40 04:47 13:55 45:23 97:10 190:02 374:59 TO
BLISS 00:08 00:23 01:06 03:40 10:18 32:07 98:17 224:52 450:17 TO
BLISSDB 00:10 00:29 01:22 03:53 09:43 28:51 81:16 167:02 486:43 TO
Speedup 9x 13x 16x 18x 21x 24x >13x ≫6x >≫3x ≫≫1x

repOK LI 00:25 00:46 01:24 02:34 04:44 08:28 15:13 27:21 50:08 87:44 156:38
BLI 00:10 00:17 00:24 00:41 01:04 01:36 02:02 02:30 03:04 03:45 06:23
RBLI 00:09 00:15 00:21 00:36 01:01 01:31 01:55 02:19 02:46 03:25 05:31
BLISS 00:09 00:15 00:21 00:36 00:58 01:33 01:56 02:23 02:53 03:28 05:45
BLISSDB 00:09 00:15 00:20 00:35 00:58 01:32 01:51 02:15 02:41 03:11 05:30

Speedup 2x 3x 4x 4x 4x 5x 8x 12x 18x 27x 28x
extractMin LI 00:31 00:58 01:38 00:34 00:50 01:49 02:41 04:15 07:00 12:22 20:53
(bug find) BLI 00:16 00:29 00:38 00:18 00:19 00:55 00:58 01:01 01:03 01:34 01:52

RBLI 00:15 00:27 00:35 00:17 00:19 00:53 01:57 00:58 01:01 01:31 01:46
BLISS 00:15 00:28 00:35 00:16 00:17 00:55 00:56 00:57 00:59 01:31 01:44
BLISSDB 00:15 00:27 00:35 00:16 00:16 00:54 00:56 00:57 00:59 01:31 01:42

Speedup 2x 2x 2x 2x 3x 2x 2x 4x 7x 8x 12x

Tab. 7.5: Analysis time and speedup for class BinomialHeap (all techniques, remaining methods).
Method Technique S01 S02 S03 S04 S05 S06 S07 S08 S09 S10 S11 S12
insert LI 00:00 00:00 00:01 00:10 01:09 07:03 41:36 243:03 TO

BLI 00:00 00:00 00:00 00:02 00:19 02:20 16:16 21:27 22:58 175:17 178:14 OOM
RBLI 00:00 00:00 00:00 00:02 00:16 02:20 16:32 21:49 23:13 172:55 175:57 OOM
BLISS 00:00 00:00 00:00 00:01 00:11 01:43 11:28 16:37 17:35 135:10 136:12 OOM
BLISSDB 00:00 00:00 00:00 00:01 00:11 01:42 11:25 16:20 17:52 131:25 136:09 OOM
Speedup 1x 1x 1x 10x 6x 4x 3x 14x >33x ≫4x >≫4x

delete LI 00:00 00:00 00:01 00:23 07:13 129:06 OOM
BLI 00:00 00:00 00:01 00:13 04:50 80:44 OOM
RBLI 00:00 00:00 00:00 00:05 02:37 56:53 OOM
BLISS 00:00 00:00 00:00 00:05 01:46 34:39 500:29 OOM
BLISSDB 00:00 00:00 00:00 00:05 01:47 35:53 OOM
Speedup 1x 1x 1x 4x 4x 3x ∞

extractMin LI 00:00 00:00 00:00 00:03 00:44 10:20 135:08 OOM
BLI 00:00 00:00 00:00 00:01 00:23 04:59 60:16 297:53 OOM
RBLI 00:00 00:00 00:00 00:00 00:13 04:35 57:40 289:32 OOM
BLISS 00:00 00:00 00:00 00:00 00:12 03:45 45:20 223:15 OOM
BLISSDB 00:00 00:00 00:00 00:00 00:12 03:45 45:54 222:45 OOM
Speedup 1x 1x 1x 3x 3x 2x 2x ∞

trace L1 LI 00:00 00:00 00:04 00:49 11:39 183:29 OOM
BLI 00:00 00:00 00:02 00:22 07:03 112:03 OOM
RBLI 00:00 00:00 00:01 00:10 03:58 77:53 OOM
BLISS 00:00 00:00 00:01 00:10 02:45 50:08 OOM
BLISSDB 00:00 00:00 00:01 00:10 02:48 49:50 OOM
Speedup 1x 1x 4x 4x 4x 3x

trace L2 LI 00:02 00:33 09:13 174:40 OOM
BLI 00:02 00:07 02:58 60:29 OOM
RBLI 00:02 00:07 01:46 27:56 OOM
BLISS 00:02 00:07 01:36 23:43 OOM
BLISSDB 00:02 00:07 01:36 23:37 OOM
Speedup 1x 4x 5x 7x

trace L3 LI 00:47 16:26 OOM
BLI 00:47 03:12 136:58 OOM
RBLI 00:47 03:25 77:47 OOM
BLISS 00:47 03:16 68:12 OOM
BLISSDB 00:47 03:16 68:51 OOM
Speedup 1x 5x ∞
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Tab. 7.6: Analysis time and speedup for class BinTree (all techniques).
Method Technique S05 S06 S07 S08 S09 S10 S11 S12 S13 S14
bfs LI 00:00 00:01 00:02 00:05 00:15 00:42 03:51 OOM

BLI 00:00 00:00 00:01 00:03 00:11 00:43 02:46 OOM
RBLI 00:00 00:00 00:01 00:02 00:06 00:17 01:00 03:42 OOM
BLISS 00:00 00:00 00:01 00:03 00:10 00:38 02:44 OOM
BLISSDB 00:00 00:01 00:02 00:04 00:13 00:52 03:06 OOM
Speedup 1x 1x 2x 2x 2x 2x 3x ∞

dfs LI 00:00 00:00 00:01 00:04 00:11 00:57 03:44 OOM
BLI 00:00 00:00 00:01 00:03 00:11 00:43 02:46 OOM
RBLI 00:00 00:00 00:01 00:03 00:09 00:25 01:35 06:20 26:53 OOM
BLISS 00:00 00:00 00:01 00:03 00:10 00:38 02:44 OOM
BLISSDB 00:00 00:01 00:01 00:06 00:26 01:30 08:07 OOM
Speedup 1x 1x 1x 1x 1x 2x 2x ∞ ∞

repOK LI 00:00 00:01 00:03 00:10 00:34 02:03 07:40 OOM
BLI 00:00 00:01 00:03 00:09 00:30 01:46 06:37 24:17 OOM
RBLI 00:00 00:01 00:03 00:08 00:24 01:22 04:48 OOM
BLISS 00:00 00:01 00:03 00:09 00:29 01:43 06:28 OOM
BLISSDB 00:00 00:01 00:04 00:13 00:45 02:41 09:45 OOM
Speedup 1x 1x 1x 1x 1x 1x 1x ∞

count LI 00:00 00:00 00:01 00:04 00:13 00:53 03:43 OOM
BLI 00:00 00:00 00:01 00:03 00:10 00:27 01:48 07:30 OOM
RBLI 00:00 00:00 00:01 00:03 00:08 00:23 02:08 OOM
BLISS 00:00 00:00 00:01 00:04 00:13 00:45 03:58 OOM
BLISSDB 00:00 00:01 00:02 00:05 00:24 01:23 08:01 OOM
Speedup 1x 1x 1x 1x 1x 2x 2x ∞

Tab. 7.7: Analysis time and speedup for class LinkedList (all techniques).
Method Technique S10 S11 S12 S13 S14 S15 S16 S17 S18 S19 S20
repOK LI 00:00 00:00 00:00 00:00 00:00 00:00 00:00 00:00 00:00 00:00 00:00

BLI 00:00 00:00 00:00 00:00 00:00 00:00 00:00 00:00 00:00 00:00 00:00

RBLI 00:00 00:00 00:00 00:00 00:00 00:00 00:00 00:00 00:00 00:00 00:00

BLISS 00:00 00:00 00:00 00:00 00:00 00:00 00:00 00:00 00:01 00:01 00:01
BLISSDB 00:00 00:00 00:00 00:00 00:00 00:00 00:00 00:00 00:00 00:01 00:01
Speedup 1x 1x 1x 1x 1x 1x 1x 1x 1x 1x 1x

add LI 00:00 00:00 00:00 00:00 00:00 00:00 00:00 00:00 00:00 00:00 00:00

BLI 00:00 00:00 00:00 00:00 00:00 00:00 00:00 00:00 00:00 00:00 00:00

RBLI 00:00 00:00 00:00 00:00 00:00 00:00 00:00 00:00 00:00 00:00 00:00

BLISS 00:00 00:00 00:00 00:00 00:00 00:00 00:00 00:00 00:00 00:00 00:00

BLISSDB 00:00 00:00 00:00 00:00 00:00 00:00 00:00 00:00 00:00 00:00 00:00

Speedup 1x 1x 1x 1x 1x 1x 1x 1x 1x 1x 1x
remove LI 00:02 00:03 00:04 00:05 00:06 00:07 00:09 00:11 00:13 00:16 00:18

BLI 00:02 00:03 00:04 00:05 00:06 00:07 00:09 00:11 00:13 00:16 00:18

RBLI 00:02 00:03 00:04 00:05 00:06 00:07 00:09 00:11 00:13 00:16 00:18

BLISS 00:02 00:03 00:04 00:05 00:06 00:07 00:09 00:11 00:14 00:16 00:19
BLISSDB 00:02 00:03 00:04 00:05 00:06 00:07 00:09 00:11 00:13 00:16 00:19
Speedup 1x 1x 1x 1x 1x 1x 1x 1x 1x 1x 1x



7. BLISS 160

Tab. 7.8: Methods, best technique and maximum speedup.

Method Best technique Speedup

BinHeap.bfs BLISS/BLISSDB 36,000x
AvlTree.bfs BLISSDB 326x
TreeSet.bfs BLISSDB 188x
AvlTree.contains BLI/RBLI/BLISS/BLISSDB 188x
TreeSet.repOK BLISSDB 77x
AvlTree.dfs BLISS/BLISSDB 50x
TreeSet.add BLISSDB 43x
BinHeap.insert BLISSDB 33x
BinHeap.repOK RBLI 28x
BinHeap.dfs RBLI 24x
TreeSet.contains BLI/RBLI/BLISS/BLISSDB 14x
BinHeap.extractMin(Bug) BLISS 12x
AvlTree.insert BLISS 10x
BinHeap.trace L2 BLISSDB 7x
AvlTree.remove BLISS 6x
TreeMap.trace L2 RBLI 5x
TreeMap.trace L1 BLI/RBLI/BLISS/BLISSDB 5x
AvlTree.repOK BLISSDB 5x
BinHeap.trace L3 RBLI/BLISS 5x
TreeSet.dfs RBLI 4x
BinHeap.trace L1 BLISS 4x
BinHeap.delete RBLI/BLISS/BLISSDB 4x
TreeMap.trace L3 RBLI 3x
BinHeap.extractMin RBLI /BLISS/BLISSDB 3x
BinTree.bfs RBLI 3x
TreeSet.remove BLI/RBLI 2x
BinTree.dfs RBLI 2x
BinTree.count BLI/RBLI 2x
BinTree.repOK RBLI 1x
LinkedList.repOK LI/BLI/RBLI/BLISS/BLISSDB 1x
LinkedList.add LI/BLI/RBLI/BLISS/BLISSDB 1x
LinkedList.remove LI/BLI/RBLI/BLISS/BLISSDB 1x
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1 public stat ic void main ( S t r ing [ ] a rgs ) throws Exception {
2 BinomialHeap X = new BinomialHeap ( ) ;
3 X = (BinomialHeap ) Debug . makeSymbolicRef ( ”X” , X) ;
4 i f (X != null && X. repOK Concrete ( ) ){
5 X. extractMin ( ) ;
6 i f (X. s i z e != X. numNodes ( ) ){
7 throw new Exception ( ) ;
8 }
9 }

10 }

Fig. 7.14: Method extractMin(bug find) used as driver for SPF.

As for the methods from class LinkedList, their analysis times are almost negligible; therefore, there
is hardly any room for optimization. Still, LinkedList is the only class in our benchmark that contains
cyclic structures, and it serves the purpose of showing that the techniques can be applied to cyclic
structures without problems or noticeable overhead.

As shown in Fig. 7.10, we use the methods in the benchmark as drivers that lead the execution of
SPF until the state space determined by the methods is exhausted. Notice that we are not looking for
existing bugs; moreover, the try-catch block surrounding the method call masks any runtime exception
that might be caught by SPF. Therefore, a valid question is to what extent the proposed techniques
contribute toward finding bugs. Method extractMin in class BinomialHeap contains a nontrivial bug,
first detected in [19]. Method extractMin(bug find) from class BinomialHeap denotes use of the “main”
method shown in Fig. 7.14. This driver executes method extractMin until a state in which field size

is incorrectly set is found. This bug requires a structure with at least 13 nodes to be exhibited. In
Table 7.4, cells that correspond to experiments in which the bug is found are highlighted. In scope 13
we observe that our techniques produce a 2x speedup. It is interesting to note that when the scopes
are increased, the speedup grows as well, reaching 12x for scope 20.

7.5.3 Implementation Details

BLISS and its related techniques were implemented on top of the standard distribution of SPF down-
loadable from [132]. The techniques presented in this chapter are included as alternatives to LI, which
is implemented in class GETFIELD. To guarantee that the LI experiments remain unbiased by the
introduction of the new techniques, we left class GETFIELD untouched and introduced a new class
GETFIELDBounded that incorporates the new techniques.

The standard SPF distribution [132] does not include a clear mechanism for introducing the hybrid
preconditions. Executing the hybrid preconditions was necessary in order to make a fair evaluation.
Therefore, we introduced a generic mechanism that allows the user to include hybrid preconditions in
the class under analysis. These are executed during LI using Java’s reflection mechanism.

7.5.4 Threats to Validity

BLISS requires the user to provide a representation invariant for the class under analysis in both
imperative and declarative forms (e.g., as both a repOK method and a JML predicate). This require-
ment could be perceived as a limitation, especially in situations where one of the versions is available
but the other one is not. Our experience, however, suggests that the hardest task is usually that of
writing the first invariant in a correct and complete fashion, in either form. Once that is successfully
accomplished, translating the correct and complete invariant to the other paradigm is a comparably
much simpler matter.

While the techniques introduced in this chapter were proven theoretically sound and complete,
we have not verified the implementation as formally correct: the code may contain errors. However,
we have checked that the experimental results are consistent across tools. In particular, the number
of structures generated when analyzing method repOK is consistent with the number of structures
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generated by Korat [9] for all classes except TreeSet. The difference for class TreeSet is explained by
the fact that all techniques in this chapter (including LI) keep the node coloring symbolic. Therefore,
trees with the same structure that differ only in coloring are collapsed into a single structure. For
example, for scope 3 (i.e., structures with up to 3 nodes), Korat produces the 5 nonempty structures
depicted in Fig. 7.15. If we instead look at the structures generated by SPF, we only get 4 nonempty
structures. This is due to the fact that the two structures shown inside the box are collapsed by SPF
into a single structure.
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Fig. 7.15: Nonempty red-black trees with up to 3 nodes generated by Korat.

7.6 Related Work

Constraint-based bounded verification has its origins in [4], where a translation from annotated code
to SAT is proposed and off-the-shelf SAT-solvers are used in order to determine the existence of
bugs in the code under analysis. Several articles suggest improvements over [4]. For instance, [61]
uses properties of functional relations to improve Java code analysis, and provides improvements for
integer and array analyses. Bounded verification can be performed modularly, as shown in [7]. In [19],
the use of tight field bounds allowed for a significant improvement on bounded verification, which we
leveraged in [28], as well as in the techniques presented in this chapter.

Symbolic execution and bounded verification were combined in [133]. Symbolic execution was used
to build path conditions that were later solved using bounded verification. Bounds have also been used
in the context of symbolic execution; tools like Kiasan [129] and SPF [25] limit the length of reference
chains. In [24] symbolic execution was used to generate tests for container classes closely resembling the
ones used in this chapter to assess our techniques. Several different approaches were used (in [24]) for
test generation, including symbolic execution of repOK, but no relational field bounds were considered.
All techniques that resort to symbolic execution can benefit from using the mechanisms associated with
the techniques presented in this chapter. For example the “lazier” [129] and “lazier#” [54] algorithms
delay the concretization of a reference (much more so than standard lazy initialization), but eventually,
when required, the approaches presented here can limit the number of choices for concretization.

Although symbolic execution is a white-box technique, it is worth mentioning that, when analyzing
code that manipulates complex data, one can keep the structures concrete by taking a black-box
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approach to calling just methods that use the structures. Here, however, we are interested in doing
symbolic execution of methods that take symbolic structures as input. For a detailed comparison of
white-box and black-box approaches to analyzing structures, the interested reader is referred to [24].

KLOVER [134], an extension of KLEE [109], is a symbolic execution and automated test case
generation tool for C++ programs. Its authors have introduced Lazy Symbolic Execution [135],
where the term lazy refers to deferring function evaluation and library calls via abstractions, not to
deferring the initialization of class members, nor to exploiting tight field bounds or user-provided
invariants. The main ideas from Lazy Symbolic Execution and BLISS could be combined.

Green [136] is a technique that aims at providing a simple, canonical interface to a constraint solver
in order to enable the recycling of results from one analysis run in future analysis runs. Although it
is designed to be used in the context of symbolic execution, it targets the solving of path conditions.
The DB component of BLISSDB cannot be easily substituted with Green due to the fact that the
auxiliary solver checks used by BLISS (as explained in Section 7.4) are based on the translation of
declarative invariants, not on path conditions.

7.7 Conclusions and Further Work

Relational field bounds have been successfully used in the context of bounded exhaustive bug finding,
in order to increase analysis scalability. They have also been used for the improvement of gen-
eralized symbolic execution (symbolic execution extended to deal with programs that manipulate
heap-allocated data structures) through an enhancement of Lazy Initialization called Bounded Lazy
Initialization [28]. In this chapter, we built upon BLI and introduced novel techniques that further
improve the efficiency of symbolic execution via two mechanisms: bound refinement and auxiliary
feasibility (SAT) checks along the symbolic execution process. We showed that these mechanisms,
jointly realized in a prototype called BLISS, significantly improve symbolic execution when compared
to traditional LI and to BLI. Furthermore, we showed that BLISS can be improved even further by
caching SAT checks, since many of these are repeated when carrying out the same analysis for different
(typically increasing) scopes. We carried out experiments with classic data structure implementations
that show the benefits of incorporating our techniques into Symbolic PathFinder, enabling the tool to
effectively work with data structures whose size exceed the tool’s previous capabilities (in time and/or
space), with the goal of both systematically exploring program paths and automatically generating test
inputs. Our experiments showed that, compared to LI and BLI, BLISS can reduce the time required
to systematically explore program paths by up to 4 orders of magnitude, and that it generally reduces
the number of structures obtained during path exploration (which have to be concretized using SMT
solving to build test suites) by over 50%, with reductions of over 90% in some cases, compared to LI.
We also showed that these reduced collections of partially symbolic structures retain exactly the same
coverage as the much larger collections that would be obtained using LI, since our techniques only
remove spurious structures.

As explained in Section 7.2.1, some constraints are harder to generalize (in order to admit partially
symbolic structures) as hybrid preconditions than others. Even if some of the harder ones could
perhaps be generalized by hand (albeit possibly at the cost of introducing new errors), we showed that
some constraints do not lend themselves to be captured by a hybrid invariant at all. This can become
a nontrivial obstacle for the usability of symbolic execution on programs dealing with heap-allocated
structures, considering that a hybrid invariant is a necessary prerequisite of all the techniques involved,
starting with (and including) traditional LI.

In this context, we conclude that the BLISS techniques are particularly effective for the verification
of classes whose concrete repOK cannot be easily and/or completely captured by the hybrid invariant.
Our experimental results show that BLISS obtains better results on classes with less precise hybrid
invariants, where there is room for improvement, i.e., some distance between the concrete and hybrid
invariants’ pruning power that can be compensated by BLISS.

The new techniques require precomputed field bounds for the fields of the program under analysis.
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Computing tight field bounds as explained in [19] requires a large number of satisfiability queries,
which are independent and can therefore be parallelized. Hence, a cluster is used to compute these
bounds. We are working on alternative, more efficient ways of computing bounds. In particular, we
are currently developing bound computation mechanisms that can be run on a single workstation,
with efficiency comparable to the approach in [19], but which may lead to less precise (yet sound)
bounds.

We also plan to integrate Green [136] into the BLISS distribution. As explained in Section 7.6,
Green is not a practical substitute for the non-path-condition-related SAT checks used by BLISS
(which are cached by the BLISSDB mechanism). Nevertheless, it could be a useful addition towards
obtaining the benefits of verdict caching on the SMT side (i.e., to recycle path-condition-related SMT
check results across runs) as well. In particular, there are some cases where the benefits of BLISS
are eclipsed by a proportionally large amount of runtime being invested in the SMT-solving of path
conditions. Incorporating Green could be an important step towards improving effectiveness in such
cases.

The techniques we presented aim at producing a complete exploration of the state space. Yet, for
instance, in the context of bug finding, it could be more effective to replace such completeness with
new techniques to explore larger structures. It might perhaps be useful to use overly refined TACO
bounds from larger scopes, which may allow us to explore new structures at the expense of pruning
valid instances.

7.8 Resumen

La técnica conocida como Lazy Initialization (LI) posibilita que la ejecución simbólica maneje en forma
efectiva no sólo tipos de datos primitivos sino también estructuras de datos complejas (compuestas
por objetos que referencian a otros objetos en el heap, como por ejemplo listas enlazadas, árboles,
grafos, etcétera), gracias a una importante reducción en la cantidad de estructuras simbólicas espurias
y/o redundantes.

La técnica conocida como Bounded Lazy Initialization (BLI) construye sobre la base de LI,
aprovechando la disponibilidad de cotas relacionales precomputadas para la interpretación de los
campos de las clases, de modo que la cantidad de estructuras espurias que puedan descartarse resulte
aun más pronunciada.

En este caṕıtulo presentamos BLISS, una técnica —en realidad, un conjunto de varias técnicas
englobadas bajo ese nombre— que refina la búsqueda de estructuras válidas durante el proceso de
ejecución simbólica. Por un lado, durante la concretización de una estructura simbólica, las cotas
de los campos van refinándose (eliminándose alternativas como consecuencia de las decisiones ya
tomadas a lo largo de la concretización parcial); de ese modo, numerosos casos pueden ser descartados
en forma temprana. Llamamos a esto RBLI, por Refined Bounded Lazy Initialization. Por otra
parte, aun cuando una estructura parcialmente concretizada y parcialmente simbólica pasa todos
estos filtros (incluyendo, por ejemplo, estructuras que incluso RBLI no logra descartar como espurias,
pero que en realidad lo son), también utilizamos llamados auxiliares a un SAT-solver que nos permiten
determinar esto último. Esta parte de la técnica es la que se denomina BLISS, y consiste en llamar
a un solver auxiliar, pasándole la fórmula que codifica la traducción del invariante de clase y de las
partes concretizadas (no aśı el código a verificar, gracias a lo cual estos llamados siempre son muy
veloces) para determinar si existe alguna posible extensión de la estructura parcialmente simbólica
que satisfaga el invariante. En caso de no ser aśı, dicha estructura puede podarse sin más demoras.

Por último, dado que al analizar un mismo problema para scopes cada vez mayores suele haber
llamados al solver auxiliar repetidos (por ejemplo, algunos de los llamados para scope 9 podŕıan
volver a aparecer en scope 10), también incorporamos BLISSDB, un sistema de caching de llamados
ya realizados que almacena los resultados recientes para su reutilización.

En comparación con LI y BLI, BLISS reduce el tiempo requerido por LI en hasta 4 órdenes de mag-
nitud para las estructuras de datos más complejas. Además, la cantidad de estructuras parcialmente
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simbólicas que se obtienen mediante exploración de caminos se reduce en más del 50%, con reducciones
mayores al 90% en algunos casos (en comparación con LI). Por último, BLISS utiliza menos memoria
que LI y BLI, lo cual posibilita la exploración de estados inalcanzables por las técnicas anteriores.
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Tab. 7.9: Number of partially symbolic structures collected by each technique, and corresponding reduction
compared to LI.

Method Technique S03 S04 S05 S06 S07 S08 S09 S10 S11 S12

TreeSet.dfs LI 8 22 64 196 625 2,055 6,917 23,713 82,499 OOM
BLI 4 14 20 92 385 1,511 3,909 16,353 64,835 -
RBLI 4 8 14 42 151 555 1,657 6,083 22,953 -
BLISS(DB) 4 8 14 26 55 95 141 217 407 -
Reduction 50% 63% 78% 86% 91% 95% 98% 99.1% 99.6%

BinHeap.trace L1 LI 40 119 349 1,049 OOM
BLI 31 77 251 659 -
RBLI 9 20 77 363 -
BLISS(DB) 25 43 130 547 -
Reduction 37% 63% 62% 47%

BinHeap.delete LI 16 58 196 647 OOM
BLI 12 37 144 416 -
RBLI 9 20 77 363 -
BLISS(DB) 9 18 68 327 -
Reduction 43% 68% 64% 49%

TreeMap.trace L3 LI 775 OOM
BLI/RBLI/BLISS(DB) 219 -
Reduction 71%

BinHeap.extractMin LI 8 19 45 117 291 OOM
BLI 6 14 38 98 254 -
RBLI/BLISS(DB) 5 8 20 96 252 -
Reduction 36% 57% 55% 17% 14%

TreeSet.remove LI 24 104 417 1,542 5,367 17,957 58,542 187,710 595,651 OOM
BLI 8 56 100 643 2,988 11,912 27,395 106,510 388,824 -
RBLI 8 47 91 535 2,414 9,642 22,538 87,156 317,473 -
BLISS(DB) 8 47 91 493 2,229 8,933 20,242 79,621 OOM -
Reduction 66% 54% 78% 68% 58% 50% 65% 57% 46%
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Tab. 7.10: Reductions in test suite size achieved by BLISS.

Class Method MaxScope #LI #BLISS Red. (%)

TreeSet bfs 13 1,033,411 1,767 99.8
dfs 11 82,499 407 99.5
repOK 9 212 212 0
contains 16 65,535 8,191 87.5
add 9 141 141 0
remove 10 187,710 79,621 57.5

TreeMap trace L1 10 209,343 77,662 62.9
trace L2 6 35,701 10,038 71.8
trace L3 3 775 219 71.7

AvlTree bfs 12 290,511 425 99.8
dfs 11 82,499 241 99.7
repOK 12 425 425 0
contains 15 32,767 511 98.4
insert 9 1,640 477 70.9
remove 7 2,297 396 82.7

BinHeap bfs 14 4,240 15 99.6
dfs 17 6,764 18 99.7
repOK 20 21 21 0
insert 8 224 184 17.9
delete 6 647 327 49.5
extractMin 7 291 252 13.5
extractMinbug 20 9 9 0
trace L1 6 1049 547 47.9
trace L2 4 960 264 72.5
trace L3 2 103 84 18.5

BinTree bfs 13 1,033,411 1,033,411 0
dfs 13 1,033,411 1,033,411 0
repOK 13 1,033,411 1,033,411 0
count 13 1,033,411 1,033,411 0

LList repOK 20 20 20 0
add 20 2 2 0
remove 20 16,234 16,234 0



8. CONCLUSIONS, LIMITATIONS AND FUTURE WORK

In this chapter we summarize the main conclusions of this thesis, describe some known limitations,
and discuss the main pending tasks and interesting lines for future work.

8.1 Integration of Different Tools and Techniques

This thesis includes several different techniques and tools that were conceived, developed, experi-
mentally evaluated and published over several years, during which we had access to many different
clusters (some of which were upgraded with newer parts, while others no longer exist at the time
of this writing). Our benchmarks also went through some changes over these years, and so did the
versions of supporting software, as well as the related tools that we compared against (some of which
have evolved, while others are no longer maintained).

It would certainly be interesting to compare the tools and techniques introduced in this thesis,
evaluate them jointly, consider their integration and their potential synergy. However, each experi-
mental evaluation required a considerable amount of time and effort. Integrating different chapters
requires sufficient resources to re-run all the tools involved in those chapters on identical hardware,
using the same benchmarks and the same software versions. As future work, we propose to select rel-
evant subsets of these tools and techniques, evaluate them together under fair conditions and further
investigate the results thus obtained.

8.2 User-Provided Annotations

Many of the techniques presented in this thesis rely on the availability of annotations — user-provided
preconditions, postconditions and/or class invariants. In practice, however, we know that many de-
velopers are still reluctant to use such annotations in real-world projects. This can, and should, be
seen as a potential threat to the applicability of the techniques. Nevertheless, it can also be seen as
an opportunity to raise awareness. The availability of more fully automatic tools and techniques that
are able to leverage good annotations should, in the long run, contribute towards motivating more
developers to start adopting them in their particular domains.

8.3 Distributed Analysis of Alloy Models

During the initial phase of this work, our first attempts to distribute the analysis of Alloy models were
through ParAlloy, a distributed SAT-solver prototype based on guiding paths [75] plus some Alloy-
specific enhancements. Although it yielded very promising results for some particular problems, this
approach did not scale well in the general case, mainly due to repeated work (similar subproblems)
generated when splitting a problem, the absence of a distributed learning mechanism, and the absence
of reliable heuristics to estimate which subproblems resulting from a split will be the hardest ones.

In Chapter 4 we showed that transcoping can be used to make some important decisions concerning
how to split problems in ParAlloy. This allowed us to prove some Alloy properties for scopes that had
been prohibitive until then, and was a step towards answering research questions RQ1 and RQ4.

In Chapter 5 we presented Ranger, a new technique to distribute the analysis of Alloy models.
Our experimental evaluation shows that the technique achieved considerable speedups on many hard-
to-solve Alloy problems. Moreover, the speedup generally became larger as the scope of the analysis
grows, which is highly desirable. This is a further step towards answering research question RQ1.

Our evaluation also includes some hard invalid properties and instance-generation models (i.e., hard
satisfiable problems). Although some of the speedups obtained were not as high as for valid properties,
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the technique was always able to find a counterexample within reasonable time (i.e., always faster than
the sequential version). Furthermore, in some cases where the sequential analysis ran out of memory,
Ranger was still able to produce results for several larger scopes.

We also showed that, when adding more hardware, the UNSAT cases scaled almost linearly (for
32, 64, 96 and 128 workers). Had we had access to a much larger cluster at the time, we certainly
would have found a number of workers for which this is no longer the case. It would be interesting to
carry out scalability experiments with large amounts of hardware in the future.

For satisfiable problems, scalability was not as good – in particular, Ranger performed poorly on
satisfiable instances with the lowest (32) number of workers.

We also compared Ranger (running on a single 8-core PC) with two state-of-the-art multithreaded
SAT-solvers. For unsatisfiable problems, Ranger frequently outperformed both of them (possibly due
to the synergy between range partitioning and Alloy’s symmetry breaking mechanism), with the added
benefit of being able to leverage the computational power of additional PCs instead of being confined
to a single multi-core machine. For satisfiable problems, using only 8 workers, Ranger was often
outperformed by the multithreaded solvers.

One important point that needs to be worked on is the limitation to splitting on binary relations
explained in Section 5.5.5. We would like to address this in the future in order to be able to apply the
technique to an even wider spectrum of Alloy problems.

Lastly, the fact that superlinear speedups were obtained implies that some of the gain does not
stem just from parallelization, but rather from the partitioning itself – in some cases, merely splitting
a problem and solving the resulting subproblems sequentially would have yielded some speedup. This
surprising phenomenon deserves further analysis.

8.4 Transcoping

In this thesis we presented two concrete applications of transcoping:

• To decide which splitter to use for each particular problem during distributed analysis of Alloy
specifications using ParAlloy (Chapter 4).

• To decide which combination and ordering of imperative and declarative parts should be used
during the search of an adequate hybrid invariant (Chapter 6).

In both cases, the experimental evaluation showed that the use of transcoping allowed us to make
better-informed decisions, avoiding bad choices that, in larger scopes, would have turned out more
costly by several orders of magnitude. This provided a positive answer to research question RQ4, at
least for the problems that we studied in said chapters.

We believe that there are many contexts where such risks exist and where there is no clear way to
find an optimal alternative (such as the optimal value or choice of some parameter) for large scopes,
yet there is a visible trend across increasingly large scopes. In such contexts, progressively discarding
bad alternatives and keeping the best-performing ones can be a viable strategy.

One important pending challenge for the current transcoping approach is how to deal with multi-
dimensional scopes. For instance, Alloy allows the user to specify the maximum number of objects
of each atomic type. Some interesting and relevant classes of problems, such as complex linked data
structures, involve one object type that may grow arbitrarily in size. Others involve multiple kinds
of objects, but establish clear dependencies between the sizes of their domains (e.g., the number of
objects of type A is twice that of type B), and/or some of those sizes are constant. However, when
several independent dimensions are present, either a relationship between them needs to be decided
before starting the transcoping process, or transcoping needs to be generalized in order to minimize
the cost function over a vector type instead of a scalar notion of size. This is an interesting problem
that we could explore further.
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Besides the aforementioned, the idea of transcoping is quite general and could potentially be applied
in a wide variety of contexts in order to make decisions about various parameters. Some examples
that we propose to explore in the future are:

• Deciding which constraint solver (out of a portfolio of possible solvers, in a black-box fashion)
is more adequate for a particular problem.

• In Ranger, the order in which Alloy relations are placed within the vector specification currently
depends on the order of their declaration in the original model. However, placing them in a
different order could have a considerable effect on the final analysis time. Transcoping could be
used to pick a good ordering for the problem at hand.

• In MUCHO-TACO, one factor that sometimes limits the efficiency of the tool is that we only
refine those field bounds corresponding to relations whose codomain is an object type (but not
primitive types such as integers). This sometimes causes certain subproblems to not be splittable
any further, yet still be considerably hard to solve. In order to address this, we could also refine
the field bounds for those relations. When adding this feature, the need could arise to choose in
what order to refine those relations, and the answer would probably depend on the problem at
hand. This could also be a good opportunity for transcoping.

Another future research direction worth considering is to look at transcoping as a high-level feature
selection method, and investigate how and which machine learning techniques could be applied.

8.5 Test Input Generation Using Tight Field Bounds

In Chapters 6 and 7 we introduced HyTeK and BLISS, respectively. HyTeK generates test inputs from
a hybrid class invariant built from the combination of invariant fragments which are either declarative
or imperative. Since these fragments may intersect or subsume each other (for instance, a declarative
fragment may express one or more conditions expressed imperatively in a different fragment), we
provided a novel technique based on the use of transcoping for selecting the most convenient fragments
from each paradigm. HyTeK combines input generation using Korat (which works on the imperative
fragments) with the equivalent using TestEra (which works on declarative fragments). Since Korat
is sensitive to the order in which imperative fragments are presented, transcoping also allowed us to
select a good ordering that improves input generation. So far, generation using Korat may profit from
tight field bounds computed from declarative invariants. As further work we could explore whether
we can synthesize declarative information from the execution of Korat, which might be fed to TestEra
in order to improve the solving speed of the underlying SAT-solver. The evaluation of HyTeK was
done on two sample classes whose complexity is enough to give the experiments some generality as to
what we can expect from the execution of HyTeK on other classes, and provide some evidence towards
a positive answer to research question RQ5. Still, a more in-depth evaluation of HyTeK should be
carried out as part of further work. It would also be interesting to perform a more in-depth study of
the hybrid configurations that turned out to be the best and worst for each class and try to extract
further conclusions, such as why it is helpful or harmful when certain parts are expressed in a certain
paradigm, or why certain orderings of the imperative constraints are the most efficient ones.

BLISS is built on top of Symbolic PathFinder. It includes four optimizations to the Lazy Initializa-
tion algorithm implemented in Symbolic PathFinder, namely: Bounded Lazy Initialization, Refined
Bounded Lazy Initialization, Bounded Lazy Initialization with SAT-solver Support (the BLISS tech-
nique itself), and an optimization where a database is used in order to avoid redundant satisfiability
checks. BLISS is in most cases the most efficient technique for input generation, adding the advantage
that generated suites do satisfy the class invariant of the class under analysis (unlike the other tech-
niques, which may generate inputs violating the class invariants). Together, these techniques provide
a positive answer to research question RQ6.
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It is important to point out that Refined Bounded Lazy Initialization performs quite well in several
cases, and does not require the user to provide a declarative specification of the class invariant. As
explained in Section 7.2.1, some constraints are harder to generalize as hybrid preconditions (in order
to admit partially symbolic structures) than others. Even if some of the harder ones could perhaps
be generalized by hand (albeit possibly at the cost of introducing new errors), we showed that some
constraints do not lend themselves to be captured by a hybrid invariant at all. This can become a
nontrivial obstacle for the usability of symbolic execution on programs dealing with heap-allocated
structures, considering that a hybrid invariant is a necessary prerequisite of all the techniques involved,
starting with (and including) traditional LI.

In this context, we conclude that the BLISS techniques are particularly effective for the verification
of classes whose concrete repOK cannot be easily and/or completely captured by the hybrid invariant.
Our experimental results show that BLISS obtains better results on classes with less precise hybrid
invariants, where there is room for improvement, i.e., some distance between the concrete and hybrid
invariants’ pruning power that can be compensated by BLISS.

BLISS has been recently used [137] to count relevant inputs for a program, for a user-defined notion
of relevance. This allowed to count the number of valid structures for different collection classes, or to
determine the probability of a certain method call being executed, or a certain bug being exercised.
There are further applications in which BLISS and counting may interact, for instance in order to
measure the coverage of different test coverage criteria.

8.6 Distributed Verification of Sequential Programs Using Tight Field Bounds

In Chapter 3 we presented MUCHO-TACO, a distributed version of TACO that progressively elim-
inates nondeterminism from tight field bounds as a mechanism to recursively split problems into
simpler subproblems. We also introduced three optimizations that strive to keep subproblem fanout
under control. Our experimental evaluation showed that MUCHO-TACO indeed pushes the tractability
barrier by allowing TACO users to exploit the computational power of a cluster of PCs to verify most
problem instances (of the kinds that TACO was designed to solve) at scopes that are not tractable by
the sequential TACO tool. This provides an answer to research question RQ2, while the effectiveness
of the MUCHO-TACO splitting strategy provides evidence towards a positive answer to question RQ3.

As future work, we propose to expand the idea of tight field bound refinement into a general tech-
nique for the distribution of program analyses that explore memory heap configurations. Similarly
to MUCHO-TACO, the technique would make it possible to split problems into subproblems by refin-
ing (i.e., by progressively eliminating nondeterminism from) tight field bounds. As a more general
framework, it could be applied to potentially many different tools and approaches. This would pro-
vide additional evidence supporting a positive answer to research question RQ3. One example of an
additional application of the general technique could be a distributed version of Symbolic PathFinder
exploiting tight field bounds in the same way as MUCHO-TACO, and employing a tight-field-bound-
aware version of Symbolic PathFinder (in fact, BLISS) in each worker process. As another potential
application, tight field bound refinement could be applied to bounded model checking as implemented
in the CBMC tool [37]. Also, other tools for symbolic execution, such as Kiasan [129], could also
benefit from using tight field bounds.
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8.7 Resumen

Análisis Distribuido de Modelos Alloy

En las fases iniciales de este trabajo intentamos distribuir el análisis de modelos Alloy mediante Par-
Alloy, un prototipo de SAT-solver distribuido basado en guiding paths [75] con algunos refinamientos
espećıficos para Alloy. Si bien los resultados fueron promisorios para algunos problemas particulares,
este enfoque no fue exitoso en el caso general, principalmente debido al trabajo repetido (subproble-
mas similares) que se generaba al partir un problema, a la ausencia de un mecanismo de aprendizaje
distribuido, y a la ausencia de heuŕısticas confiables para estimar cuáles subproblemas resultantes de
una partición seŕıan los más dif́ıciles.

En el Caṕıtulo 4 mostramos que la idea de transcoping puede utilizarse para guiar algunas deci-
siones importantes respecto de cómo conviene partir problemas en ParAlloy; esto nos permitió probar
algunas propiedades para scopes que hasta entonces hab́ıan sido prohibitivos.

En el Caṕıtulo 5 presentamos Ranger, una nueva técnica para distribuir el análisis de modelos
Alloy. La evaluación muestra que la técnica es capaz de lograr speedups considerables en una variedad
de problemas Alloy dif́ıciles. Más importante aún, el speedup en general tiende a volverse mayor a
medida que el tamaño del análisis crece, una caracteŕıstica altamente deseable.

Nuesta evaluación también incluyó algunos casos de propiedades inválidas, aśı como modelos pen-
sados para generación de instancias, que no fuesen trivialmente resolubles (es decir, problemas satis-
factibles pero dif́ıciles). Si bien algunos de los speedups obtenidos en estos casos no fueron tan altos,
la técnica siempre fue capaz de hallar un contraejemplo en tiempo razonable (en particular, en menos
tiempo que la versión secuencial). Además, en algunos casos en que el análisis secuencial se quedó sin
memoria, Ranger siguió pudiendo producir resultados para varios scopes más.

También mostramos que al agregar más hardware, los casos UNSAT escalaron casi linealmente
(para 32, 64, 96 y 128 workers). De haber tenido acceso a un cluster de tamaño mucho mayor,
ciertamente habŕıamos hallado una cantidad de workers para la cual esto deje de ocurrir. Seŕıa
interesante llevar a cabo experimentos de escalabilidad con grandes cantidades de hardware.

Para problemas satisfactibles, la escalabilidad no fue tan buena, y fue especialmente mala en
instancias satisfactibles con la cantidad más baja de procesos (32).

También comparamos Ranger (corriendo en una única PC de 8 núcleos) con dos SAT-solvers
multi-threaded representativos del estado del arte en ese momento. Para problemas insatisfactibles,
Ranger a menudo fue más veloz que cualquiera de ellos (posiblemente debido a la sinergia entre el
particionamiento por rangos y el mecanismo interno de ruptura de simetŕıas de Alloy), y además
con la ventaja adicional de que Ranger puede aprovechar múltiples computadoras en lugar de estar
confinado a un único equipo. Para los problemas satisfactibles, usando una única PC con 8 workers,
Ranger a menudo fue vencido por los solvers multi-threaded.

Por último, el hecho de que se hayan obtenido speedups supralineales implica que alguna parte de
la ganancia no se origina simplemente en la paralelización, sino en la manera de partir propiamente
dicha. En algunos casos, simplemente partir un problema y luego resolver secuencialmente cada uno
de los subproblemas hubiese resultado en algún nivel de ganancia. Este sorprendente fenómeno merece
más estudio.

Transcoping

En este tesis hemos presentado dos aplicaciones concretas de transcoping:

• Para decidir cuál splitter conviene usar para cada problema particular durante el análisis dis-
tribuido de especificaciones Alloy usando ParAlloy (Caṕıtulo 4).

• Para decidir qué combinación (y en qué orden) de partes imperativas y declarativas conviene
usar durante la búsqueda de un invariante h́ıbrido adecuado (Caṕıtulo 6).



8. Conclusions, Limitations and Future Work 173

En ambos casos, la evaluación experimental mostró que el uso de transcoping nos permitió tomar
decisiones mejor informadas, evitando malas elecciones que —en scopes más grandes— habŕıan re-
sultado más costosas por múltiples órdenes de magnitud. Creemos que existen muchos contextos aśı,
en los que ese riesgo existe y en cambio no hay una manera clara de hallar una alternativa óptima
(como ser el mejor valor o la mejor opción para algún parámetro) para scopes grandes, y sin embargo
śı existe una tendencia visible a lo largo de scopes progresivamente mayores. En tales contextos, ir
descartando las peores alternativas y conservando las que arrojan mejores resultados puede resultar
una estrategia viable.

Un importante desaf́ıo pendiente para el enfoque actual de transcoping es cómo lidiar con scopes
multi-dimensionales. Por ejemplo, Alloy permite que el usuario indique el máximo número de objetos
de cada tipo atómico. Existen algunas clases de problemas interesantes y relevantes, como ser las
estructuras de datos complejas y enlazadas en el heap, que sólo involucran un tipo de objeto (“nodo”)
cuya cantidad puede crecer arbitrariamente. Otros problemas involucran múltiples tipos de objetos
pero establecen dependencias claras entre los mismos (por ejemplo: la cantidad de cosas de tipo A debe
ser siempre el doble que la cantidad de cosas de tipo B), y/o algunos de estos tamaños son constantes.
Sin embargo, cuando aparecen múltiples dimensiones independientes y arbitrariamente grandes, o bien
necesitamos fijar una relación entre las mismas antes de comenzar el proceso de transcoping, o bien
dicho proceso debe ser generalizado para minimizar la función de costo ya no sobre un parámetro
escalar sino sobre un espacio vectorial. Este es un problema interesante que merece seguir siendo
explorado.

Más allá de lo antedicho, la idea de transcoping es bastante general y podŕıa aplicarse potencial-
mente a una amplia variedad de contextos para tomar decisiones sobre diversos parámetros. Algunos
ejemplos que proponemos para su exploración futura son:

• Decidir qué constraint solver (de un portfolio de solvers posibles, en un sentido “caja negra”) es
más adecuado para cierto problema particular.

• En Ranger, el orden en el que las relaciones Alloy se ubican en la especificación de vectores
actualmente depende directamente del orden de su declaración en el modelo Alloy original. Sin
embargo, permutar este orden podŕıa tener un efecto considerable en el tiempo final de análisis.
Se podŕıa usar transcoping para hallar un orden conveniente para el problema que esté siendo
tratado.

• En MUCHO-TACO, un factor que a veces limita la eficiencia de la herramienta es que sólo
refinamos aquellas cotas que corresponden a relaciones cuyo codominio es un tipo de objeto (no
aśı un tipo primitivo, como int). Esto a veces ocasiona que ciertos subproblemas ya no puedan
ser partidos y sin embargo sigan siendo considerablemente dif́ıciles de resolver. Para atacar esta
limitación podŕıamos refinar también las cotas correspondientes a estas relaciones. Al agregar
este feature, podŕıa surgir la necesidad de elegir en qué orden conviene refinar esas relaciones.
La respuesta probablemente dependeŕıa de cada problema. Esta también podŕıa ser una buena
oportunidad para utilizar transcoping.

Generación de Tests Usando Cotas Ajustadas para Campos

En los Caṕıtulos 6 and 7 presentamos HyTeK y BLISS, respectivamente. HyTeK genera inputs de test
a partir de un invariante de clase construido en base a fragmentos que pueden ser declarativos y/o
imperativos. Dado que estos fragmentos pueden intersecarse, o uno de ellos subsumir a otro, proveemos
una técnica basada en el uso de transcoping para seleccionar los fragmentos más convenientes de cada
paradigma. HyTeK combina la generación de inputs usando Korat (que trabaja en base a los fragmentos
imperativos) con su equivalente usando TestEra (que trabaja con los fragmentos declarativos). Dado
que Korat es muy sensible al orden en el que los distintos fragmentos imperativos aparecen en el
invariante, la técnica de transcoping también nos ayudó a seleccionar un orden conveniente para
reducir el tiempo de generación. Por ahora, la generación usando Korat puede beneficiarse de las
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cotas ajustadas para campos computadas a partir de invariantes declarativos. Como trabajo futuro
podŕıamos explorar la viabilidad de sintetizar información declarativa a partir de la ejecución de Korat,
que pueda alimentarse a TestEra para mejorar la velocidad de solving del SAT-solver subyacente. La
evaluación de HyTeK fue llevada a cabo sobre dos clases de ejempo cuyas complejidades son suficientes
para otorgar cierto nivel de generalidad a los experimentos, respecto de qué podamos esperar de la
ejecución de HyTeK sobre otras clases. Aśı y todo, el trabajo futuro deberá incluir una evaluación más
profunda de la propia herramientetra HyTeK.

BLISS está construido sobre la base de Symbolic PathFinder. Incluye cuatro optimizaciones al
algoritmo de Lazy Initialization implementado en SPF, a saber: Bounded Lazy Initialization, Refined
Bounded Lazy Initialization, Bounded Lazy Initialization with SAT-Solver Support (la técnica BLISS
propiamente dicha) y una optimización adicional en la que se utiliza una base de datos para evitar
llamados redundantes al SAT-solver auxiliar si los mismos ya fueron realizados con anterioridad. En la
mayoŕıa de los casos, BLISS es la técnica más eficiente en cuanto a la generación de inputs, sumando la
ventaja de que todas las suites aśı generadas satisfacen efectivamente el invariante de la clase que está
siendo analizada (a diferencia de otras técnicas que śı podŕıan generar inputs que violen los invariantes
de clase). Cabe destacar que RBLI tiene buena performance en muchos casos y sin embargo no requiere
que el usuario provea una especificación declarativa del invariante de clase. Como se explicó en la
Sección 7.2.1, algunas restricciones son más dif́ıciles de generalizar como precondiciones h́ıbridas (en
el sentido de que admitan estructuras parcialmente simbólicas) que otras. Incluso si algunas de las
más dif́ıciles podŕıan quizá generalizarse a mano (con el potencial riesgo, empero, de introducir nuevos
errores), hemos mostrado que hay restricciones que no pueden ser capturadas en absoluto por un
invariante h́ıbrido. Esto puede tornarse un obstáculo no trivial para la usabilidad de la ejecución
simbólica en programas que manejen estructuras de datos enlazadas en el heap, si tenemos en cuenta
que un invariante h́ıbrido es un prerrequisito necesario de todas las técnicas involucradas (empezando
por, e incluyendo, la de Lazy Initialization tradicional).

En este contexto concluimos que las técnicas BLISS son particularmente efectivas para la verifi-
cación de clases cuyo repOK concreto no puede ser fácil y/o completamente capturado por el invariante
h́ıbrido. Nuestros resultados experimentales muestran que BLISS logra mejores resultados en clases
con invariantes h́ıbridos menos precisos, donde hay lugar para mejorar (es decir, alguna distancia entre
el poder de poda del invariante concreto y del h́ıbrido que pueda ser compensada por BLISS). Recien-
temente, BLISS fue utilizado [137] para contar la cantidad de inputs relevantes para un programa,
para una definición de relevancia dada por el usuario. Esto permitió contar la cantidad de estructuras
válidas para diversas clases de colecciones, o determinar la probabilidad de que cierto llamado a un
método se ejecute, o de que se ejercite cierto bug. Hay más aplicaciones en las que BLISS y el conteo
pueden interactuar, por ejemplo para medir el nivel de cubrimiento según distintos criterios.

Verificación Distribuida de Programas Usando Cotas Ajustadas para Campos

En el Caṕıtulo 3 presentamos MUCHO-TACO, una versión distribuida de TACO que elimina progre-
sivamente el no-determinismo de las cotas ajustadas para campos como un mecanismo para partir
recursivamente problemas en subproblemas más simples. También introdujimos tres optimizaciones
con el objetivo de mantener bajo control la explosión de dichos subproblemas. La evaluación experi-
mental mostró que MUCHO-TACO efectivamente empuja la barrera de lo tratable al permitir que los
usuarios de TACO exploten el poder computacional de un cluster de PCs para verificar la mayoŕıa de
las instancias de problemas (del tipo de problemas que TACO fue diseñado para atacar) en tamaños
que no son tratables por la herramienta TACO secuencial.

En el futuro podŕıa generalizarse esta idea (el refinamiento progresivo de cotas ajustadas para
campos) hasta obtener una técnica general para la distribución de análisis de programas que, como
parte de sus mecanismos de búsqueda, exploren configuraciones de heaps de memoria. En forma
similar a MUCHO-TACO, la técnica posibilitaŕıa la partición de problemas en subproblemas refinando
(es decir, eliminando progresivamente el no-determinismo de) las cotas ajustadas para campos, pero
al definirse de un modo más general, permitiŕıa su aplicación a potencialmente muchas herramientas
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y enfoques distintos. Por ejemplo, podŕıa concebirse una versión distribuida de Symbolic PathFinder
que explote las cotas ajustadas para campos de la misma manera, y utilice una versión de SPF apta
para cotas de campos (de hecho, podŕıa utilizarse BLISS) en cada proceso worker.

De modo similar, las cotas ajustadas para campos también podŕıan aplicarse al model checking tal
como implementado en la herramienta CBMC [37]. Por otra parte, otras herramientas para ejecución
simbólica, como por ejemplo Kiasan [129], pueden aprovechar esta clase de cotas. Como trabajo futuro
proponemos distribuir estos tipos de análisis aplicando la técnica de refinamiento de cotas ajustadas.
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