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Abstract. Many image processing applications need real time perfor-
mance, while having restrictions of size, weight and power consumption.
These include a wide range of embedded systems from remote sensing
applications to mobile phones. FPGA-based solutions are common for
these applications, their main drawback being long development time.
In this work a co-design methodology for processor-centric embedded
systems with hardware acceleration using FPGAs is applied to an image
processing method for localization of multiple robots. The goal of the
methodology is to achieve a real-time embedded solution using hardware
acceleration, but with development time similar to software projects. The
final embedded co-designed solution processes 1600× 1200 pixel images
at a rate of 25 fps, achieving a 12.6× acceleration from the original soft-
ware solution. This solution runs with a comparable speed as up-to-date
PC-based systems, and it is smaller, cheaper and demands less power.

Keywords: real time image processing, hardware/software co-design
methodology, FPGA, robotics

1 Introduction

Many image processing applications require solutions that achieve real time per-
formance. A usual approach for accelerating is to exploit their inherent parallel
sections, building implementations on parallel architectures such as GPUs or
FPGAs. The appearance of the CUDA [1] framework allowed to implement im-
age processing methods on GPUs (graphical hardware of common PCs) with
relative small coding effort resulting in their significant speedup [2, 3]. Although
these implementations are based on affordable computational hardware, they
are unsuitable for applications that also require small and low power consuming
solutions. These cover a wide range of embedded systems from remote sensing
applications and robotics to mobile phones and consumer electronics.

An alternative solution is to use Field Programmable Gate Arrays. FPGAs
are devices made up of thousands of logic cells and memory. Both the logic cells



and their interconnections are programmable using a standard computer. Their
highly parallel architecture with low power consumption, small size and weight
provide an excellent platform for achieving real time performance on embedded
applications. The inclusion of processor cores embedded in programmable logic
has also made FPGAs an excellent platform for hardware/software co-designed
solutions. These solutions try to combine the best of both software and hardware
worlds, making use of the ease of programming a processor while designing tai-
lored hardware modules for the most time consuming sections of the application.
Several authors [4, 5, 6] reported successful implementation of image processing
algorithms on FPGA-based hardware, including co-designed solutions [7, 8].

The main drawback of FPGA-based methods is time consuming development,
that raise exponentially as the complexity of the application increases. This led
to the proposal of new methodologies, tools and language aimed at reducing
design time by raising the abstraction level of design and implementation. These
approaches are commonly known as Electronic System Level (ESL) [9], although
they differ in language, abstraction level and tool support.

In this work an image processing case study of a co-design methodology
for processor-centric embedded systems with hardware acceleration using FP-
GAs is presented. The case study is an image processing algorithm for real-time
localization and identification of multiple robots, integrated in a remote access
robotic laboratory. Results indicate that the proposed methodology is suitable to
achieve real-time performance in embedded image processing applications, while
reducing the design and coding effort usually needed for this type of tailored
co-designed solutions.

2 Methodology Overview

The proposed co-design methodology, described in detail in [10], is aimed at
reducing design and coding effort. It has four broad stages: A) Design, B) Im-
plementation and Testing in a general purpose processor, C) Hardware/Software
partition and D) Implementation, testing and integration of each hardware mod-
ule in the final embedded platform.

Taking advantage of the processor centric approach, the whole system is de-
signed using well established high level modeling techniques, languages and tools
from the software domain. That is, an Object Oriented Programming (OOP) de-
sign approach expressed in Unified Modeling Language (UML) and implemented
in C++. This helps to reduce design effort by raising abstraction level while not
imposing the need to learn new languages and tools. There are several related
works that use domain-specific specializations of UML profiles for hardware or
co-design specifications [11] [12] [13]. However, different degrees of hardware de-
tails still need to be specified in these approaches. In our approach, the UML
design is done prior to hardware/software partition, abstracting away the imple-
mentation details related to both hardware and software.

The C++ implementation is then tested in a general purpose processor using
debugging resources available in these processors. This implementation not only



provides a golden reference model, but may also be used as part of the final
embedded software. In this manner, software coding effort is reduced.

To perform hardware/software partition, the complete software solution must
be migrated to the final embedded processor. The required hardware resources to
make the embedded processor run are characterized and the hardware platform
is generated. The software platform for the embedded processor is generated
and the software solution is migrated. Using profiling tools in the embedded
processor, the methods that need to be accelerated by hardware are identified
completing the hardware/software partition phase. The modular OOP design
facilitates to find the exact methods that need to be accelerated, preventing
useless translations to hardware and hence reducing hardware coding effort.

Finally, each hardware module is implemented, tested and integrated in the
complete system. Related work in the area of High-Level synthesis include semi-
automatic tools to translate code in C to Hardware Description Language (HDL)
code for FPGAs [14] [15] [16]. All these require rewriting effort on the original
code to particular C language subset, and hardware knowledge in order to gen-
erate correct HDL. Our approach is to use the two-process structured VHDL
design method [17] for hardware implementation by translating the C++ object
methods by hand in a guided way. This method has proven to reduce man-years,
code lines and bugs in many major projects [18].

3 Multiple Robot Localization

The System for Robotic Teleeducation (SyRoTek)[19] is a system developed by
the Intelligent and Mobile Robotics Group at the Czech Technical University
in Prague. This virtual lab provides remote access from anywhere around the
world to real mobile robots located in an arena.

(a) Picture of the arena and robots. (b) Robot dress and convolution response.

Fig. 1: Localization system in SyroTek



In order to perform localization, each robot carries a unique ring-like pattern
that allows to calculate its position and orientation in a 1600×1200 gray scale
image taken by an overhead camera (see Fig. 1). The image is processed in
several steps. First, the radial distortion caused by camera lens imprecision is
removed. Then, the image is transformed to make the arena appear as a rectangle
aligned with the image edges. Using the intrinsic and extrinsic parameters of the
camera, a look-up table mapping pixel coordinates of the rectified image to pixel
coordinates of the captured image is computed. Using this look up-table, both
transformations are performed in a single step, achieving a faster undistortion.
For more accurate results, bilinear interpolation with four surrounding pixels is
used to calculate the gray level of the destination pixel.

The rectified image is then convolved with a 40×40 annulus pattern. The
maximal values of the convolution filter indicate robot positions on the arena,
see Fig.1. Knowing robot positions allows to find the endpoints of the robot dress
arc and to determine the robot heading. When orientations are found, each robot
is identified by a binary code in the dress center.

The convolution of the entire image is slower than the camera frame rate
and therefore it is performed only at system start. After that, the convolution
is computed in a neighborhood of each robot’s position in the previous frame.
Therefore, the correction for image distortion is only performed in those neigh-
borhoods, greatly diminishing the amount of memory accesses needed.

4 Hardware/Software co-designed solution

4.1 UML Structural and Behavioral Design

The overall structural design of the solution is shown in the Fig. 2.
The Robot class contains the information of each robot, i.e position, head-

ing and id. The class PositionCalculator calculates the new position of a
robot implementing the image convolution in the exec method. The class Angle-
Calculator calculates the new heading of a robot.

A Matrix class was created to encapsulate matrix operations. Since most ma-
trices are sub-matrices of bigger ones (e.g. an image section is a sub-matrix of im-
age), memory is only dealt with in very specific moments. The LoadableMatrix

class inherits from Matrix and encapsulates actual memory movements. Finally,
the Image class is a particular LoadableMatrix that knows about image undis-
tortion operation. This class implements both bilinear and nearest neighbor in-
terpolation for comparison purposes.

4.2 Hardware-Software partition

An Avnet development kit including a Virtex4-FX12 FPGA with a PowerPC405
embedded processor was used. The development tools used are Xilinx’s Design
Suite 11.2 for hardware and embedded software development and GNU valgrind
and gprof for preliminary resource characterization.



Fig. 2: Structural Design

First, the resources needed to run the software solution in the embedded pro-
cessor were characterized. Profiling results in a Core i5 M480 (2 cores@2.67GHz)
show that the Matrix::macc method uses 87% of the time, and is a clear
candidate for hardware implementation. This method is called 100 times in
PositionCalculator::exec that searches for the new position of a robot. The
modularity of the OOP design and the encapsulation of the matrix operations
in a separate class allows the profiling to accurately point where the most time
consuming operation is, preventing useless translations to hardware.

Next, the needed hardware platform to run the software solution in the em-
bedded processor is generated. From the previous analysis, the memories in-
cluded are Flash, SDRAM and Block RAMs (memory embedded in the FPGA),
connected through an IBM PLB bus to the processor. Internal caches were con-
figured. The PowerPC405 is set at its maximum frequency (300 MHz). A stan-
dalone (no operating system) software platform was generated for the processor.

The migration of the complete software solution to the embedded processor
required only two minor changes. In the embedded solution, images that were
opened with OpenCV are loaded from the Flash memory, and dynamic mem-
ory for image sections is replaced by BlockRAMs. These interface changes were
encapsulated in a single configuration file, so the rest of the code is unchanged.



Finally, the complete software solution is profiled in the embedded proces-
sor. Since the PowerPC405 has no FPU, all floating point operations are em-
ulated by Xilinx’s compiler. Hence, software optimizations were developed for
the PowerPC’s particular architecture. Profiling results for each code version
are shown in Table 1. The first column corresponds to the original code. The
second column uses pre-calculated cosine and sine masks for angle estimation.
The third column corresponds to changing all floating point operations to fixed
point arithmetics. The fourth column keeps previous changes but performs im-
age undistortion without bilinear interpolation. The fifth column simplifies angle
calculation, removing bilinear interpolation for pixel brightness calculation. The
last two changes add a 1.6% error in worst case for angle estimation.

All these changes were first implemented and tested in the Corei5, using its
debugging and testing resources, and keeping the golden reference model up to
date. Migration to the PowerPC did not require code changes. The test suite
were images with 14 robots in the arena loaded in the Flash memory. Results for
profiling in the Corei5 processor are also shown in this table. The fastest code
was used for this test (including all optimizations and floating point arithmetics).

Table 1: Profiling results. All times in miliseconds.

PPC405@300 MHz i5@2.67GHz
orig. code cos mask fixed pt. unbarrel NI angle NI all opt.

Matrix::macc 117.7 117.7 117.7 117.7 117.7 28.69
angleCalc::exec 246.9 48.3 17.7 17.7 7.3 0.84
Image::unbarrel 120.0 120.0 120.0 4.5 4.5 0.72

complete solution 489.5 295.6 264.0 141.7 130.2 30.74

An output of this stage is the complete, correct and optimized software ver-
sion running in the embedded PowerPC405 processor. Also, the definite hardware-
software partition is to translate the Matrix::macc method to hardware.

4.3 Hardware implementation, testing and integration

Next, the hardware module for the Matrix::macc is implemented, including
its interface with the memory and embedded processor. Hardware and software
changes are introduced to integrate this hardware module in the solution.

The macc does the convolution of two matrices. To access data, it is connected
to two Block RAMs, one per matrix. The PowerPC is connected to the other port
of each Block RAM so it can load data (i.e, the image section and the convolution
mask). The macc module is also connected by a Device-Control Register(DCR)
bus to the PowerPC. This is a simple bus that can connect many slave modules
in a daisy chain manner. Through this bus, the PowerPC tells the macc module
in which address of each Block RAM the matrix to be multiplied starts. When



the multiplication is over, the macc returns the accumulated value through this
DCR bus to the PPC. The six modules and seven interface packages needed for
the solution were implemented following the two-process VHDL design method.

In Table 2 a comparison between the complete software solution and the
solution with hardware acceleration and software optimizations can be found.

Table 2: Solution comparison in the Virtex4 FPGA
all software hard accelerated

Area
Slices 3,575 3,718
BRAM 13 15
DSP48 0 1

Time (ms)

Matrix::macc 117.7 22.4
angleCalc::exec 246.9 7.3
Image::unbarrel 120.0 4.5
complete solution 489.5 38.7

The best possible complete-system performance is achieved since each part
(hardware and software) runs at its maximum frequency. For this, a Digital
Clock Manager (DCM) is included and the connection between the embedded
processor and hardware is done in an asynchronous way (i.e, using memories and
the DCR bus).

The final hardware accelerated solution processes 25 fps of 1600× 1200 pixel
images, achieving a real-time embedded solution for the problem. The acceler-
ation from the original solution to the final software optimized and hardware
accelerated solution is 12.6×. The extra FPGA area required is one DSP48 (i.e,
a hardware multiplier), 2 Block RAMs and 143 slices, only 4% area penalty. The
hardware accelerated solution takes 38.7 ms to process an image while the most
optimized software solution in a Corei5 (2 cores@2.67GHz) takes 30.4 ms.

5 Conclusions

The stages of a co-design methodology for processor-centric embedded systems
with hardware acceleration using FPGAs were applied to an image processing
case study for localization of multiple robots. The aim of the methodology is to
achieve a real-time embedded solution using hardware acceleration, but with de-
velopment times similar to software projects. Results indicate that the proposed
methodology is suitable to achieve real-time performance in embedded image
processing applications, while reducing design time and coding effort usually
needed for this type of tailored co-designed solutions. The achieved embedded
solution successfully processes 1600 × 1200 pixel images at a rate of 25 fps. It
runs with a comparable speed as the method implementation on an up-to-date
general purpose processor, but is smaller, cheaper and demands less power.
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